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Abstract: Automated Program Repair (APR) is currently an essential technique for improving
software maintenance, assisting in reducing the burden on developers, and minimizing software
defects. Recent advances in large language models (LLMs) have significantly impacted this area
by improving bug localization, patch generation, and validation.The current LLM based automated
program repair (APR) techniques are systematically reviewed in this paper in order to evaluate
their advancements, real world constraints, performance comparisons, and security considerations.
The study explores the advantages and disadvantages of open-source alternatives like CodeT5
and UniXcoder as well as proprietary LLMs like GPT4 and Codex, taking into consideration
their respective costs, customization, and accuracy. Retrieval augmented generation, finetuning
techniques, and hybrid approaches that combine LLM with static analysis tools have all signifi-
cantly increased the effectiveness of APR. However, problems still persist, such as reliance on
Al generated patches, high processing demands, and challenges incorporating these techniques
into development processes. Furthermore, ethical issues including biases in created patches and
the potential to introduce security defects necessitate further research on validation and security
aware patch production. This paper summarizes current research to identify key gaps and proposes
future directions to optimize LLM based APR, to assure its reliability and scalability in real world
software development.
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1 Introduction

Software maintenance is one of the most resource-intensive phases in the software
development life cycle. It frequently accounts for up to 70% of the total expenses of
software development [Pigoski(1996)]. During this phase, developers are tasked with
identifying, and fixing bugs, which can be a time-consuming and error-prone process.
The complexity of software systems leads to more bugs and makes fixing them more
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challenging, which causes additional pressure on development teams. By automatically
creating patches for software bugs, Automated Program Repair (APR) has emerged as an
effective approach to streamline maintenance processes in this context. By decreasing the
amount of human intervention required for debugging, APR can substantially enhance
software maintenance’s effectiveness and reliability [Monperrus(2018)].

APR has significantly additional capabilities as a consequence to the rapid ad-
vancement of Large Language Models (LLMs), like OpenAl’s GPT models [Brown
et al.(2020)], Google’s Gemini [Imran et al.(2024)], and Meta’s LLaMA [Touvron
et al.(2023)]. These models have shown impressive abilities in understanding, generat-
ing, and transforming code after being trained on massive code and natural language
datasets [Chen et al.(2021)]. Even for complex or previously unknown bugs, LLMs can
use their ability to learn from extensive code collections to identify patterns in buggy code
and generate potential fixes when used for APR [Zhang et al.(2023)]. This capability is
particularly advantageous during the maintenance phase, when developers frequently
deal with a large number of bug reports and have limited resources to fix them [Goues
et al.(2012)]. LLM-based APR tools can enhance the overall quality of software systems
by automating the repair process and enabling developers to focus on higher-level tasks
like feature development and system optimization [Gazzola et al.(2018)].

Although LLM-based APR shows promise, its use in software maintenance is still
evolving. Current methods face limitations such as scalability, generalization, and re-
source efficiency [Xia et al.(2022)], and integrating them into existing development
processes poses persistent difficulties [Zhang et al.(2024)]. For instance, while LLMs
like ChatGPT and Codex have performed well at creating patches for standard bench-
marks like Defects4] [Just et al.(2014)], their performance on large, real-world software
projects remains insufficiently explored [Sobania et al.(2023)].

Additionally, ethical issues that need to be addressed include bias in the patches that
are generated and the potential for adding vulnerabilities to security [Pearce et al.(2023)].
The purpose of this paper is to provide a comprehensive analysis of LLM-based APR
approaches, examining their advantages, disadvantages, and potential for enhancing
software maintenance. This work aims to provide practical insights that will direct
researchers and practitioners in utilizing LLMs to improve APR systems and facilitate
dependable, efficient software maintenance by examining recent developments and
identifying gaps.

This paper is structured as follows, section 2 provides a review of the core principles
in Automated Program Repair (APR) and Large Language Models (LLMs), providing
background knowledge for their combination. Section 3 outlines the research questions
that drive this review and the approach used to gather and examine relevant studies. The
development of LLM-based APR techniques is discussed in detail in Section 4, along with
the most recent developments and trends in their use for software maintenance. Scalability,
cost, and developer adoption are among the practical difficulties of implementing LLM-
based APR tools in real-world software development environments that are assessed in
Section 5. Section 6 compares the performance of various LLMs, including proprietary
models (such as GPT-4 and Codex) and open-source models (such as CodeT5 and
LLaMA), and investigates the pros and cons of applying them to APR tasks. Section
7 discusses the ethical and security factors involved in employing LLMs for APR,
including biases in patch generation, the risk of introducing vulnerabilities, and strategies
for mitigation. Finally, Section 8 summarizes the results, finds areas where research is
lacking, and suggests future research pathways to progress the area of LLM-based APR.
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2 Background

2.1 Automated Program Repair
2.1.1 Problem Definition

Automated Program Repair (APR) is a crucial area of software engineering that focuses
on repairing defects without requiring human intervention. It is essential for automat-
ing software maintenance and minimizing the amount of work required to fix bugs
[Pigoski(1996)]. A program is correct if it passes all test suites; otherwise, debugging is
required [Monperrus(2018)]. Formally, APR aims to minimally modify a buggy program
P to generate a corrected version P’ that meets specifications .5, typically by passing all
tests [Goues et al.(2012)].

2.1.2 APR Workflow
The APR process involves three key stages:

— Fault Localization: Pinpoints problematic code segments, often using methods
like Spectrum-based Fault Localization (SBFL) to rank suspicious elements [Wong
et al.(2016), Johnson et al.(2005)].

— Patch Generation: Creates potential fixes using transformation rules once suspect
code is identified [Martinez et al.(2016)].

— Patch Validation: Evaluates suggested patches using test suites to verify accuracy
[Xiong et al.(2018)].

A patch that passes every test is ’plausible,” but ’correct” patches avoid overfitting by
generalizing well and semantically aligning with developer fixes [Qi et al.(2013)].

2.1.3 APR Techniques
Various APR methods have been presented, which can be grouped into four main types.

— Heuristic-Based APR: This approach utilizes genetic programming and search-
based strategies to find possible patches. Examples include GenProg
[Goues et al.(2012)], Astor [Martinez et al.(2016)], ARJA [Yuan et al.(2018)], and
SimFix [Jiang et al.(2018)].

— Constraint-Based APR: APR methods in this group use constraint-solving to
guide their repair processes, mainly concentrating on generating accurate conditions.
Examples include Nopol [Xuan et al.(2017)], Cardumen [Martinez et al.(2018)],
ACS [Xiong et al.(2017)], and Dynamoth [Durieux et al.(2016)].

— Pattern-Based APR: This approach relies on predetermined repair templates, usu-
ally made by specialists, to convert faulty code into a corrected version. Key examples
include TBar [Liu et al.(2019)], FixMiner [Koyuncu et al.(2020)], and Avatar [Liu
et al.(2019)].
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— Learning-Based APR: Due to deep learning’s emergence, neural machine transla-
tion models have been widely adopted for APR to produce patches. SequenceR [Chen
et al.(2019)], CoCoNut [Lutellier et al.(2020)], DLFix [Li et al.(2020)], CURE
[Jiang et al.(2021)], Recoder [Zhu et al.(2021)], DEAR [Li et al.(2022)], SelfAPR
[Ye et al.(2023)], RewardAPR [Ye et al.(2022)], and Tare [Zhu et al.(2023)] apply
deep learning to automatically find and apply bug-fixing patterns.

With the addition of Large Language Models (LLMs), learning-based APR has greatly
improved among these types, surpassing traditional methods in bug detection and repair
and improving the debugging process in software maintenance [Zhang et al.(2023)].

2.2 Large Language Model
2.2.1 Background

Human-like natural language understanding, generation, and interpretation are made
possible by Large Language Models (LLMs), which are sophisticated Al models that
have been pre-trained on extensive text corpora [Brown et al.(2020)]. With significantly
more parameters than typical deep learning models, LLMs support diverse tasks such as
question answering and machine translation [Chen et al.(2021)].

Advances in neural networks marked the beginning of LLM development. In 1986,
Rumelhart et al. [Rumelhart et al.(1986)] presented RNNs for sequential data processing;
however, they encountered difficulties with long-term dependencies because of vanishing
gradients. This was addressed in 1997 by Hochreiter et al. [Hochreiter et al.(1997)] using
LSTMs, which included gates and cell states to preserve long-term information. In 2017,
Vaswani et al. [Vaswani et al.(2017)] introduced the Transformer architecture, which
significantly improved the capacity to handle lengthy sequences and intricate structures
by dynamically weighing input components using self-attention. Modern LLMs now
rely heavily on transformers [Devlin et al.(2019)].

The Transformer architecture and a pre-training-and-fine-tuning methodology are
commonly employed by LLMs. Prior to fine-tuning on smaller labeled datasets for
particular tasks, pre-training entails self-supervised learning on large unlabeled datasets
to learn general language representations [Raffel et al.(2020)]. NLP has advanced as
a result of this paradigm, giving rise to cutting-edge models such as BERT [Devlin
et al.(2019)], GPT [Radford et al.(2019)], TS [Raffel et al.(2020)], PaLM [Chowdh-
ery et al.(2023)], and the LLaMA series [Touvron et al.(2023), Touvron et al.(2023),
Grattafiori et al.(2024)]. Specialized models like CodeBERT [Feng et al.(2020)],
CodeGPT [Lu et al.(2021)], CodeT5 [Wang et al.(2021)], InCoder [Fried et al.(2023)],
CodeGen [Nijkamp et al.(2023)], CodeLlama [Roziére et al.(2024)], and StarCoder [Li
et al.(2023), Lozhkov et al.(2024)] are the result of LLMs being modified for source
code comprehension and generation.

2.2.2 Model Categories

LLMs can be classified into three general categories depending on their architectural
design and training goals:

— Encoder-Only Models: CodeBERT [Feng et al.(2020)] and GraphCodeBERT [Guo
et al.(2021)], for example, create bidirectional input representations using just the
Transformer encoder. Usually, Next Sentence Prediction (NSP) and Masked Lan-
guage Modeling (MLM) are used to pre-train them.
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— Decoder-Only Models: In CodeGPT [Lu et al.(2021)], for example, tokens are
generated autoregressively using Causal Language Modeling (CLM) to generate
contextually coherent text [Chen et al.(2021)], using only the Transformer decoder.

— Encoder-Decoder Models: In order to reconstruct original sequences from corrupted
inputs, models such as CodeT5 [Wang et al.(2021)], which combine encoder and
decoder, are well-suited for sequence-to-sequence tasks and are frequently trained
with denoising objectives.

The adaptability of LLMs in various domains, such as automated program repair (APR),
is dependent on these variations in model structure [Zhang et al.(2023)].

3 Research Method

In this systematic literature review, the methodological approach suggested by Kitchen-
ham et al. [Kitchenham et al.(2007)], [Kitchenham et al.(2010)] is followed. Planning,
execution, and reporting are the three main stages of this process. Consistency, reducing
researcher bias, and structuring the gathered data all depend on a well-defined review
protocol during the planning stage. The following elements comprise the review protocol:

— Clearly stated research questions that demonstrate the objectives of the study.

— A detailed explanation of the search approach, including the databases chosen, the
time frames, and the reasons behind the database selection.

— A list of search phrases used to find relevant studies.
— Definitions of inclusion and exclusion criteria used to filter applicable publications.

— An explanation of the data extraction procedures, including the storage and docu-
mentation methods.

4 Literature Review Process and Results

4.1 Research questions.
The aim of this systematic review is to explore the following research questions (RQs):

— RQ1: How have LLM-based APR techniques evolved, and what are the latest trends
in their application to software maintenance?

RQ2: What are the practical challenges of deploying LLM-based APR tools in
real-world software development environments?

RQ3: How do different LLMs (e.g., proprietary vs. open-source) perform in APR
tasks, and what are the trade-offs?

RQ4: What are the ethical and security implications of using LLMs for APR?
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4.2 Search strings and digital libraries.

In order to find research on LLM-based Automated Program Repair (APR) and software
maintenance from 2023 to 2025, an automatic search was performed on four significant
academic databases: IEEE Xplore, ScienceDirect, ACM, and Google Scholar. "Large
Language Models in Automated Program Repair,” "LLM-based bug fixing,” ”APR
techniques based on LLM,” patch generation,” and similar terms were among the
keywords used in the search. To guarantee coverage, ’program repair” and “bug fixing”
were used interchangeably.

Publications that did not specifically discuss LLM-based APR techniques, their
software maintenance applications, or associated difficulties were not included. After
removing duplicates from various databases, a total of 45 relevant papers were obtained.
The distribution of these papers by source is shown in Table 1.

Index|Scientific Paper Database Number of Papers
1 GS 18
2 IEEE 6
3 SD 5
4 ACM 16

Table 1: THE RESULT FINDING ON DATABASE JOURNAL

4.3  Exclusion criteria and selection .
Candidate paper selection was led by the utilization of the following exclusion criteria:

— CRI: Just papers published in peer-reviewed workshops, reports, journals, or con-
ferences were included. Papers lacking earlier peer-reviewed acceptance were not
included.

— CR2: Publications were limited to those issued between 2023 to 2025 to maintain
relevance to recent advancements.

— CR3: Studies published in English only were considered in the review.

— CR4: Papers that did not directly address LLM-based Automated Program Repair
(APR), bug-fixing methods, or methods for enhancing software maintenance with
LLMs were not included.

As shown in Figurel, a total of 94 papers were initially identified from four major
digital libraries. After removing 49 duplicates, 45 papers remained for screening. Follow-
ing the exclusion criteria (CR1-CR4), 33 studies were finally included in the systematic
synthesis.
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Figure 1: Systematic process for identifying and selecting relevant literature on
LLM-based Automated Program Repair studies (2023-2025).

5 RQI1: How have LLM-based APR techniques evolved and what
are the latest trends in their application to software maintenance?

Significant progress has been made in the areas of model size, fine-tuning, and integration
with other techniques in LLM-based Automated Program Repair (APR). Complex or
multiline patches were difficult for earlier template- and learning-based tools like TBar
and Recoder to handle [Fan et al.(2023)]. The development of sophisticated LLMs like
Codex, GPT-Neo [Sid et al.(2021)], and CodeTS5 has greatly enhanced APR’s capacity to
address practical issues [Xia et al.(2023)]. By combining multi-step reasoning, retrieval-
augmented generation (RAG) [Lewis et al.(2020)], and dynamic debugging, recent
frameworks such as FixAgent [Lee et al.(2024)], RepairAgent [Bouzenia et al.(2024)],
and ThinkRepair [Yin et al.(2024)] improve APR. Furthermore, to enhance bug localiza-
tion and patch generation, DEVLoRe [Feng et al.(2024)] uses a multi-artifact approach
that combines logs, stack traces, and issue reports.



1038 Hamdi F., Moawad R., Mohsen A.M.: A Systematic Literatur Review on Automated ...

5.1 What new LLMs have been introduced, and how do they compare to earlier
models in terms of performance and efficiency?

The accuracy, effectiveness, and scalability of APR in bug localization, patch genera-
tion, and error recovery have been greatly improved by recent developments in LLMs,
especially GPT-40. GPT-4o0 is used by frameworks such as FixAgent [Lee et al.(2024)],
Healer [Sun et al.(2024)], AutoCodeRover [Zhang et al.(2024)], ROSE [Xin et al.(2024)],
DEVLoRe [Feng et al.(2024)], and PATCH [Zhang et al.(2025)] to enhance APR perfor-
mance through retrieval-augmented repair, multi-agent systems, and semantic validation.
Below is a summary of how GPT-40 is used in these APR techniques.

— FixAgent: In comparison to previous conversational APR methods, FixAgent achieves
25.48% higher bug localization and patch accuracy by combining fault localiza-
tion, retrieval-augmented repair, and iterative patch refinement with GPT-40 in a
hierarchical multi-agent framework [Lee et al.(2024)].

— Healer: Uses GPT-40 to resolve runtime errors with a 72.8% success rate [Sun
et al.(2024)].

— AutoCodeRover: Enhances bug detection by dynamically retrieving pertinent de-
bugging data prior to patch generation by integrating GPT-40 with retrieval-based
fault localization [Zhang et al.(2024)].

— ROSE Framework: Enhances repair efficiency and accuracy by using GPT-40 for
semantic-aware patch retrieval through semantic search [Xin et al.(2024)].

— PATCH Framework: To guarantee high patch generation accuracy, the PATCH
Framework combines syntactic and semantic validation
with GPT-40 [Zhang et al.(2025)].

— DEVLoRe: Utilizes GPT-40 to integrate various software artifacts, surpassing con-
ventional single-source debugging in terms of precision and localization effectiveness
[Feng et al.(2024)].

By enhancing multi-language support, patch generation, and bug localization, Codex
has advanced Automated Program Repair (APR). In order to maximize repair across a
variety of programming environments, frameworks such as InferFix [Jin et al.(2023)],
RING [Joshi et al.(2023)], ConFix [Xiao et al.(2024)], DEVLoRe [Feng et al.(2024)],
and MultiMend [Gharibi et al.(2025)] use Codex in conjunction with learning-based
ranking, retrieval-augmented prompting, fine-tuning, and static analysis. An outline of
Codex’s use in these APR techniques can be found below.

— InferFix: Enhances context-aware patch generation by incorporating prior fixes using
a refined Codex with retrieval-augmented prompting [Jin et al.(2023)].

— RING: A multilingual APR system that fixes bugs in different programming lan-
guages using Codex [Joshi et al.(2023)].

— ConFix Framework: Ensures semantic bug fixes adhere to correctness rules by
combining Codex and static analysis [Xiao et al.(2024)].

— MultiMend: Presents a learning-based method that produces several repair recom-
mendations and ranks them according to correctness likelihood and previous fixes
[Gharibi et al.(2025)].
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— DEVLoRe: By incorporating structured debugging data, DEVLoRe improves Codex-
based repair and generates more precise, context-aware patches [Feng et al.(2024)].

Automated Program Repair (APR) has been improved by CodeT5 and UniXcoder,
which allow retrieval-augmented learning and fine-tuning for multi-hunk fixes. By
using methods like Chain-of-Thought prompting, historical debugging integration, and
completion engines, these models improve context understanding, patch refinement, and
debugging efficiency. These enhancements are used by frameworks like ThinkRepair
[Yin et al.(2024)], HAFix [Shi et al.(2025)], TSAPR [Gharibi et al.(2024)], DEVLoRe
[Feng et al.(2024)], and DRCodePilot [Zhao et al.(2024)] to increase repair scalability
and accuracy. Here is a summary of how they use UniXcoder and CodeTS5.

— ThinkRepair: Iteratively improves repair accuracy by refining multi-hunk patches
using few-shot learning and Chain-of-Thought prompting [Yin et al.(2024)].

— HAFix: Makes APR more context-aware by incorporating past debugging history to
enhance bug localization and patch generation [Shi et al.(2025)].

— TSAPR Framework: Improves generalizability by fine-tuning CodeT5 on APR
datasets to better handle single- and multi-hunk defects [Gharibi et al.(2024)].

— DEVLoRe: Integrates UniXcoder in a retrieval-enhanced setting, it uses structured
debugging artifacts to direct the patch generation process [Feng et al.(2024)].

— DRCodePilot: For increased efficiency and accuracy, DRCodePilot dynamically re-
fines patches using historical fixes and adaptive token selection, combining retrieval-
augmented techniques with completion engines [Zhao et al.(2024)].

— DALO-APR: . Using a hybrid loss function and stochastic data augmentation, DALO-
APR refines CodeT5 to enhance repair patterns and generate fixes of higher quality
[Wang et al.(2025)].

By enhancing patch accuracy, retrieval precision, and ranking strategies, hybrid ap-
proaches that combine Large Language Models with retrieval techniques and completion
engines have advanced Automated Program Repair (APR). These techniques are used by
frameworks like Repilot [Wei et al.(2023)], ROSE [Xin et al.(2024)], DEVLoRe [Feng
et al.(2024)], and FastFixer [Liu et al.(2024)] to optimize bug fixing through semantic
search, lightweight patch ranking, and completion-based refinement. Below is a summary
of what they have contributed.

— Repilot: Improves patch accuracy and efficiency by removing token generations
that are syntactically and semantically incorrect using a completion engine [Wei
et al.(2023)].

— ROSE Framework: Enhances fix selection in retrieval-based APR by integrating
semantic search to find similar bug patterns [Xin et al.(2024)].

— DEVLoRe: Multiple debugging artifacts are combined into a single retrieval-enhanced
bug localization and repair system by DEVLoRe [Feng et al.(2024)].

— FastFixer: Uses basic patch ranking to quickly fix student programming assignments
with fixes that are relevant to education [Liu et al.(2024)].
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— LANTERN: Combining retrieval-augmented feedback, multi-agent refinement, and
cross-language translation to capitalize on LLM’s strengths, LANTERN achieved
a 22.09% Pass@10 improvement for Rust with an average of 2.52 steps [Luo
et al.(2025)].

5.2 What are the emerging trends in LLM-based APR, such as multi-modal
models or domain-specific fine-tuning?

5.2.1 Multi-Agent and Autonomous APR Systems

Multi-agent systems that combine LLMs with code knowledge graphs and dynamic
debugging are proposed by MarsCode Agent [Bouzenia et al.(2024)], RepairAgent [Liu
et al.(2024)], FixAgent [Lee et al.(2024)], and MultiMend [Gharibi et al.(2025)]. By
learning from historical fixes, MultiMend enhances self-directed bug fixing and further
improves patch ranking. These methods use dynamic LLM interaction with various tools
to improve bug localization and patch generation.

5.2.2 Integration of Fault Localization and Dynamic Repair

By separating token-level bug localization and repair to prevent redundant changes,
Toggle Framework [Hossain et al.(2024)] increases APR precision. Code search APIs
and fault localization are combined by AutoCodeRover [Zhang et al.(2024)] to obtain
pertinent context prior to patching. PATCH improves the accuracy of fault localization
through syntactic analysis. To improve informed bug localization and repair, DEVLoRe
combines logs, stack traces, and issue discussions.

5.2.3 Retrieval-Augmented and Fine-Tuned LLMs

By retrieving prior fixes to supplement LLM prompts for improved context awareness,
InferFix [Jin et al.(2023)] improves patch generation. To increase patch correctness,
RAP-Gen [Wang et al.(2023)] employs retrieval-augmented CodeT5 with lexical and
semantic matching. Similarly, instead of depending only on generic LLM inference,
DEVLoRe uses retrieval-augmented learning from multi-source debugging artifacts.
Through sequence-priority loss and stochastic data augmentation, DALO-APR enhances
CodeTS5, increasing repair diversity and attaining 105.65% higher accuracy while preserv-
ing language-agnostic performance. Through a two-step fine-tuning of StarCoder-1B,
RepairCAT [Jiang et al.(2024)] produces synthetic buggy Python data with a 14% re-
pair rate, illustrating the advantages and disadvantages of synthetic data in comparison
to retrieval-based techniques. Multi-hunk bug fixing is greatly enhanced by CodeT5
and UniXcoder, according to fine-tuning studies [Huang et al.(2023), Hao et al.(2024)],
with systems such as RAP-Gen and InferFix operationalizing these findings. Using
retrieval-augmented feedback and cross-language translation, LANTERN incorporates
DeepSeek-V3 into a multilingual framework, improving repair for low-resource lan-
guages with effective average iterations (2.52 per fix). This method allows multilingual
program repair by combining translation-based repair and dynamic language selection,
generalizing retrieval-augmented methods.
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5.2.4 Conversational APR and Interactive Bug Fixing

ChatRepair [Xia et al.(2024)] utilizes conversational APR through the combination
of test failure feedback and patch refinement for enabling more iterative debugging.
CREF framework [Yang et al.(2024)] establishes a repair framework for educational
use, allowing programming tutors to lead LLMs to better repairs.

5.2.5 Multi-Granularity and Context-Aware Patch Generation

Mulpor [Lin et al.(2024)], PATCH, and ROSE improve bug-fix accuracy by generating
patches at multiple granularities (statement, expression, and token). To improve semantic
repair, Avatar [Liu et al.(2023)] makes use of static analysis fix patterns. In order to facil-
itate reusable fix patterns across APR tools, BUGFIX [Meyer et al.(2024)] standardizes
bug representation. By employing structured debugging artifacts at various granularity
levels, DEVLoRe improves patch precision.

5.2.6 Scaling APR to Multi-Hunk and Multi-File Bugs

FixAgent, Mulpor, ThinkRepair, ConFix concentrate on fixing multi-hunk bug through
an iterative,multi stage improvement process.

CodeT5, UniXcoder, and HAFix fine-tuning improved multi-hunk APR, enabling
large-scale code fixes. DEVLoRe enhances multi-hunk repair strategies by incorporating
dynamic debugging data into its retrieval-augmented APR method.

5.2.7 Security and Ethical Concerns in LLM-Based APR

To prevent malicious code, Healer, PATCH, and AutoCodeRover emphasize the safe
application of LLM-generated patches. To guarantee patch safety, retrieval-based security
checks are incorporated into RAP-Gen and DRCodePilot. To identify erroneous or
dangerous patches before deployment, DEVLoRe incorporates structured debugging
validation.

Figure 2 shows a comparison of LLM performance in APR tasks based on the results
of RQL1.

6 RQ2: What are the Practical Challenges of Deploying LLM-Based
APR Tools in Real-World Software Development Environments?

Although LLM-based APR tools have the potential to improve bug localization and
patch generation, their industrial adoption is constrained by issues with developer trust,
integration, computational overhead, and security.

6.1 How Do Developers Perceive and Interact with LLM-Based APR Tools in
Industry Settings?

6.1.1 Trust and Reliability Issues

Developers are cautious of accepting bug fixes from LLMs. This is because the
models cannot be interpreted, which makes it difficult to understand how the patch is
produced and assess its safety.
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Comparison of LLM Performance in APR Tasks

BN Accuracy
I Efficiency

Performance Score (1-10)

CodeTs UniXcoder Hybrid Approaches
LLM Models

Figure 2: Comparison of LLM Performance in APR Tasks
— Through hierarchical multi-agent debugging, which enables LLMs to validate and
improve patches, FixAgent encourages trust.

— Though manual verification is still required, ThinkRepair explains patches using
Chain-of-Thought prompting.

— By locating and prioritizing comparable historical fixes, ROSE Framework increases
credibility.

— Based on prior accuracy and successful execution, MultiMend ranks repair sugges-
tions in order of priority.

— By incorporating debugging information such as bug reports and stack traces for
patch context validation, DEVLoRe improves trust.

— With its 85.95% semantic consistency, repair justifications, back-translation checks,
and transparent cross-language translation, LANTERN builds trust.
6.1.2 Developer Workflows and Usability Issues

Despite the fact that APR tools generate high-quality patches, developers find it
challenging to incorporate them into existing workflows.

— Despite its exploration of conversational APR with iterative developer refinement,
ChatRepair’s high human involvement made it inefficient for widespread use.

— By automatically prioritizing repair recommendations based on historical data, DR-
CodePilot simplified interaction and lessened the cognitive load on developers.

— Although adoption is still unclear, BUGFIX suggested a common bug-fix language
to increase pattern clarity.
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— To help with patch comprehension, PATCH Framework produced automated valida-
tion reports.

— In order to maximize LLM context and improve accuracy without overburdening
developers, [Parasaram et al.(2024)] introduced dynamic fact selection.

— DEVLoRe reduced manual patch verification and streamlined processes by integrat-
ing structured debugging information.

— RepairCAT improved StarCoder-1B on Al-generated bugs, but it is only compatible
with Python and does not have fault localization.

— LANTERN simplifies developer workflows and lessens tool fragmentation by au-
tomating language selection using LLM reasoning (2.52 iterations average), rating fix
difficulty, visualizing repair paths, and supporting 11 languages in a single interface.

6.1.3 Over-Reliance on Developers for Patch Validation

Before deploying fixes, LLM-based APR tools still need to be manually validated,
which causes delays and higher maintenance costs.

— By locating pertinent code before patching, AutoCodeRover employs retrieval-based
debugging to minimize incorrect fixes.

— With a completion engine that dynamically improves token generation for pipeline-
ready patches, Repilot reduces the amount of manual effort required.

— To increase accuracy, InferFix uses retrieval-augmented prompting to recommend
patches based on comparable previous fixes.

— HAFix uses past debugging sessions to decrease human verification and improve
patch reliability.

— By employing multi-artifact debugging data for automated cross-verification prior
to applying fixes, DEVLoRe enhances validation.

6.2 What Are the Barriers to Adoption, and How Can They Be Overcome?
6.2.1 Integration Challenges with Development Pipelines

Many of the APR tools are standalone applications that don’t seamlessly integrate with
issue tracking systems, version control systems (like GitHub and GitLab), or pipelines
for continuous integration and deployment (CI/CD). Their adoption is restricted in large-
scale development environments where continuous testing and automated workflows
are essential due to this lack of integration. A number of frameworks and improvements
have been suggested by recent research to address these issues, with an emphasis on
workflow transparency, automation, and compatibility.

— PATCH Framework enhanced integration by incorporating both syntactic and se-
mantic checks, verifying that fixes don’t cause new errors before integration.

— Using a completion engine, Repilot demonstrated repair by dynamically altering
token generations to produce pipeline-compatible patches.
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— ConFix Framework enhanced usability by integrating static analysis tools within the
patch-generation stage, improving integration with current workflows.

— FastFixer focused on student programming assignments, demonstrating how APR
tools can be adapted to structured learning environments and grading systems.

— [Parasaram et al.(2024)] introduced MANIPLE, a statistical model for dynamic
fact selection, improving integration by optimizing LLM prompt inputs without
disrupting existing workflows.

— DEVLoRe addressed integration problems by structuring debugging artifacts in a
format that aligns with industry-standard issue trackers and development pipelines.

— LANTERN uses middleware compatible with Git diff/patch, ensures test-case-
preserving translation validated by xCodeEval, limits bug-fix iterations to 11 to
prevent CI/CD timeouts, and improves pipeline integration with automated support
for 11 languages to avoid tool switching.

Figure3 shows how LLM-based Automated Program Repair tools are typically posi-
tioned within the CI/CD pipeline, with patch generation taking place prior to Static/Se-
curity Validation and following the Testing stage. APR components can be integrated at
other stages, such as pre-commit hooks or during the build and testing phases, although
this figure only shows one common integration point. By automating patch generation
and validation before deployment, this model clarifies how LLM-based repair modules
interact with continuous integration workflows.

Static /
Security Validation

Developer | | Build & ' LLM-based
[ Commit ]_{Complle Patch Generation eploymen

Figure 3: Integration of LLM-based Automated Program Repair tools within the CI/CD
pipeline.

6.2.2 High Computational Costs and Latency

LLM-based APR tools utilize large amounts of resources, making them expensive for
continuous integration workflows.

— AGENTLESS optimized repair costs by removing redundant LLM queries, reducing
patch generation costs to $0.34 per fix.

— MultiMend addressed latency problems by generating multiple repair suggestions
and ranking them based on execution effectiveness.

— T5APR reduced token consumption without compromising performance by applying
fine-tuning techniques to APR-specific datasets.

— DRCodePilot used retrieval-augmented fine-tuning to minimize the number of LLM
calls while maintaining patch quality.
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DEVLoRe suggested an efficiency-driven approach by leveraging structured debug-
ging data to minimize redundant queries and optimize patch selection.

Using a two-step LLM fine-tuning process, RepairCAT achieves a 14% fix rate by
training repair models and using the APPS dataset (4,447 instances) to generate Al-
generated buggy Python code. Python-only data and the absence of fault localization
restrict its applicability and efficiency.

By using stochastic data augmentation, reducing training iterations by 18%, and a
sequence priority loss function that converges 22% faster than cross-entropy on Java
Middle datasets, DALO-APR lowers computational overhead.

3 Security and Compliance Risks

Since LLMs can hallucinate fixes or introduce vulnerabilities, organizations are reluctant
to deploy APR tools without strict validation measures.

6.2.

InferFix mitigated security risks by retrieving past fixes from secure databases,
reducing the risk of LLM-generated unsafe patches.

HAFix integrated history-augmented debugging, allowing LLMs to learn learn from
past debugging sessions, which reduced erroneous patch generation.

By referencing only validated bug fixes, the ROSE Framework’s semantic-based
retrieval ensures that LLMs don’t produce dangerous patches.

AutoCodeRover verified patches by cross-referencing LLM-generated code with
current security best practices, preventing vulnerabilities from being added.

DEVLoRe improved security compliance by incorporating multi-source debugging
data, allowing APR systems to check patch correctness through structured debugging
reports.

4 Data Privacy and Proprietary Code Exposure

Using cloud-based LLMs raises issues concerning intellectual property breaches,

since proprietary code frequently goes to external APIs.

ConFix tackled this by utilizing on-premise LLMs, coupled with static analysis tools,
to ensure that all bug fixes remain confidential.

FastFixer focused on student programming assignments, ensuring academic integrity
while maintaining code security.

PATCH Framework Code fragments are encrypted before being sent to LLMs due
to the integration of confidentiality-preserving repair techniques in the PATCH
Framework.

Repilot explored various privacy techniques, reducing the risk of sensitive data
exposure during the patch generation process.
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— [Parasaram et al.(2024)] emphasized the dangers of revealing excessive contex-
tual information in LLM queries, highlighting the significance of selective prompt
engineering in preventing proprietary code leaks.

— DEVLoRe suggested an industry-standard method that anonymizes structured debug-
ging artifacts before integration into APR workflows, mitigating privacy concerns.

In addition to the challenges mentioned above, recent studies and industry reports
show a growing trend toward the collaborative use of multiple APR tools. By combining
the advantages of various LLMs or repair agents, these ensemble-based techniques seek
to improve reliability.

6.2.5 Multi-Tool and Ensemble APR Approaches

Multi-tool repair pipelines, in which multiple LLM-based debuggers (e.g., GPT-4o,
CodeTS$, StarCoder) produce distinctive repair recommendations for the same defect,
are being used progressively in recent industrial practices. The most effective patch is
subsequently selected by a meta-evaluator or ranking mechanism based on execution
accuracy, semantic consistency, or validation from static analysis. The following is an
overview of the various ensemble-style approaches shown in the reviewed studies:

— FixAgent improves fault localization and repair reliability by using a hierarchical
multi-agent debugging architecture where several LLM agents iteratively validate,
review, and improve patch candidates.

— MultiMend functions as an efficient multi-candidate ensemble model by generating
a variety of candidate patches while utilizing a learning-based method of ranking to
choose the most promising fix.

— LANTERN enables iterative improvements in semantic consistency and expands
the range of promising patch candidates by combining multi-agent refinement with
retrieval and cross-language translation.

— RepairAgent and MarsCode Agent present autonomous multi-component agent
pipelines that combine dynamic debugging tools, LLM reasoning modules, and
knowledge graphs to coordinate various repair tools in a single workflow.

— T5APR improves generalization across languages and multi-hunk repair scenarios
by combining multiple model checkpoints using checkpoint-ensemble techniques.

— Repilot shows hybrid ensemble behavior by combining completion engines and
LLM-based reasoning, resulting in more stable and pipeline-ready repairs using a
combination of decision sources.

7 RQ3: How Do Different LLMs (Proprietary vs. Open-Source)
Perform in APR Tasks, and What Are the Trade-Offs?

With trade-offs in accuracy, efficiency, fine-tuning flexibility, security, and cost, the
performance of LLM-based APR tools varies between proprietary models (like GPT-4
and Codex) and open-source ones (like LLaMA, StarCoder, CodeT5, and PolyCoder). In
order to examine these trade-offs, this study classifies insights from over 33 publications.
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Challenge Category | Specific Issues Tools/Frameworks Addressing It
Trust & Reliability | Non-interpretable = models, | FixAgent, ThinkRepair, ROSE, Multi-
lack of confidence in fixes Mend, DEVLoRe, LANTERN
Workflow & Usabil- | Hard to integrate into work- | ChatRepair, DRCodePilot, BUGFIX,
ity flows and existing toolchains | PATCH, DEVLoRe, RepairCAT,
LANTERN
Manual Validation | Excessive reliance on develop- | AutoCodeRover, Repilot, InferFix,

Load

ers to verify patches

HAFix, DEVLoRe

Pipeline Integration

Limited compatibility with
CI/CD, version control, or is-
sue trackers

PATCH, Repilot, ConFix, FastFixer, MA-
NIPLE, DEVLoRe, LANTERN

Computational Over-
head

High latency, token usage,
cost, or hardware requirements

AGENTLESS, MultiMend, TSAPR, DR-
CodePilot, DALO-APR, RepairCAT, DE-
VLoRe

Security & Compli-
ance

Risk of hallucinated patches,
insecure or incorrect fixes

InferFix, HAFix, ROSE, AutoCodeRover,
DEVLoRe

Data Privacy Risks

Exposure of proprietary or sen-
sitive code to external APIs

ConFix, PATCH, FastFixer, Repilot,
[Parasaram et al.(2024)], DEVLoRe

Ensemble & Multi-
Tool Repair

Generating and ranking multi-
ple candidate patches for the
same bug by combining sev-
eral LLM-based APR tools

FixAgent, MultiMend, LANTERN, Re-
pairAgent, MarsCode Agent, TSAPR,
Repilot

Table 2: Practical Challenges of Deploying LLM-Based APR Tools and Corresponding
Frameworks

— Strengths and weaknesses of proprietary vs. open-source LLMs.

— Impact of model size, training data, and fine-tuning on APR performance.

7.1

What Are the Strengths and Weaknesses of Proprietary LLMs (e.g., GPT-4,

Codex) Compared to Open-Source Alternatives (e.g., LLaMA, StarCoder)?

7.1.1 Strengths of Proprietary LLMs

Because of their thorough pretraining and superior tokenization, proprietary models
such as GPT-4, Codex, and Gemini exhibit superior APR accuracy, reasoning, and

robustness.

— FixAgent improved bug-fix accuracy by 25.48% over ChatRepair by utilizing GPT-
40 in a hierarchical multi-agent system.

— Strong reasoning was demonstrated by the Healer, which had a 72.8% success rate
on runtime errors with GPT-4.

— GPT-4 was used by the PATCH Framework to validate syntactic and semantic fixes,
which decreased the number of incorrect patches.
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— For context-aware repairs, AutoCodeRover integrated retrieval-based debugging
with GPT-4.

— In order to improve patch relevance and reduce pointless edits, ROSE employed
GPT-40 for semantic search retrieval.

— DEVLoRe enhanced debugging accuracy and localization by integrating GPT-40
with multi-artifact data.

— For precise 11-language translation, back-translation verification, and sophisticated
bug analysis, LANTERN used GPT-40/Claude.

7.1.2 Weaknesses of Proprietary LLMs

1. High Cost & Computational Overhead

— AGENTLESS minimized LLM query costs, reducing APR cost to $0.34 per fix,
in contrast to $0.42 per fix in ChatRepair.

— MultiMend optimized APR efficiency by generating multiple repair suggestions
and ranking them based on execution efficiency.

— ChatRepair showed that conversational APR using GPT-4 cost $0.42 per bug,
creating concerns about long-term scalability.

2. Limited Customization & Fine-Tuning

— TSAPR showed that fine-tuning CodeT5 on APR datasets yielded higher domain-
specific accuracy, whereas proprietary models (GPT-4, Codex) cannot be fine-
tuned.

— LANTERN leveraged fine-tuned DeepSeek-V3 for multilingual repair, proving
open-source models outperform proprietary ones in low-resource language
scenarios (2.52x faster fixes).

7.1.3 Strengths of Open-Source LLMs

Open-source models (for example, CodeT5, StarCoder, LLaMA, PolyCoder) provide
flexibility, privacy, and cost efficiency.

— InferFix fine-tuned CodeTS5 utilizing retrieval-augmented prompting, enhancing
context-aware patch generation.

— ConFix Framework integrated StarCoder with static analysis tools, improving se-
mantic bug fixes.

— T5APR fine-tuned CodeT5 for multi-hunk bug fixing, considerably improving per-
formance.

— DALO-APR enhanced CodeT5’s generalization through data augmentation, achiev-
ing 105.65% higher 100% accuracy on JavaScript than standard fine-tuning.
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— HAFix intoduced history-augmented debugging, which reduces patch errors by
enabling LLMs to learn from previous debugging sessions.

— DRCodePilot used retrieval-augmented fine-tuning, reducing the count of LLM calls
while maintaining high patch accuracy.

— LANTERN uses DeepSeek-V3 for multilingual repair with fine-tuned localization,
historical feedback processing, and lightweight completion engine integration

7.1.4 Weaknesses of Open-Source LLMs

1. Lower Out-of-the-Box Accuracy

— ThinkRepair fine-tuned CodeT5 and UniXcoder, demonstrating that Chain-of-
Thought (CoT) prompting enhanced APR accuracy, although just after substan-
tial pretraining.

— DALO-APR mitigated this utilizing augmented training data, reducing pretrain-
ing needs by 37% for comparable performance.

2. Limited Training Data & Generalization Issues

— MultiMend introduced learning-based repair ranking, which helps open-source
models compensate for weaker pre-training by ranking patches based on cor-
rectness probability.

— LANTERN addressed generalization gaps via cross-language transfer learning,
improving open-source language repair by 41%.

7.2 How Do Factors Like Model Size, Training Data, and Fine-Tuning Strategies
Impact APR Performance?

7.2.1 Model Size vs. APR Accuracy

Larger models (e.g., GPT-4, Codex, StarCoder-Base, LLaMA-2 13B, CodeGen-16B)
usually perform better in complex bug-fixing tasks, but suffer from higher latency and
computational costs.

1. Larger Models (Higher Accuracy, Higher Cost)

— GPT-4 substantially outperformed GPT-3.5 in multi-hunk repair, enhancing
complex patch generation by 25.48%. However, it needed more computational
resources and was more expensive per fix.

— StarCoder-Base performed well in single-file bug fixes, but struggled with
multi-file repairs because of context window limitations.

— Codex exhibited state-of-the-art performance in retrieval-augmented APR was
limited by token limits and high API cost.

— LLaMA-2 13B showed that larger models with retrieval-based augmentation
can compensate for pretraining gaps by utilizing semantic search techniques.
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— CodeGen-16B showed higher patch accuracy than CodeGen-6B, although at
double the computational cost.

2. Smaller Models (Lower Cost, Less Effective on Complex Fixes)

— PolyCoder 2.7B achieved faster bug fixes but lacked the depth needed for multi-
file repairs.

— CodeT5 Small outperformed GPT-3.5 in fine-tuned APR tasks, though only for
single-hunk bug fixes.

— DeepSeckCoder-7B performed well for student programming assignments, but
struggled with various real-world bug fixes.

7.2.2 Training Data & Pretraining Influence on APR

Models trained on large, varied datasets (Defects4J [Just et al.(2014)], QuixBugs
[Lin et al.(2017)], CodeNet [Puri et al.(2021)], ManyBugs [Goues et al.(2015)], Bugs.jar
[Saha et al.(2018)], BEARS [Madeiral et al.(2019)], CodeXGLUE [Lu et al.(2021)])
perform better on previously unobserved bugs, as they generalize across diverse bug
types and programming environments. Examples of Pretraining & Dataset Influence on
APR Performance

— DRCodePilot combined retrieval-based training with execution feedback, improving
patch accuracy over standard fine-tuning by dynamically adjusting to real-world bug
patterns.

— ROSE Framework used semantic search-based retrieval, enhancing contextual accu-
racy of patches by aligning retrieved examples with patch generation.

— InferFix trained on retrieval-augmented prompts from previous fixes, resulting in
more context-aware patch generation and enhancing fix accuracy by 12% over
standard LLM-based APR.

— ThinkRepair fine-tuned LLMs using Chain-of-Thought (CoT) prompting, allowing
the model to iteratively refine patches, considerably improving multi-hunk bug-fixing
accuracy.

— TSAPR trained CodeT5 on APR-specific datasets like Defects4) and QuixBugs,
achieving higher domain-specific repair accuracy than general-purpose LLMs.

— DALO-APR improved CodeT5’s generalization through stochastic data augmen-
tation (token deletion/ insertion/ swap) and hybrid loss optimization, achieving
105.65% higher 100% accuracy in JavaScript than standard fine-tuning.

— MultiMend used historical bug-fix patterns from large datasets to rank multiple
repair suggestions, improving patch correctness probability.

— HAFix introduced history-augmented debugging, where LLMs learn from past
debugging sessions, reducing errors across multiple iterations.

— LANTERN used DeepSeek-V3 fine-tuned on multilingual datasets (CodeXGLUE,
ManyBugs), enabling 41% faster cross-language repairs through dynamic translation-
based patching.
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— FastFixer used a specialized APR dataset of student programming errors, demonstrat-

ing that training on domain-specific datasets improved targeted APR performance.

— RepairCAT demonstrated the viability of Al-generated bug datasets (derived from

APPS) for APR training, though with limitations in generalizability beyond Python
[Jiang et al.(2024)].

7.2.3 Fine-Tuning & Adaptation Strategies

APR accuracy is greatly increased by fine-tuning, particularly for domain-specific,

multi-hunk, and multi-file bug fixes. In real-world debugging scenarios, models that
have been modified using retrieval-augmented techniques and trained on task-specific
datasets perform better than vanilla LLMs.

— TSAPR fine-tuned CodeTS5 on APR-specific datasets (Defects4J, QuixBugs), im-

proving multi-hunk repair accuracy by 12% compared to standard LLM-based APR.

— DALO-APR enhanced CodeT5 fine-tuning through sequence-priority loss optimiza-

tion and stochastic data augmentation (token deletion/insertion/swap), achieving
105.65% higher 100% accuracy on JavaScript fixes while lowering training iterations
by 18%.

FastFixer focused on student programming assignments, in order to demonstrate
that optimized APR models perform better in structured learning environments

InferFix fine-tuned Codex utilizing retrieval-augmented prompting, enhancing context-
aware patch generation and substantially reducing fix errors.

ThinkRepair presented Chain-of-Thought (CoT) prompting with few-shot learning,
enabling LLMs to iteratively refine patches, improving multi-hunk bug fixes.

HAFix employed history-augmented debugging, which improved long-term bug-
fixing accuracy by incorporating past debugging sessions into fine-tuned LLM:s.

MultiMend adapted APR models using historical fix patterns, ranking several repair
recommendations to enhance patch accuracy.

ConFix fine-tuned Codex with static analysis tools, enhancing semantic bug-fixing
accuracy while reducing patch overfitting issues.

DRCodePilot the fix precision was improved by DRCodePilot’s use of retrieval-
augmented fine-tuning, which dynamically refined APR patches using completion
engine feedback.

ROSE Framework applied semantic search-based retrieval augmentation, improving
patch accuracy by aligning retrieved fixes with generated patches.

By implementing multilingual fine-tuning of DeepSeek-V3 with cross-language
translation support, LANTERN was able to maintain 92% accuracy while enabling
41% faster repairs in open-source programming languages.

RepairCAT implemented a two-stage fine-tuning approach for StarCoder-1B, first
generating Al-buggy code from the APPS dataset (4,447 samples), then training
repair models to fix them, achieving the 14% fix rate in Python programs.
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— BUGFIX Framework introduced a standardized bug representation, enabling APR
models to generalize across various repair scenarios.

— Mulpor improved repair efficiency at the statement, expression, and token levels by
using a multi-granularity fine-tuning technique.

— RAP-Gen employed retrieval-augmented patch generation by fine-tuning CodeTS5,
improving patch accuracy through lexical and semantic matching.

Aspect Proprietary LLMs Open-Source LLMs

Accuracy (OOB) | High (e.g., GPT-40, Codex excel in | Moderate without fine-tuning
complex fixes)

Customization No direct fine-tuning Fully customizable (task-specific

tuning)

Cost Expensive API calls (e.g., $0.42/fix) | Free or low-cost inference

Latency & Over-| Higher (especially GPT-4) More efficient on local hardware

head

Security/Privacy | Risk of data exposure to 3rd party | High privacy (local deployments)
APIs

Fine-Tuning Sup-| Not allowed or limited Fully supported and widely used

port

Generalization Strong from pretraining Needs augmentation/data diversity

(via training)

Multilingual Re-| LANTERN uses GPT-40/Claude | DeepSeek-V3, CodeT5++ support

pair with high success fine-tuned multilingual repair

Table 3: Comparison of Proprietary vs. Open-Source LLMs for APR Tasks

The effectiveness of LLM-based APR frameworks is frequently evaluated using
reputable datasets like Defects4J, QuixBugs, and CodeXGLUE, as evident from the
comparative performance results provided above. Although these benchmarks have
been very helpful in allowing for consistent and repeatable assessments across various
repair systems, they also impose certain methodological limitations that could affect
how the results are interpreted. To make sure that performance improvements ascribed
to LLM-based APR techniques actually reflect effective repair capabilities rather than
dataset-specific biases or data leakage effects, it is imperative to acknowledge and address
these limitations.

7.2.4 Limitations of Benchmark Datasets

A small number of well-established benchmarks, such as Defects4J, QuixBugs, and
CodeXGLUE, are crucial to the empirical evaluation of APR methods, including those
driven by LLMs. Although these datasets have provided a significant role in standardizing
comparative analyses, their widespread use has exposed a number of limitations that
compromise the reliability, equality, and generalizability of results that are published.
Three main concerns that should be addressed by future evaluation methodologies are
outlined in this subsection.
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1. Data contamination and overfitting risk Overlaps between benchmark code and
model training data could occur because these benchmarks are widely used in
pre-training corpora and are publicly available. Instead of reasoning about new
faults, such data leakage allows LLMs to memorize specific bug—fix pairs [Allama-
nis(2019)], [Brown et al.(2020)].

As a result, apparently high performance might be partially due to memorization
rather than actual repair ability, resulting in an inaccurate success rate that might not
apply to unnoticed real-world defects.

2. Lack of real-world complexity and context. The majority of benchmark defects
are small, isolated, and taken from open-source projects that are comparatively easy
to use. Even though this design makes reproducibility easier, it leaves out a lot of
industrial software features that have a big impact on repair difficulty, like build
constraints, configuration management, multi-module interactions, and dependency
chains [Renzullo et al.(2024)].

Performance on these benchmarks might therefore not be a reliable indicator of
how LLM-based APR tools perform in real-world, extensive continuous-integration
environments.

3. Limited domain and language coverage The majority of current APR benchmarks
prioritize Java (e.g., Defects4])) and Python (e.g., QuixBugs) , not considering lan-
guages with different paradigms and error models, like C/C++, JavaScript, or Rust.
The development of language-agnostic APR frameworks is restricted by this narrow
linguistic scope, which also limits the generalizability of research findings.

8 RQ4: What Are the Ethical and Security Implications of Using
LLMs for APR?

LLM-based automated program repair (APR) raises ethical and security issues, particu-
larly regarding to bias in patches that are generated, potential vulnerability introduction,
and software development misuse. While LLMs increase the efficiency of bug fixes, if
they are not used cautiously, their reliance on training data, prompt engineering, and
probabilistic output can result in biased fixes and insecure patches.

8.1 What Biases Exist in LLM-Generated Patches, and How Can They Be Miti-
gated?

LLMs trained on imbalanced datasets or biased code corpora may reinforce existing
defects, focus on specific coding styles, or overemphasize certain bug types. These biases
can limit generalizability and reduce the effectiveness of APR across various codebases.

— ThinkRepair demonstrated that LLMs tend to repeat frequent repair patterns learned
from training data, resulting in patches that overfit common bug types while failing
on uncommon or complex bugs.

e Mitigation — Training on various datasets and using few-shot learning for
better adaptability.

— DALO-APR demonstrated that standard CodeT5 fine-tuning prefers high-frequency
token patterns in repairs (e.g., null checks in Java).
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e Mitigation — Stochastic data augmentation (token deletion/insertion/swap)
disrupts pattern repetition, decreasing bias by 37% in cross-language evaluations.

— InferFix showed bias in patch selection, where LLMs preferred simplistic code
modifications over deep structural changes.

e Mitigation — Incorporating retrieval-augmented prompting to integrate varied
bug fixes from multiple contexts.

— MultiMend discovered that LLMs struggle with fairness in multi-solution APR,
often preferring patches that resemble high-frequency bug fixes instead of exploring
diverse correct alternatives.

e Mitigation — Implementing multi-candidate ranking to encourage diverse fix
suggestions.

— LANTERN discovered linguistic bias where models prioritized fixes in cross-
resource languages (Python/Java) over open-resource ones (Rust/Swift).

e Mitigation — Balanced fix accuracy within 5% across 8 languages through
cross-language translation fine-tuning.

— RAP-Gen highlighted bias in retrieval-based APR, due to misleading semantic
similarities, incorrect patches were occasionally given a higher ranking in retrieval-
based APR.

e Mitigation — Improving semantic filtering and error-aware ranking for en-
hanced fix selection.

— FastFixer discovered that APR models trained on general-purpose datasets had
difficulty with structured learning environments like student assignments, where
bugs frequently followed unique patterns.

e Mitigation — Improving repair accuracy in specific contexts by fine-tuning on
domain-specific datasets.

— ConFix demonstrated bias in semantic fix generation, where LLMs over-relied on
static analysis outcomes, leading to patches that sometimes introduced functional
errors instead of fixing them.

e Mitigation — Using dynamic validation and runtime verification to ensure
correct patch application.

— HAFix showed that history-augmented debugging enhanced bias handling by reduc-
ing the number of incorrect fixes by providing contextual awareness from previous
debugging sessions.

e Mitigation — Incorporating historical debugging data to improve patch diversity
and accuracy.

— DRCodePilot identified bias in retrieval-based patch selection, where previously
successful fixes were prioritized, even when they were not ideal for the current bug
context.

e Mitigation — Context-aware retrieval filtering ensures that only the most rele-
vant patches are reused.
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— AutoCodeRover showed that code search-based LLMs performed inadequately on
smaller open-source codebases and overfitted on large, well-maintained projects as
they preferred fixes from high-reputation repositories.

e Mitigation — Training with code from various types of repository, balancing
small-scale and enterprise-level bug fixes.

Table 4 summarizes key bias mitigation strategies adopted across prominent LLM-
based APR frameworks.

Tool Bias Mitigation Strategy

ThinkRepair Promotes diverse fix patterns via chain-of-thought prompt-
ing

DALO-APR Uses stochastic data augmentation to break token fre-
quency bias

InferFix Employs retrieval-augmented prompting for diverse
patches

MultiMend Implements multi-candidate ranking to encourage fix vari-
ety

LANTERN Uses cross-language fine-tuning to reduce linguistic bias

RAP-Gen Applies error-aware ranking and semantic filtering

FastFixer Fine-tunes on domain-specific datasets (e.g., student code)

ConFix Integrates dynamic validation to avoid over-reliance on
static analysis

HAFix Leverages history-augmented debugging to reduce re-
peated mistakes

DRCodePilot Performs context-aware retrieval filtering for better fit

AutoCodeRover Trains on diverse repositories to reduce source bias

Table 4: Bias Mitigation Techniques in LLM-based APR

Bias primarily impacts the generalizability and fairness of LLM-generated patches,
but it also poses a significant threat to software security. In addition to ethical issues,
several of research findings show that LLMs may unintentionally create or neglect to fix
security vulnerabilities [Pearce et al.(2022)].

These defects are categorized in the next subsection, which also lists mitigation
techniques used in current studies.

8.2 What Security Defects Can LLMs Introduce, and How Can They Be Miti-
gated?

Despite the fact that APR has significantly benefited from LLMs, security vulnerabilities
may be introduced or propagated due to their probabilistic nature and limited contextual
understanding [Pearce et al.(2022)]. Insecure code changes that threaten memory safety
may arise from inadequate semantic validation during patch generation, authorization
integrity, or input handling. The most frequent security vulnerabilities brought on by
LLM-generated patches can be categorized as follows based on the reviewed literature:
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Memory and Resource Safety Defects: LLMs may cause memory safety problems
like buffer overflows, improper pointer dereferencing, and memory leaks, especially
in C/C++ programs, according to studies like LANTERN and Healer.

e Mitigation — Post-validation based on static analysis is used by tools such
as DRCodePilot and Healer to detect and terminate unsafe memory operations
prior to patch integration.

Injection and Input Validation Flaws: SQL or command injection vulnerabilities
can arise from improper data handling, particularly in code related to databases and
the web [Pearce et al.(2022)].

e Mitigation — Vulnerability-aware retrieval prompting and secondary LLM
validation loops are used by frameworks such as MultiMend and RAP-Gen to
cross-check input sanitation logic.

Logic and Authorization Errors: LLMs may simplify permission-related or condi-
tional statements when rewriting code, unconsciously disrupting access control or
authentication systems [Pearce et al.(2022)], [Perry et al.(2023)].

e Mitigation — As configured in ROSE, the combination of runtime verification
and symbolic execution guarantees semantic equivalency and guards against
privilege misconfigurations.

Data Leakage and Information Exposure: Some LLM-generated patches contain
error messages or verbose logging that unintentionally expose private information
[Jin et al.(2023)].

e Mitigation — When creating patches, InferFix uses privacy-aware filters to
identify and remove sensitive variables.

Incomplete or Incorrect Vulnerability Fixes: Generated patches sometimes fix
top-level syntax errors but don’t fix underlying concurrency or race defects [Wan

et al.(2022)].

e Mitigation — Prior to integration, FixAgent and MultiMend use secondary
validation loops to confirm patch correctness and robustness, either through
dynamic fuzz testing or secondary LLM reviewers.

Table 5 summarizes the primary security defect categories observed in LLM-based

APR and highlights the mitigation techniques proposed across recent frameworks.

Security Defect Category

Example Frameworks

Mitigation Strategy

Memory and Resource
Safety Defects

LANTERN, Healer,
CodePilot

DR-

Static post-validation and memory safety
checks

Injection and Input Valida-
tion Flaws

MultiMend, RAP-Gen

Retrieval prompting with secondary LLM vali-
dation

Logic and Authorization Er-
rors

ROSE

Symbolic execution and runtime verification

Data Leakage and Informa-
tion Exposure

InferFix

Privacy-aware variable filtering

Incomplete or Incorrect Vul-
nerability Fixes

FixAgent, MultiMend

Secondary validation via fuzz testing or cross-
model review

Table 5: Security Defects and Mitigation Strategies in LLM-based APR
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8.3 What Are the Risks of LLM-Generated Patches Introducing New Vulnerabili-
ties, and How Can They Be Detected?

LLM-generated patches may introduce security defects because of insufficient code
understanding, misunderstanding of execution context, or inadequate validation methods.
LLMs trained on publicly accessible datasets might also propagate insecure coding
practices or reinforce vulnerabilities from real-world code. Without proper validation,
these patches can introduce new security risks, like data leaks, injection vulnerabilities,
and privilege escalation.

— Healer highlighted trust issues in LLM-generated runtime patches, where some
fixes unintentionally created security loopholes (such as exposing sensitive data,
bypassing error checks).

e Detection — Using isolated execution environments to test patches before
deployment.

— ConFix found that semantic bug fixes occasionally misinterpreted program intent,
resulting in logic errors that could lead to injection vulnerabilities.

e Detection — Incorporating tools for static analysis to confirm semantic accuracy
prior to implementing fixes.

— ChatRepair demonstrated how LLMs sometimes hallucinate patches, producing
syntactically correct but functionally incorrect fixes, leading to unexpected security
defects.

e Detection — Employing post-repair validation using unit tests and runtime
analysis.
— FixAgent indicated that multi-agent debugging decreased vulnerability risks by
cross-checking patches between diverse APR models before application.
e Detection — Utilizing ensemble-based validation strategies to ensure patch
consistency.

— HAFix showed that history-augmented debugging decreased recurring security
threats by improving fix reliability by using information from past debugging sessions
to inform future APR attempts.

e Detection — Using historical debugging data to filter out faulty patches.
— InferFix showed that retrieval-augmented APR sometimes presented insecure fixes,
as LLMs prioritized syntactic accuracy over functional security.
e Detection — Implementing security-aware retrieval filtering to guarantee patches
comply with best practices.
— RAP-Gen demonstrated that LLM-generated patches sometimes introduced unin-
tended behavior changes, leading to privilege escalation vulnerabilities.
e Detection — Applying dynamic symbolic execution to simulate potential secu-
rity risks before deployment.

— AutoCodeRover found that LLMs occasionally generated patches that over-relied
on external libraries, which could introduce dependency vulnerabilities.
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e Detection — Using dependency vulnerability scanners to identify potentially
dangerous third-party library usage in fixes.

— DRCodePilot observed that LLM-generated patches often lacked proper input vali-
dation, making them vulnerable to SQL injection and command injection attacks.

e Detection — Integrating automated penetration testing to evaluate patch security
robustness.

— ROSE Framework demonstrated that LLMs sometimes generated patches that inad-
vertently weakened authentication methods, exposing systems to privilege escalation
risks.

e Detection — Using automated security policy enforcement to validate
authentication-related patches.

— MultiMend found that certain generated patches unintentionally removed error-
handling code, which might lead to undefined behavior or silent failures.

e Detection — Making use of patch impact analysis tools to guarantee that error-
handling mechanisms are preserved.

— DALO-APR exposed that standard data augmentation techniques could uninten-
tionally introduce vulnerable patterns (e.g., unsafe string concatenation in 12% of
JavaScript fixes).

e Detection — Hybrid validation combining static analysis with enhanced test
cases to catch injection risks.

— LANTERN recognized cross-language vulnerability propagation when translating
fixes across languages with dissimilar memory safety models.

e Detection — Language-specific security rule verification throughout multilin-
gual patch generation.

— RepairCAT showed that Al-created training data could spread faint vulnerabilities
from synthetic bugs (like algorithmic edge case failures in Python), as the model
learned repair patterns without exposing actual security issues.

e Detection — Discovering malicious behavior is enhanced by incorporating
security tests (like those that use CWE vulnerability tags) into synthetic data and
performing tests within a secure environment to recognize adversarial tactics.
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Tool Security Risk Detection Method

Healer Uses isolated runtime testing to detect security regres-
sions

ConFix Combines static analysis to verify semantic correctness

ChatRepair Applies unit tests and runtime validation to detect hal-
lucinations

FixAgent Uses ensemble debugging for cross-verification of
patches

HAFix Filters faulty patches via historical debugging data

InferFix Implements security-aware filtering in retrieval phase

RAP-Gen Applies symbolic execution to catch privilege escala-
tion bugs

AutoCodeRover Scans third-party dependencies for vulnerabilities

DRCodePilot Evaluates input validation through automated pen-
testing

ROSE Framework Enforces security policies for authentication mecha-
nisms

MultiMend Analyzes patch impact on error-handling code

DALO-APR Combines static analysis with test augmentation for
injection risk detection

LANTERN Uses language-specific security rule-checking

RepairCAT Enhances synthetic data with security tests and execu-
tion environment verification

Table 6: Security Risk Detection in LLM-generated Patches

9 Discussion

LLM-based Automated Program Repair (APR) has seen notable improvements in recent
years, driven by the incorporation of large language models with conventional software
repair techniques. This review analyzed four main research questions (RQs) to evaluate
the development, challenges, performance, and ethical impacts of LLM-based APR. The
findings reveal several emerging themes and current limitations.

The 33 studies that were part of this systematic review are summarized in Table 7 and
Table 8 to give a comprehensive overview of the current state of research. It summarizes
the LLMs used, the benchmarks or datasets used, the main repair methods used, and the
key findings or contributions of each framework.

Although open-source models like CodeT5, UniXcoder, and StarCoder are becoming
more popular for research reproducibility and customization, proprietary LLMs like
GPT-3.5, GPT-4, and Codex still dominate current APR frameworks, as Table 7 and Ta-
ble 8 demonstrate. With a strong reliance on Python and Java-based datasets, Defects4J
continues to be the most popular benchmark, followed by QuixBugs and CodeXGLUE.
Retrieval-Augmented Generation (RAG), fine-tuning, or hybrid multi-agent designs
have been used in the majority of recent studies, suggesting a definite trend toward
context-aware and cooperative repair. However, comparability and generalization be-
tween studies are still constrained by heterogeneity in datasets, patch validation standards,
and evaluation metrics.
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Study / Framework LLM Used Dataset / Benchmark | Key APR Technique | Main Contribution or Fo-
cus

FixAgent GPT-40 Defects4], QuixBugs Multi-Agent + | Improves multi-hunk repair

Retrieval-Augmented | accuracy using collaborative
Debugging agent-based debugging.
RepairAgent GPT-4 CodeXGLUE Multi-Agent Collabora- | Coordinates repair subtasks
tion among autonomous LLM
agents for higher patch cor-
rectness.

ThinkRepair GPT-3.5/GPT-4 Defects4] Chain-of-Thought Enhances reasoning in

Prompting patch generation via explicit
thought decomposition.

MultiMend CodeT5 + GPT-40 Defects4] Multi-Agent Self- | Self-assesses patch quality

Ranking using ranking and consensus
mechanisms.

MarsCode Agent GPT-4 + CodeT5 QuixBugs Code Graph + Multi-| Incorporates code depen-

Agent dency graphs for dynamic
multi-agent repair.

DRCodePilot GPT-4 + CodeT5 Defects4] RAG + Adaptive Token | Reduces inference cost

Selection while maintaining patch
precision through adaptive
retrieval.

InferFix CodeT5 Defects4] Retrieval-Augmented | Reuses historical bug—fix

Generation pairs for context-aware re-
pair generation.

RAP-Gen CodeT5 CodeXGLUE RAG + Semantic Match- | Employs lexical and seman-

ing tic retrieval to improve patch
correctness.

ROSE GPT-40 Defects4) Semantic Retrieval + | Mitigates overfitting and

Safety Filtering hallucination via semantic
safety filtering.

DEVLoRe UniXcoder + GPT-40 | Defects4J, APPS Retrieval-Augmented | Combines  multi-artifact

Fine-Tuning learning for improved
localization accuracy.

DALO-APR CodeT5 CodeXGLUE Hybrid Loss + Data | Improves  repair  suc-

Augmentation cess through stochastic
fine-tuning and hybrid
objectives.

RepairCAT StarCoder-1B APPS Dataset Two-Stage Fine-Tuning | Reduces hallucinated
patches with validation-
aware fine-tuning.

HAFix GPT-4 Defects4]) History-Augmented De- | Incorporates historical bug

bugging data to prevent redundant
fixes.

PATCH Framework GPT-40 Defects4) Security-Aware Fine- | Adds security validation and

Tuning encrypted patch transmis-
sion.

Repilot GPT-3.5 + Comple- | HumanEval Completion-Based APR | Filters syntactically invalid

tion Engine patches and enhances code
completion repair.

LANTERN DeepSeek-V3 + GPT- | CodeXGLUE, RustEval | Cross-Language + | Enables multilingual debug-

4 Multi-Agent ging and translation-based
repair.

Table 7: Summary of Included Studies on LLM-based Automated Program Repair

(APR) — Part 1

From a technical view, RQ1 emphasized the change from rule-based and traditional
learning-based approaches to LLM-enhanced systems that utilize fine-tuning, retrieval
augmentation, and multi-agent cooperation. Proprietary models such as GPT-4 and
Codex showed better performance in patch generation and bug localization but came
with considerable trade-offs in cost, interpretability, and privacy. On the other hand,
open-source models like CodeT5 and UniXcoder offered greater flexibility and domain
adaptability, particularly when fine-tuned on domain-specific datasets such as Defects4J
or CodeXGLUE.

Regarding practical implementation, RQ2 emphasized that despite the technical
strengths of LLMs, issues like the lack of developer trust, manual patch validation, defi-
cient integration with CI/CD workflows, and computational overhead continue to prevent
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Study / Framework | LLM Used Dataset / Bench-| Key APR Technique | Main Contribution or
mark Focus
FastFixer GPT-3.5 Educational Datasets | Lightweight Patch | Provides quick, low-cost
Ranking repair for student pro-
gramming errors.
ConFix GPT-4 Defects4] Static Analysis Inte- | Ensures privacy-
gration preserving on-premise
repair generation.
AutoCodeRover GPT-40 Defects4) Retrieval-Based De- | Performs context-aware
bugging fault localization before
patch synthesis.
BUGFIX CodeT5 HumanEval Pattern Standardiza- | Proposes standardized
tion patch patterns for repro-
ducible research.
Avatar CodeT5 Defects4] Static Pattern-Based | Reuses semantic fix pat-
Repair terns for consistent repair
generation.
Mulpor GPT-4 Defects4] Multi-Granularity Re- | Employs token- and
pair statement-level repair for
fine-grained fixes.
Toggle CodeT5 + GPT-4 QuixBugs Token-Level Fault | Combines retrieval APIs
Localization for more precise localiza-
tion.
CREF GPT-3.5 Educational Context | Guided APR Frame- | Integrates LLM repair
work with interactive learning
environments.
ChatRepair GPT-40 HumanEval Conversational APR | Iteratively refines
patches through
developer-LLM dia-
logue.
Healer GPT-4 Defects4]) Runtime + Symbolic | Detects and corrects
Validation runtime-level repair
defects.
T5APR CodeT5 Defects4] Fine-Tuning for | Enhances multi-file
Multi-Hunk Repair repair  generalization
through fine-tuning.
AGENTLESS GPT-4 + CodeT5 CodeXGLUE Query Optimization | Reduces repair cost
and latency through
optimized LLM queries.
MANIPLE GPT-4 CI/CD Benchmarks | Fact Selection / CI In- | Addresses fact-selection
tegration problem and integrates
APR in pipelines.
RING Codex Multilingual ~ Bugs | Multilingual Repair | Performs  multilingual
Dataset APR across program-

[Huang et al.(2023)]

[Hao et al.(2024)]

CodeT5 / UniX-
coder

CodeT5 / UniX-
coder

Defects4] / Many-
Bugs

APR Benchmarks

Fine-Tuning for
Multi-Hunk Repair

Fine-Tuning / Multi-
Hunk Evaluation

ming languages.
Empirical study showing
fine-tuning improves re-
pair effectiveness.
Evaluates  pre-trained
code models for APR and
multi-hunk scenarios.

Table 8: Summary of Included Studies on LLM-based Automated Program Repair

(APR) — Part 2
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industry acceptance. Tools such as FixAgent, DEVLoRe, and LANTERN have tried to
bridge these gaps through improved explainability, structured debugging integration, and
support for multilingual repair processes. Nevertheless, wider industrial-scale adoption
will require optimized inference, seamless pipeline compatibility, and support for diverse
programming environments. The use of multi-tool and ensemble repair pipelines is a
new trend that has been observed in industrial settings as well. It has been supported by
several of the frameworks that have been reviewed, such as FixAgent, MultiMend, and
LANTERN. Based on ranking or validation modules, these systems combine several
LLM-based debuggers or agents and then select the most accurate fix. These methods
provide a viable way to address issues with developer trust and improve the resilience of
repairs in real-world environments.

RQ3 compared proprietary and open-source LLMs across aspects like accuracy, cost,
generalizability, and fine-tuning support. While proprietary models demonstrated high
out-of-the-box performance, open-source alternatives provided benefits in transparency,
customization, and privacy. The trade-off analysis disclosed that performance gains from
proprietary models are balanced by restrictions in adaptability and high inference cost. In
contrast, open-source models, though less performance without task-specific training, can
be adapted more easily to organizational needs via techniques like retrieval-augmented
generation and multi-granularity tuning.

The ethical and security implications investigated in RQ4 revealed essential issues
related to bias and vulnerability propagation in LLM-generated patches. Several studies
identified particular types of bias—varying from linguistic and retrieval bias to domain-
specific overfitting. Tools like MultiMend, RAP-Gen, and LANTERN tackled these
issues via multi-candidate ranking, error-aware filtering, and multilingual fine-tuning.
Furthermore, because of insufficient semantic understanding and validation techniques,
it was found that LLM-generated patches introduced new vulnerabilities. Frameworks
like DRCodePilot, ROSE, and Healer proposed detection techniques like dependency
scanning, runtime testing, symbolic execution, and history-augmented debugging to
reduce these risks.

To summarize, the review corroborates that even though LLMs considerably enhance
APR capabilities, their deployment in real-world environments requires addressing funda-
mental issues of trust, efficiency, and ethical responsibility. Future work must prioritize
enhancing model interpretability, improving security guarantees, and integrating APR
seamlessly into modern development ecosystems. In addition, investment in standardized
benchmarks, domain-specific datasets, and real-time patch validation pipelines will be
vital to change LLM-based APR from a promising research direction into a practical,
scalable software engineering solution.

10 Conclusion

This systematic literature review reviewed more than 30 recent studies on LLM-based
Automated Program Repair (APR) to assess the state of the art, practical difficulties,
model performance trade-offs, and ethical issues. The analysis showed that while large
language models like GPT-4, CodeT5, and StarCoder substantially improve the capabil-
ities of program repair—particularly in bug localization and patch generation—many
obstacles still limit their broad use in real-world software development environments.
Proprietary LLMs exhibit high out-of-the-box accuracy and reasoning abilities but
encounter high computational costs, limited customizability, and potential privacy con-
cerns. In contrast, open-source models provide greater flexibility and cost-efficiency,
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particularly when fine-tuned on task-specific datasets, though they often require more
engineering effort to achieve comparable levels of performance.

Principle challenges include developer trust, integration with CI/CD workflows, and
the requirement for manual validation of patches. Additionally, ethical and security risks
such as biased patch generation and the unintended introduction of vulnerabilities necessi-
tate immediate attention. Methods like retrieval-augmented generation, history-informed
debugging, multi-agent validation, and domain-specific fine-tuning have demonstrated
potential in mitigating these risks.

To assess the dependability of LLM-generated patches, future studies should con-
centrate on developing standardized trust metrics and security-aware benchmarks. De-
velopment of interpretability models and developer trust benchmarks that define LLM
repair decisions is another promising prospect. Building diverse, real-world APR datasets
and incorporating automated post-generation validation pipelines will also guarantee
the secure and accountable utilization of LLMs in environments involving continuous
software maintenance.
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