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Abstract: Conventional classification methods rely on the assumption that samples are indepen-

dent and identically distributed, often ignoring the latent relational structures governing real-world

data. Consequently, these methods fail to capture cross-sample dependencies, resulting in im-

poverished feature representations and suboptimal generalization. To address this limitation, we

propose the Feature-refinement Classification Head (FCH), a novel and modular component that

explicitly models inter-sample relationships within training batches. FCH constructs an adjacency

matrix from embedding vectors and employs a graph neural network to refine features via rela-

tional propagation. Seamlessly integrated and architecture agnostic, FCH leverages the end-to-end

optimization using cross-entropy and structure preserving loss as joint objectives. Extensive exper-

iments on benchmarks such as CIFAR-10, MNIST, and STL-10 demonstrate that FCH consistently

enhances accuracy, precision, recall, and F1-scores across diverse backbones. Notably, FCH

demonstrates significant performance improvements even in lightweight models, demonstrating

its robustness, scalability, and practicality. Overall, FCH offers a principled, generalizable al-

ternative to traditional classification heads by effectively leveraging sample to sample relationships.
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1 Introduction

Deep Neural Networks (DNNs) have significantly advanced the field of computer vi-
sion, achieving remarkable success across diverse benchmark datasets and applications.
Their strength lies in the ability to hierarchically learn spatial and semantic represen-
tations, enabling models to generalize effectively from visual data [Rawat and Wang,
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2017]. Typically, DNNs adopt a modular architecture consisting of a feature extractor
and a classifier, each playing a distinct yet complementary role in maximizing overall
performance [Yamashita et al., 2018]. Convolutional Neural Networks (CNNs) [El-
ngar et al., 2021] and Vision Transformers (ViTs) [Dosovitskiy et al., 2020] extract
high-dimensional features that classifiers map to class probability distributions in an
end-to-end framework, enabling joint optimization for maximal task performance [Khan
et al., 2020]. Transfer learning with pretrained extractors [Zhuang et al., 2021] further
enhances generalization across tasks such as object detection [Zhao et al., 2019], seg-
mentation [Hao et al., 2020, Hafiz and Bhat, 2020], and image captioning [Agarwal
and Verma, 2024], where feature expressiveness is critical for capturing complex visual
relationships [Yosinski et al., 2014].

Large architectures with hundreds of millions of parameters learn expressive rep-
resentations by projecting inputs into high-dimensional spaces through deep nonlinear
transformations [Caron et al., 2021]. Many downstream tasks do not require large models,
yet large feature extractors remain computationally inefficient [Cai et al., 2019]. This
inefficiency can be alleviated through training stabilization and optimization techniques
such as residual connections [He et al., 2016], normalization [Ioffe and Szegedy, 2015],
parameter sharing [LeCun et al., 1989], and weight initialization [Glorot and Bengio,
2010]. Recent advances, including transformer-based architectures [Vaswani et al., 2017]
and scale-efficient designs like EfficientNet [Tan and Le, 2019], seek to balance depth
and width while improving efficiency and generalization across diverse tasks.

Despite their success in image classification, deep neural networks face two key
challenges. First, scaling models for higher accuracy greatly increases spatial and compu-
tational complexity, burdening memory and slowing inference, which limits deployment
in resource-constrained settings. Second, most models assume statistical independence
between inputs, overlooking intrinsic relationships—such as inter-class similarity and
hierarchical dependencies—that are crucial for learning richer, more generalizable rep-
resentations. The proposed model, which explicitly captures and weights structural
interactions and similarity patterns between data samples, enables efficient learning by
reducing the network size and generates richer and more discriminative representations.

This study introduces a lightweight classification head that constructs an adjacency
matrix from sample similarities in a transfer learning–based embedding space, builds a
batchwise graph, and applies GNN (Graph Neural Network) layers [Kipf and Welling,
2016, Defferrard et al., 2016]. By simply integrating GNN, the model enables relational
representation learning and delivers substantial performance gains over comparative
models. Notably, it captures inter-sample interactions within mini-batches without com-
plex sample construction or preprocessing, offering a practical solution that combines
computational efficiency with architectural simplicity.

This work contributes to the field of image classification by proposing a novel
approach to enhance feature representation and improve generalization capability. Our
contributions are as follows:

– We propose a feature-refinement classification head, called FCH, that leverages mul-
tiple graph-based structures from transfer learning–based embeddings and employs a
composite loss for joint classification. Its model-agnostic design allows for seamless
integration into diverse architectures with minimal computational overhead, while
significantly enhancing performance.

– We analyze learning of relational structure per batch in an inductive setting, showing
that GNN-based subgraph representations can capture meaningful relationships. This
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multi-graph fusion strategy enriches feature representation in the classification head
and provides a novel direction for improving feature expressiveness beyond standard
backbone architectures.

– We evaluate how the design of the adjacency matrix influences both the predictive
performance and the computational complexity of graph-based deep networks. Our
results demonstrate that RBF kernel–based matrices combine structural simplicity
with robust performance, making them particularly effective for image classification.

– Experimental results show that the adaptation of an FCH module is highly com-
petitive with existing approaches in terms of accuracy, loss distribution, and visual
distribution of latent vectors. The adopted GNN can effectively improve feature
expressiveness by utilizing the latent structure and the relationship between samples.

2 Related Works

The field of image recognition was revolutionized by the breakthrough success of
AlexNet [Krizhevsky et al., 2012], which established CNNs as the dominant paradigm.
By leveraging a deep architecture, ReLU activation functions, and GPU-accelerated
training, AlexNet significantly outperformed traditional approaches in the ImageNet
Large-Scale Visual Recognition Challenge (ILSVRC), demonstrating the efficacy of
DNNs for large-scale classification. Building on this foundation, subsequent architectures
like VGGNet [Simonyan and Zisserman, 2014] and GoogLeNet [Szegedy et al., 2015] ad-
vanced performance through increased depth and structural innovations. VGGNet utilized
a uniform design characterized by repeated small convolutional kernels to enable ro-
bust hierarchical feature extraction. Conversely, GoogLeNet introduced the Inception
module to capture features at multiple receptive-field scales in parallel, optimizing the
trade-off between computational efficiency and accuracy.

However, as network depth increased, challenges such as vanishing gradients, overfit-
ting, and prohibitive computational costs emerged [Glorot and Bengio, 2010]. To address
these issues, ResNet [He et al., 2016] introduced residual connections, which stabilized
training and facilitated convergence even in networks exceeding 152 layers. Similarly,
DenseNet [Huang et al., 2017] improved information flow by allowing each layer to
receive inputs from all preceding layers. This design shortened gradient propagation
paths and encouraged feature reuse, thereby reducing optimization difficulty without
sacrificing representational capacity. Focusing on resource constraints, EfficientNet
[Tan and Le, 2019] proposed a compound-scaling strategy that jointly optimizes net-
work depth, width, and input resolution to maximize efficiency. SpinalNet [Kabir et al.,
2022] introduced a spinal architecture where input features are processed through parallel
branches, significantly reducing early training instability.

Recently, transformer-based architectures have emerged in image recognition, lever-
aging self-attention mechanisms to effectively model long-range dependencies and global
context. The ViT [Dosovitskiy et al., 2020] partitions input images into fixed-size patches
and processes them as token embeddings, establishing a global receptive field distinct
from the local inductive bias of CNNs. To address computational costs, the Swin trans-
former employs hierarchical self-attention within local windows, improving efficiency
while preserving global representation capabilities [Liu et al., 2021]. However, most
existing models—both CNNs and transformers—operate on the assumption that samples
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are independent. In reality, real-world data often exhibit inherent interdependencies; ex-
plicitly modeling these relationships can produce more precise and robust representation
learning.

Contrastive learning explicitly models the similarities and differences between data
samples, establishing relative positions and semantic relationships within the feature
space. SupCon [Khosla et al., 2020] extends this paradigm to supervised settings by
pulling together samples of the same class while pushing apart samples from different
classes, thereby enhancing class separability. In the self-supervised domain, SimCLR
[Chen et al., 2020] learns representations by treating augmented views of a single sample
as positive pairs and all other samples as negatives. MoCo [He et al., 2020] further
improves expressiveness and stability by employing a momentum encoder and a queue
to maintain a large history of negative samples. Innovations in the field continued with
BYOL [Grill et al., 2020], which proved that negative pairs are not strictly necessary for
convergence, and SwAV [Caron et al., 2020], which combined contrastive learning with
clustering to capture the global structure of the data distribution.

GNN-based classification takes advantage of structural information encoded in an
adjacency matrix to learn node embeddings that reflect neighborhood relationships [Kipf
and Welling, 2016, Defferrard et al., 2016] . Various architectures have been proposed
to enhance this mechanism. GAT [Veličković et al., 2017] incorporates attention mecha-
nisms to dynamically weigh the importance of neighboring nodes, while DGCNN [Wang
et al., 2019] transforms adjacency-based relationships into learnable matrices, effectively
capturing local structural information. To address scalability and structure, GraphSAGE
[Hamilton et al., 2017] employs neighborhood-sampling strategies for memory effi-
ciency, and DiffPool [Ying et al., 2018] introduces a hierarchical pooling mechanism
to summarize graph structures at multiple resolutions. Collectively, these approaches
demonstrate that adjacency-based modeling of inter-sample relationships facilitates
richer representation learning than treating samples in isolation. In our proposed model,
a GNN captures these relationships among training samples within each mini-batch
and integrates them into the classification head. This approach improves classification
performance by directly exploiting dependencies between samples in combination with
a backbone network.

3 Proposed approach

This study proposes a novel deep neural network architecture, referred to as FCH (Feature-
refinement Classification Head), comprising feature embedding, GNN, and classifier
modules, as shown in Figure 1. The FCH module consists of feature embedding with a
predefined model and a GNN layer. The feature embedding is generated by a predefined
ResNet-18 backbone, and the resulting embeddings are fed into the GNN module. The
GNN module yields the refined embeddings using a graph from the batch embeddings
and the output is then passed to the 2-layer MLP classifier, which maps the refined
embeddings to the target labels. Here,W1 denotes the weights of the GNN layers, while
W2 andW3 represent the weights of the MLP layers.

3.1 Feature embeddings

The input image is first fed into a CNN ResNet-18, which extracts spatial embed-
dings through a hierarchical structure and convolutional filters. A data batch X ∈
RN×NC×NH×NW is randomly sampled from the training dataset, where N denotes
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Figure 1: Proposed FCH architecture for image classification.

the batch size, and NC , NH , and NW represent the number of channels, height, and
width of each input image, respectively. Each data sample is associated with C class
labels, so y = [yi] ∈ IN (yi ∈ {1, . . . C}) constructs the target matrix Y ∈ IN×C by
one-hot encoding. Each batch sample is passed through ResNet-18 and transformed
into a feature matrix F = [f1; f2; . . . ; fN ] ∈ RN×D, where D is the dimension of the
feature. For convenience, all vectors are represented as row vectors.

3.2 Graph neural network

The inter-sample relationships are described by a graph G = (V, E), where V denotes
the set of nodes corresponding to the batch samples, and E ⊆ V × V represents the set
of undirected edges connecting pairs of nodes. The connectivity of nodes to nodes is
integrated into a symmetric adjacency matrix A ∈ RNB×NB .

3.2.1 Building adjacency matrices

The FCH model uses the adjacency matrix to identify inter-sample dependencies from
batches. The prerequisite for constructing an adjacency matrix is the ability to compute
pairwise distances between node embeddings. We design various adjacency matrices to
embed graph structures with Radial Basis Function, Nearest Neighbor, Attention with
Nearest Neighbor, and Clustering with Class Label.

Radial Basis Function (RBF): RBFs are widely used in GNNs because they effec-
tively capture local structures and nonlinear relationships [Shuman et al., 2012]. They
activate based on node distance, preserving graph topology and enabling smooth func-
tion approximation. The bell shape encodes node similarity, supporting locality and
smoothness, while also improving efficiency by focusing computations on neighbors.
Therefore, RBF combines locality, smoothness, and scalability, making it a powerful
choice for modeling complex graph data. The relationship between features fi and fj
within a batch is quantified by defining each entry aij .

aij =

{
exp(−τ ||fi− fj||2), if i 6= j;

1.0, if i = j,
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where τ > 0 is a scale constant. y incorporating exponential distance-based weighting, the
RBF kernel improves noise robustness, leading to more reliable and stable connectivity
modeling between nodes [Belkin and Niyogi, 2003]. As A already satisfies the self-loop
constraint, there is no need to explicitly add self-loops for normalization [Kipf and
Welling, 2016].

Nearest Neighbors (NN): Neighbor relationships can be used to define adjacency
matrices, particularly when an explicit graph structure is unavailable or incomplete. In
such cases, the approach of k-nearest neighbors (k-NN) connects each node to its k most
similar nodes based on similarity of features before training the GNN. The resulting
adjacency matrix captures the graph structure by specifying node connections, which
directly influence how information is aggregated during graph learning. Moreover, k-NN
provides control over the locality of the graph by restricting connections to a fixed
number of nearby nodes, encouraging the model to focus on hop-level interactions.

LetNk(fi) denote the set of instances most similar to fi. The approach of k-nearest
neighbors (k-NN) explicitly restricts the number of connected neighbors, encouraging
the constructed graph to capture local relationships rather than global connectivity. Based
on these closest-neighbor relationships, the adjacency matrix A is defined as follows:

aij =

{
exp(−τ ||fi− fj||2), if fi ∈ Nk(fi) and Nk(fj);

1.0, if i = j.
(1)

Attention (Att) with Nearest Neighbors: An attention score is a numerical weight
that measures how strongly one node should focus on another when considering node-
to-node dependencies within a batch. It quantifies the relevance between fi and fj by
measuring their attention score: the higher the score, the more fi attends to fj. The FCH
model takes the dot product to compute the attention score sij .

sij =
< fi, fj >√

D
(2)

sij are converted to the attention weights aij with a softmax function.

aij =


exp(sij)∑

k∈N

exp(sik)
if i 6= j;

1.0 if i = j.
(3)

The attention mechanism enhances the expressive power of GNNs by adaptively weight-
ing the contributions of neighboring nodes, allowing the model to selectively integrate
local and global information in a context-aware manner [Xu et al., 2018].

Clustering with Class Label (CL): Feature embeddings within a batch can exhibit
varying levels of similarity. By leveraging this variability during the encoding phase, we
can build the adjacency graph of the GNN. Contrastive learning explicitly encourages
embeddings of similar data points to be located close to each other in the feature space. For
example, different augmentations for the same input within a batch are encouraged to have
high pairwise similarity. Applying this idea to build an adjacency matrix, embeddings
with the same class labels are located close to each other. Therefore, representation
learning is supervised by strengthening the affinity between samples belonging to the
same class [Mondal et al., 2021].

The connectivity between fi and fj is represented as a simple binary value within
the cluster based on the class label. If fj ∈ Nk(fi) and yi = yj , then aij = 1; otherwise,
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aij = 0. Therefore, A ∈ {0, 1}N×N .

aij =

{
1 if fj ∈ Nk(fi) and yi = yj ;

0 otherwise.
(4)

The choice of adjacency matrix construction strategy directly influences downstream
performance. RBF-based methods assign continuous, distance-dependent weights, en-
abling smooth and consistent relationships among nodes. NN-based graphs promote
sparsity by connecting each node to a fixed number of nearest neighbors, ensuring
scalability and efficiency. Attention-based approaches treat the graph structure as learn-
able, allowing task-adaptive edge formation and dynamic weighting based on data
relevance. CL-based graph construction strengthens connections among semantically
similar features and enhances labeling efficiency, though it remains the simplest strategy.
In summary, RBF provides smooth manifold-aware connectivity, NN offers practical and
robust graph sparsity, attention enables adaptive structural learning, and CL improves
semantic consistency with minimal complexity.

3.2.2 Graph convolution operation

A graph convolution module maps each node feature fi ∈ RN into a new representation
for downstream tasks. In subsection 3.1, the adjacency matrixA ∈ RN×N is a symmetric
matrix with self-loops. The degree matrix D = diag(d1, . . . , dN ) has diagonal entries

di =
∑N

j=1 aij .
Similar to how CNNs extract local features through convolution, a graph convolution

operation learns new representations from neighboring nodes based on the structure of
the graph. We adopt a spectral graph filter based on Chebyshev polynomials [Defferrard

et al., 2016, Kipf and Welling, 2016]: L = D−1/2AD−1/2. The Chebyshev filter allows
for a spectral filter that captures both local and global patterns from the graph structure,
while approximating computations without directly decomposing the eigenvectors of
A to improve efficiency. For node vector f , the Chebyshev polynomial of degree p is
defined: Tp(f) = 2fTp−1(f) − Tp−2(f), where T0(f) = I , T1(f) = f . The graph
convolution operation with the p-th order spectral filter is approximated as:

S =

p∑
`=0

θ`T`(L)f (5)

where θ` are learnable coefficients. This operation aggregates p-hop neighborhood
information, smooths node representations, and preserves local similarity.

The GNN layer takes as input the learning parametersW1, the feature matrix F , and
the adjacency matrix A, and generates a graph feature embedding Z that includes both
structural and feature dependencies.

Z = ReLU(

(
p∑

`=0

T`(L)FW1

)
(6)

This module models both node and edge interactions from batch-level features, enabling
learnable graph structures via backpropagation.
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3.3 Classifier

The classifier employs a two-layer MLP that processes each node independently for pre-
diction. Unlike an MLP-based classification head, which processes nodes independently,
the GCN-based classification head aggregates features from neighbors to capture both
local and global patterns. This unified framework enhances relational understanding
among samples, improving representational power and predictive accuracy. The resulting
Z is passed to a two-layer MLP for prediction:

Ŷ = softmax (ReLU(ZW2)W3) (7)

The classification module can learn to map the structural and semantic relationships
between input data from FCH to improved representation embeddings and class labels.

3.4 Loss function

The loss function of FCH, L, is defined as a weighted sum of the class probability
prediction loss L1 and the structure-preserving loss L2.

L = L1 + λL2 (8)

= − 1

NC

N∑
i=1

C∑
c=1

(yiclog(ŷic)) +
λ

N2

N∑
i=1

N∑
j=1

(aij − bij)
2

Here, λ ∈ (0, 1) is a weight factor that adjusts the contribution of L1 and L2 during
training. The matrix B = [bij ]N×N is the label adjacency matrix generated from Y .

bij =

{
1.0, if yic = yjc and c ∈ {1, . . . , C};
0.0, otherwise.

(9)

The label adjacency matrix B represents the similarity between samples in a binary
manner, assigning 1 to sample pairs belonging to the same class and 0 otherwise. This
definition enables clear distinction of inter-sample relationships during training and
encourages the embeddings to exhibit both inter-class separability and intra-class com-
pactness. The loss term L1 is a standard cross-entropy loss.

The second term, L2, minimizes the difference between A and the label adjacency
matrix B, encouraging the model to preserve pairwise relationships that align with the
class structure during training. The role of L2 is to induce structural separation between
classes in the embedding space through gradient-based analysis.

4 Experiments and discussion

4.1 Datasets

To assess the effectiveness of the proposed approach, we employ three widely used
datasets: MNIST, CIFAR-10, and STL-10. The MNIST dataset consists of 70,000
grayscale digit images (28× 28) with within-class variation and is chosen as a standard
dataset for classification evaluation. The CIFAR-10 dataset contains 60,000 color images
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CIFAR-10 MNIST STL-10

Method ACC PRE REC F1 ACC PRE REC F1 ACC PRE REC F1

EfficientNetV2-L 0.991 0.990 0.991 0.991 0.998 0.998 0.998 0.998 0.950 0.952 0.950 0.950

DeiT-B 0.991 0.990 0.991 0.991 0.997 0.997 0.997 0.997 0.948 0.950 0.948 0.948

VGG-5 0.904 0.905 0.904 0.904 0.990 0.990 0.990 0.990 0.940 0.943 0.940 0.940

RBF-FCH (ResNet-18, p=1) 0.979 0.980 0.981 0.981 0.995 0.995 0.995 0.995 0.922 0.925 0.922 0.922

NN-FCH (ResNet-18, p = 4, k = 8) 0.972 0.971 0.973 0.973 0.994 0.994 0.994 0.994 0.915 0.917 0.915 0.915
Att-FCH (ResNet-18, p = 5, k = 4) 0.963 0.962 0.964 0.962 0.993 0.993 0.993 0.993 0.910 0.912 0.910 0.910
CL-FCH (ResNet-18, p = 1, k = 8) 0.971 0.971 0.970 0.972 0.994 0.995 0.993 0.994 0.914 0.917 0.913 0.915

RBF-FCH (ViT-b/16, p=1) 0.979 0.980 0.979 0.979 0.997 0.997 0.997 0.997 0.953 0.955 0.953 0.953

NN-FCH (ViT-b/16, p = 4, k = 8) 0.977 0.978 0.977 0.977 0.996 0.996 0.996 0.996 0.950 0.952 0.950 0.950

Att-FCH (ViT-b/16, p = 5, k = 4) 0.977 0.976 0.977 0.976 0.996 0.996 0.996 0.996 0.948 0.950 0.948 0.948

CL-FCH (ViT-b/16, p = 1, k = 8) 0.976 0.978 0.977 0.977 0.996 0.997 0.996 0.996 0.949 0.951 0.949 0.950

Table 1: Comparison of classification performance on the CIFAR-10, MNIST, and

STL-10 datasets.

(32× 32) across 10 diverse object categories. The STL-10 dataset, similar in nature to
CIFAR-10 but with higher resolution (96× 96), consisting of 5,000 labeled samples and
100,000 unlabeled images, making it suitable for semi-supervised learning.

Experiments were conducted using the PyTorch framework in a multi-GPU envi-
ronment. The input images were resized to 224 × 224 and converted to 3 channels if
originally grayscaled, to match the model input format. The preprocessing was performed
using Compose, including normalization with a mean of 0.5 and standard deviation of
0.5. The batch size was set to 128. For training, ResNet-18 and ViT-b/16 were adopted
as backbone models, and comparison experiments were performed against baseline
architectures, including EfficientNetV2-L, DeiT-B, and VGG-5. The degree of the
Chebyshev polynomial was set to p ∈ 1, 3, 5, 7, 9, and independent experiments were
conducted for each value. In NN-FCH, the number of neighbors k = {4, 8, 16, 32, 64}
was set for trials. The cross-entropy loss was chosen and the Adam optimizer was applied
with a learning rate of 10−4. The learning phase ended when the loss gap per epoch was
within 10−5, and a 5-fold evaluation was performed. Performance metrics (accuracy, F1
score, precision, recall, etc.) were used, and model parameters were saved and compared
between experiments whenever a new best accuracy was achieved. EfficientNetV2-
L, DeiT-B, and VGG-5 were selected as baseline models, and these evaluations were
performed in the same experimental environment.

4.2 Performance comparison

Table 1 shows the evaluation results of the FCH-based approach using ResNet-18 and
ViT-b/16, and the baseline models. Compared to the baseline model, the FCH-based
classification model demonstrates competitive performance. In the CIFAR-10 accuracy
evaluation, EfficientNetV2-L and DeiT-B achieved close to 100%, while VGG-5
achieved 90.4%. The proposed model achieves approximately 7% higher accuracy than
VGG-5, with a difference of approximately 1% to 1.5% between EfficientNetV2-L
and DeiT-B. These analytical results are similar to those observed in precision, recall, and
F1-score evaluations, demonstrating the effectiveness of FCH-based feature refinement.
Comparisons based on adjacency matrix construction methods show that RBF-FCH
outperforms other generation methods, but ResNet-18-based FCH outperforms ViT-



1530 Kim S., Kim K., KimD., Hwang D.: Feature-Refinement Classification Head ...

b/16-based FCH. The results are evaluated in the following order: RBF-FCH (0.979),
NN-FCH (0.972), CL-FCH (0.971), and Att-FCH (0.963), all of which employ ResNet.
However, the impact on ViT-b/16 is not significant. Regardless of the backbone model,
tests for polynomial degree show that RBF-FCH and CL-FCH have high performance
at p = 1, NN-FCH at p = 4, and Att-FCH at p = 5. In addition, the number of nearest
neighbors is k = 4 for Att-FCH, and k = 8 for NN-FCH and CL-FCH. Therefore,
the feature refinement using GNN is more beneficial for ResNet than ViT-b/16 in
CIFAR-10 classification.

In theMNIST evaluation, the baseline and proposedmodels are very similar, with only
minor differences in all evaluation metrics to the third decimal place. Unlike CIFAR-10,
the ViT-b/16-based FCH performs slightly better than the ResNet-based FCH. Overall,
the FCH-based model has advantages over the baseline models, including shorter training
time and fewer learning parameters. Furthermore, the proposed model exhibits a similar
pattern, with negligible differences in evaluation metrics depending on the construction
of an adjacency matrix. This shows that the simplest CL-FCH is competitive regardless
of whether ResNet or ViT-b/16 is used.

The STL-10 evaluation analysis shows a different pattern from CIFAR-10. The
ViT-b/16-based FCH outperforms the baseline and ResNet-18-based models. The ViT-
b/16-based RBF-FCH has the highest accuracy at 0.953, followed by EfficientNetV2-
L and NN-FCH at 0.95. The experimental evidence for the enhanced feature refine-
ment effect of ViT-b/16 over ResNet-18 is attributed to the attention effect of the
Transformer-based backbone. The adjacency matrix configuration of ResNet-18-based
FCH is similar to that of CIFAR-10, in order of RBF (0.922), NN-FCN (0.915), CL-FCH
(0.914), and Att-FCH (0.91). The FCH-based classification shows higher robustness
and generalization in terms of selected metrics and feature engineering, particularly
with the ViT-b/16 backbone on CIFAR-10 and STL-10. Compared to large-scale base-
line models such as EfficientNetV2-L and DeiT-B, FCH with light-scale backbones
(e.g., ResNet-18, ViT-b/16) delivered competitive accuracy, demonstrating that its
performance increases due to the feature refinement.

Model CIFAR-10 MNIST STL-10

EfficientNetV2-L 0.020 0.005 0.180

DeiT-B 0.020 0.008 0.200

VGG-5 0.350 0.040 0.220

RBF-FCH (ResNet-18, p = 1) 0.100 0.012 0.250

NN-FCH (ResNet-18, p = 4) 0.090 0.015 0.280

Att-FCH (ResNet-18, p = 5) 0.093 0.020 0.300

CL-FCH (ResNet-18, p = 1) 0.091 0.015 0.281

RBF-FCH (ViT-b/16, p = 1) 0.027 0.008 0.150

NN-FCH (ViT-b/16, p = 4) 0.028 0.010 0.180

Att-FCH (ViT-b/16, p = 5) 0.030 0.010 0.200

CL-FCH (ViT-b/16, p = 1) 0.030 0.008 0.176

Table 2: Cross-entropy loss L1 of the proposed FCH framework.
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Model Params (MB) GFLOPs Time (min)

EfficientNetV2-L 454.05 12.41 18.40

DeiT-B 330.22 16.87 16.74

VGG-5 81.55 19.63 16.54

RBF-FCH (ResNet-18, p = 1) 43.00 4.30 7.69

NN-FCH (ResNet-18, p = 4) 43.10 4.25 7.99

Att-FCH (ResNet-18, p = 5) 43.50 4.20 7.89

CL-FCH (ResNet-18, p = 1) 42.90 4.22 8.08

RBF-FCH (ViT-b/16, p = 1) 333.75 15.60 10.54

NN-FCH (ViT-b/16, p = 4) 333.80 15.55 10.53

Att-FCH (ViT-b/16, p = 5) 334.00 15.50 10.52

CL-FCH (ViT-b/16, p = 1) 333.70 15.52 10.52

Table 3: Comparison of model parameters, computational complexity, and inference

time.

(a) L1 vs. epochs (b) L2 vs. epochs (c) Accuracy vs. epochs

Figure 2: Comparison of training loss and accuracy over epochs.

Table 2 shows the loss of cross-entropy after training and can be analyzed together
with Table 1. ResNet-18-FCH exhibits a relatively high cross-entropy loss (0.090 ∼
0.100) on CIFAR-10, but lower than VGG-5 (0.35). In contrast, ViT-b/16-FCH records
lower loss values on CIFAR-10 (0.027 ∼ 0.030) and MNIST (0.008 ∼ 0.010), resulting
in lower accuracy. Similar prediction performance is expected for models excluding
VGG-5 based on the loss of cross-entropy.

Table 3 presents a comparison of model complexity on CIFAR-10 in terms of pa-
rameter size, GFLOPs, and training time. The ResNet-18-based model is lightweight,
containing approximately 43 MB of parameters, requiring 4.24 GFLOPs per image,
and taking about 8 minutes for training, making it suitable for resource-constrained
environments. In contrast, the ViT-b/16-based model, similar to DeiT-B, has 333 MB
of parameters, requires roughly 4.5 GFLOPs, and takes about 10.5 minutes for training.
The proposed approach demonstrates faster performance than the baseline model in both
GFLOP and time complexity.

Figure 2 shows the change in loss and accuracy during CIFAR-10 training. Both
losses L1 and L2 converge stably. RBF-FCH (ViT-b/16) exhibits the lowest values for
each loss term, showing the highest accuracy. RBF-FCH (ResNet-18) is a lightweight
model, but it can produce good prediction performance based on the convergence of the
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loss term and the trends in classification accuracy. The influence of the GNN backbone
model appears limited, suggesting that a straightforward construction of an adjacency
matrix may be appropriate.

4.3 Module-wise analysis

CIFAR-10 MNIST STL-10

Method ACC PRE REC F1 ACC PRE REC F1 ACC PRE REC F1

ResNet-18 0.934 0.925 0.919 0.921 0.994 0.994 0.994 0.994 0.904 0.907 0.904 0.904

RBF-FCH (ResNet-18) 0.979 0.980 0.981 0.981 0.995 0.995 0.995 0.995 0.922 0.925 0.922 0.922

ViT-b/16 0.951 0.953 0.951 0.951 0.996 0.996 0.996 0.996 0.946 0.950 0.946 0.946

RBF-FCH (ViT-b/16) 0.979 0.980 0.979 0.979 0.997 0.997 0.997 0.997 0.953 0.955 0.953 0.953

Table 4: Comparison of FCH performance with different backbones (p = 1).

Table 4 compares the performance between models with and without FCH under
the condition of p = 1. The evaluation is based on accuracy and F1 score across three
datasets—CIFAR-10, STL-10, and MNIST—using both ResNet-18 and ViT-b/16 as
a baseline model. The RBG-FCH and ViT-b/16 model demonstrate better performance
compared to their respective baselines across all datasets. For ResNet-18, FCH im-
proves accuracy by 5.5% (from 0.934 to 0.989) on CIFAR-10 and increases the F1
score by 6.0%. On STL-10, both accuracy and F1 score improve by approximately
1.8%, demonstrating that FCH can improve performance even on lightweight models.
On the MNIST dataset, where many studies have shown near-100% performance, the
performance improvement of FCH is minimal, at approximately 0.1%. In ViT-b/16
experiments, FCH improves accuracy by 0.8% on CIFAR-10 and 0.7% on STL-10, and
also shows a slight improvement on MNIST. While FCH is effective on complex and
diverse natural image datasets such as CIFAR-10 and STL-10, its performance improve-
ment is limited on simpler datasets such as MNIST. Importantly, the observed gains
hold across both lightweight and large-scale models, demonstrating the scalability of
FCH. Regardless of the underlying architecture, FCH can serve as a reliable component
for boosting classification performance, particularly in classifications involving high
variability and visual complexity.

Figure 3 shows a T-SNE visualization of the 2D feature representations between
the ResNet-18 and ResNet-FCH models. This visualization was performed on three
benchmark datasets, and the color of each dot represents the class label. While the
backbone model’s embedding space reveals overlapping class boundaries, the FCH-
based model forms clear and distinct class clusters, improving representation learning in
subsequent tasks. Furthermore, the FCH-based model can capture fine-grained structural
relationships based on the data distribution by constructing a batch-wise graph, making
it suitable for generating more discriminative representations.

Table 5 compares FCH variants for the first 20 epochs on ResNet-18 and ViT-
b/16 backbones, depending on the polynomial degree p. For ResNet-18, RBF-FCH
outperforms the other methods, peaking at 0.858 at p = 3. Att-FCH’s performance
monotonically increases up to p = 5 but then declines. NN-FCH shows the lowest
performance (0.789 at p = 7), and CL-FCH shows high accuracy at p = 1 but then
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Figure 3: T-SNE visualization of feature embeddings.

Backbone Model p = 1 p = 3 p = 5 p = 7 p = 9

ResNet-18

RBF-FCH 0.851 0.858 0.852 0.818 0.816

NN-FCH 0.829 0.824 0.822 0.789 0.797

Att-FCH 0.839 0.843 0.843 0.806 0.806

CL-FCH 0.828 0.826 0.826 0.823 0.820

ViT-b/16

RBF-FCH 0.959 0.932 0.939 0.943 0.939

NN-FCH 0.920 0.891 0.903 0.908 0.895

Att-FCH 0.937 0.905 0.915 0.924 0.911

CL-FCH 0.939 0.937 0.936 0.936 0.929

Table 5: Comparison of FCH methods using ResNet-18 and ViT-b/16 according to

polynomial degree.

declines thereafter. ViT-b/16-based FCNs achieve higher accuracy when compared to
ResNet-18-based FCHs. RBF-FCH is the most robust, reaching 0.959 at p = 1 and
maintaining 0.939 at p = 9. Att-FCH achieved the highest score at 0.924 (p = 7),
and NN-FCH outperformed ResNet-18. Overall, RBF-FCH ensured the most robust
performance over ResNet-18 or ViT-b/16.

5 Conclusions

Conventional deep classifiers typically assume sample independence, ignoring the re-
lational structure vital for robust feature representation. To address this limitation, we
propose FCH, a modular classification head that leverages graph convolution and a
structure-preserving loss to explicitly capture inter-sample dependencies within embed-
ding vectors.
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Experiments demonstrate that FCH integrates seamlessly with diverse backbones, fa-
cilitating end-to-end training via a joint cross-entropy and structure-preserving objective.
When combined with ViT-B/16, FCH achieved higher performance on benchmarks
such as CIFAR-10 and STL-10. Notably, FCH also preserved competitive accuracy
with lightweight backbones such as ResNet-18. These results highlight FCH as a ro-
bust, modular component that effectively integrates relational information across both
resource-constrained and high-performance systemswithout requiringmajor architectural
changes.

Despite its advantages, FCH faces two limitations: sensitivity to batch composi-
tion (size and sampling) and the added computational overhead of graph construction,
which may impact real-time scalability. Future research will focus on mitigating these
constraints, aiming to optimize efficiency and robustness for broader, large-scale appli-
cations.

Code availability

To support reproducibility, we provide an open-source implementation of the proposed
method. The GitHub repository contains the PyTorch source code, datasets, and trained
models used in this study: https://github.com/IDASooinKim/Feature-refinement-Classif
ication-Head_JUCS_2026.
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