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Abstract: Traditional resume screening is manual, slow, and susceptible to bias, and it struggles
to keep pace with today’s application volumes. This paper presents a dual-engine, Al-powered
resume screening system designed for transparency and reproducibility. The primary (classical)
pipeline encodes resumes and job descriptions using Sentence-BERT (SBERT), computes a
resume—job match score via cosine similarity, classifies candidates into 25 job categories using
XGBoost, and provides model interpretability through SHAP. In parallel, a prompted large
language model (LLM) baseline (GPT-40/40-mini) outputs a match score and predicted category
for comparative analysis. A Streamlit-based interface integrates both engines to support recruiter
workflows and human-in-the-loop oversight. Using a dataset of 962 resumes across 25 categories
with an 80/20 stratified split, the system reports standard multi-class performance metrics
(classification report and normalized confusion matrix) for the classical pipeline. At the same
time, an evaluation harness enables the same artifacts for the LLM baseline on sample subsets.
The interface further exposes dataset distribution, top predicted categories, and explanation
widgets (SHAP for the classical pipeline; TF-IDF key-term highlighting for the LLM), while
applying basic PII filtering. Considerations related to fairness, privacy, and deployment drift are
discussed. Comparison with prior SBERT-only systems (e.g., Enhanced Resume Screening using
S-BERT) highlights key contributions: (1) a reproducible SBERT—XGBoost—SHAP
classification pipeline, (2) an LLM comparator with a standardized evaluation template, and (3)
a practitioner-oriented user interface that operationalizes explainability and auditability.
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1 Introduction

The increasing adoption of Artificial Intelligence (AI) and Machine Learning (ML) in
recruitment has significantly transformed the way organizations identify and evaluate
candidates. With the growing volume of applications, manual resume screening
processes are inefficient, error-prone, and susceptible to unconscious bias. Al-powered
resume screening offers a more efficient and equitable alternative by automating
candidate evaluation through intelligent systems [Tambe, 19]. Recent advancements in
transformer-based language models have enabled deeper contextual interpretation of
job descriptions and resumes, improved alignment accuracy while introducing new
considerations regarding explainability and fairness.
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1.1 Al in Recruitment and Industry Trends

Al hiring solutions have progressed from basic keyword-based filters to advanced
semantic models like BERT and SBERT, which are capable of capturing deep
contextual meaning in resumes and job descriptions [Devlin, 19], [Reimers, 19]. These
advancements have significantly improved match accuracy and reduced reliance on
subjective human judgment during the hiring process [Tambe, 19], [Zhang, 21].
However, concerns persist regarding algorithmic transparency, fairness, and
accountability, motivating the integration of responsible and explainable Al practices
[Mitchell, 19], [Binns, 18], [Barocas, 20].

1.2 Real-World Examples of Al in Recruitment

Organizations have incorporated Al at various stages of the hiring lifecycle. LinkedIn
employs Al-driven ranking for recommendation systems [LinkedIn, 22]. IBM Watson
Recruitment analyzes applicant fit through historical performance patterns [IBM, 21].
HireVue uses Al-based video analysis for candidate assessment [HireVue, 20], and
Pymetrics applies cognitive behavioral assessments to evaluate soft skills [Pymetrics,
23]. These systems report measurable gains in screening speed and job match accuracy,
though scalability, ethical transparency, and regulatory constraints remain active
challenges.

1.3  Challenges in AI-Based Hiring

Key challenges include dataset bias, where historically skewed hiring patterns may be
unintentionally embedded into models [Dastin, 18], [Kochling, 20]. Limited
explainability in deep neural architectures can reduce recruiter trust [Mitchell, 19]. And
privacy considerations when processing candidate data at scale. Explainable AI (XAI)
frameworks such as SHAP and LIME provide insights into feature influence and model
behaviour [Lundberg, 17], while human-in-the-loop oversight remains necessary to
maintain fairness and accountability [Barocas, 20].

1.4  Proposed Work and Unique Contribution

This research proposes a dual-engine Al-powered resume screening system designed
to improve efficiency, transparency, and reproducibility in recruitment workflows. The
primary pipeline utilizes Sentence-BERT (SBERT) embeddings to encode resumes and
job descriptions into dense semantic representations [Reimers, 19]. Contextual
relevance between candidate qualifications and job requirements is quantified using
Cosine Similarity [Han, 11], and resumes are classified into one of 25 professional
categories using a multi-class XGBoost model trained on a labeled resume dataset
[Zhang, 21], [Chen, 16]. To support transparency in automated decision-making, SHAP
(Shapley Additive Explanations) is employed to highlight influential resume terms
contributing to classification outputs [Lundberg, 17].

In parallel, an LLM-based baseline (GPT-40/40-mini) is integrated to generate a
comparator match score and predicted job category through instruction-guided
prompting. Because LLM evaluation is non-deterministic and externally hosted, its
explainability is facilitated using a TF-IDF key-term heuristic rather than SHAP. The
classical SBERT—XGBoost pipeline provides reproducible evaluation artifacts,
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including the standard multi-class classification report and normalized confusion
matrix, while a controlled evaluation harness is provided to assess the LLM engine on
sampled datasets.

The entire system is deployed within a Streamlit web interface that enables resume
upload, job description input, model selection, per-resume scoring, top-category
ranking, influential-term explanations, runtime feedback, and summary logging
[Streamlit, n.d.].

The unique contribution of this research lies in the combined operationalization of
(1) SBERT-based semantic alignment, (2) XGBoost classification with transparent
SHAP-driven interpretability, (3) an LLM comparator with standardized evaluation
guidance, and (4) an auditable practitioner-oriented Ul suitable for real-world screening
environments. While prior academic systems, such as Enhanced Resume Screening
Using S-BERT [Nair, 24], apply semantic embeddings for candidate-job matching,
prior approaches do not concurrently integrate semantic matching, supervised
classification, explainability, and LLM-based comparative reasoning within a unified,
open-source deployment framework. This system, therefore, offers a scalable and
ethically aligned alternative to traditional black-box ATS and proprietary hiring
platforms.

The remainder of this paper is organized as follows: Section II presents the related
work and literature review, discussing the evolution of Al-powered recruitment
technologies. Section III details the proposed methodology, including resume
processing, feature extraction, machine learning model training, resume-job matching,
explainability, and Al-powered decision UL Section IV discusses the
implementation/experiment, and Section V the results, followed by Section VI with
future work and conclusion.

2 Literature Review

The demand for efficient and unbiased recruitment processes has driven advancements
in Al-powered resume screening systems. This section reviews the evolution of Al in
recruitment, highlighting developments in NLP, ML, ethical considerations, real-world
applications, and comparative analysis.

2.1 Evolution of Al in Recruitment

The first Al-driven hiring systems were simple keyword-based Applicant Tracking
Systems (ATS) that lacked semantic understanding and often failed to rank candidates
effectively [Tambe, 19]. Over time, Al evolved into cognitive computing models, such
as IBM Watson Recruitment, which uses predictive analytics and deep learning to
enhance resume screening [IBM, 21].

Recent cyber-physical advancements have further refined recruitment
technologies, with Al-driven HR analytics integrating big data and IoT-based hiring
frameworks [Lee, 15], [Rawat, 15]. The SIoT (Social Internet of Things) concept has
also emerged, connecting Al hiring models to digital networks and enabling recruiters
to automate job matching at scale [Atzori, 11].

Al's ability to understand job descriptions and candidate profiles has improved
significantly, particularly with neural networks and transformer-based models [Devlin,
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19], [Mikolov, 13]. These technologies allow automated talent profiling, reducing bias-
prone human decision-making in early hiring stages.

2.2 NLP and Resume Parsing

NLP has played a crucial role in transforming unstructured resume text into structured
insights [Chowdhury, 20]. Earlier resume screening systems used TF-IDF
vectorization, which relied on keyword frequency analysis [GoogleAl, 22]. However,
modern NLP techniques utilize various things. Transformer-based models (BERT,
GPT, Word2Vec) for semantic understanding of resumes and job descriptions [Devlin,
19], [Mikolov, 13]. Additionally, Named Entity Recognition (NER) to extract
structured information such as names, job titles, skills, and years of experience [Zhang,
21]. Modern semantic search algorithms and comparative evaluations across classifiers
have demonstrated the limitations of keyword-matching and the need for contextual
understanding [Fernandez, 14], [Reimers, 19].

Furthermore, multilingual NLP systems are now being deployed to support global
hiring by processing resumes in multiple languages [Chowdhury, 20]. This
development is particularly significant for remote hiring and cross-border recruitment
platforms.

2.3  Machine Learning Models for Resume Screening

Machine Learning (ML) has significantly enhanced Al-driven hiring by improving
candidate-job matching accuracy. Some of the most widely used models, such as
Random Forest and XGBoost, are used for ranking candidates based on historical hiring
data [Zhang, 21]. Support Vector Machines (SVM) are applied in classification tasks
such as screening high-potential candidates from large applicant pools [GoogleAl, 22].
Deep Learning Models are neural networks that analyse patterns in hiring success to
predict long-term employee performance [Devlin, 19], [Mikolov, 13], [Chen, 16]. In
earlier academic approaches, Bayesian Networks were explored for probabilistic
modelling of candidate features and job suitability scores [Ben-Gal, 07], [Pearl, 11],
but they were limited by scalability and feature engineering complexity. Al-powered
recommendation systems have also emerged, particularly in platforms like LinkedIn
and Google Al Hiring, where ML-based scoring models assign match percentages
between job seekers and openings [LinkedIn, 22], [GoogleAl, 22].

2.4  Ethical Considerations in AI Hiring

Al systems can unintentionally reinforce existing hiring biases when models inherit
patterns from skewed historical datasets [Dastin, 18], [Kdchling, 20]. The well-known
discontinuation of Amazon’s Al hiring tool highlights the risk of gender-based bias in
automated screening [Dastin, J. 18].

Explainability remains a key requirement for recruiter trust. Explainable Al (XAI)
frameworks such as SHAP and LIME provide visibility into how model features
influence predictions [Lundberg, 17], [Binns, 18].

Furthermore, blockchain-based verification and regulated data governance
frameworks are being explored to improve credential transparency and reduce privacy
concerns [Huang, 21].
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2.5 Real-World Applications and Impact

Companies integrating Al into hiring have reported major efficiency gains, such as
LinkedIn using Al-based job recommendations and profile ranking for recruiters
[LinkedIn, 22]. IBM Watson Recruitment employs cognitive computing for candidate
assessment [IBM, 21]. HireVue has implemented Al-driven video interviews,
analysing facial expressions, tone, and verbal cues [HireVue, 20]. Pymetrics uses
neuroscience-based hiring assessments to evaluate soft skills and cognitive abilities
[Pymetrics, 23]. Studies show Al hiring tools have reduced hiring time by 50% and
improved job fit accuracy by 40% [Tambe, 19].

2.6  Comparative Analysis

Table 1 shows the comparative analysis between the most related work (Enhanced
Resume Screening for Smart Hiring Using Sentence-Bidirectional Encoder
Representations from Transformers (S-BERT) [Nair, 24]) and our proposed Al-
Powered Resume Screening System.

Related Work (Enhanced
Resume Screening for
Smart Hiring Using Proposed System
Feature Sentence-Bidirectional (AI-Powered Resume
Encoder Representations | Screening System)
from Transformers (S-
BERT) [Nair, 24))
SBERT [Reimers, 19]
. . (Classical Pipeline) +
i/fé’éirlmc Embedding SBERT GPT-4o/40-mini
Prompt-Driven (LLM
Comparator)
Similarity Metric Cosine Similarity Cosine Similarity
[Han, 11]
Classification Algorithm | Not Included XGBoost [Chen, 16]
Instruction-prompted
LLM-Based Evaluation Not Included GPT-40/40-mini for
Engine Match Score + Job
Category Comparator
SHAP for Classical
Model Transparency
Explainability Method | Not Included {LD%ngzgr_%eﬂ *TE-
Heuristic for LLM
Explainability.
Education/Experience . spaCy NER + Regex
Extraction i Not specified [spaCy, n.d.]
Classification Report
Evaluation Artifacts Not Available + Normalized
Confusion Matrix
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(Classical) +
Controlled LLM
Evaluation Harness
(TPM-Aware).

Deployment Platform

Not specified (offline, PDF
to Excel processing)

Streamlit Web
Interface [Streamlit,
n.d.]

User Interaction

Not Mentioned

Real-Time Resume
Upload, Job
Description Input,
Match Score, Top
Categories, SHAP &
LILM Key-Terms.

Transparency

Not Open Source

Fully Open Source

Customizability

Limited / Not discussed

Fully Customizable
(Model Retraining,
Threshold Control,
XAI Parameters)

Use Case

Resume Ranking (based on
cosine similarity)

Resume Screening +
Semantic Matching +
Multi-Class Category
Prediction +
Explainable Al

Speed & Efficiency

0.233 sec per resume, 90%
accuracy (on 223 resumes)

Real-time scoring
(~0.1-0.4 sec resume)
+ Reproducible ML
Metrics

Bias Mitigation
Discussion

Mentioned as future work

Integrated
Explainability +
Human-Oversight
Workflow + PII
Filtering

Scalability / Practical
Deployment (New)

Not addressed

Supports Offline Local
Mode + Cloud-Hosted
API Mode (LLM
Comparator).

Table 1: Comparative Analysis of Resume Screening Approaches: The Most Related
Work vs. Proposed System

3 Methodology

The proposed system is designed as a dual-engine resume screening framework that
integrates Natural Language Processing (NLP), Semantic Text Embeddings, Machine
Learning (ML), Explainable AI (XAI), and Large Language Model (LLM) reasoning
within a unified web-based interface. Unlike traditional resume screening models that
rely on a single prediction pipeline, the system separates explainable supervised
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classification from heuristic LLM-based reasoning, thereby ensuring both
reproducibility and interpretive flexibility. The methodology is divided into multiple
sequential processing layers, beginning with input acquisition, followed by resume text
normalization, feature representation, and finally bifurcated inference pathways with
corresponding interpretability boundaries. The subsequent subsections describe each
component of the methodology as visualized in Figure 1.

Al-Powered Decision Ul Resume Processing Layer
(streamlit Web Interface) * Text extraction (pdfplumber, python-docx) Feature Extraction Layer
* Upload resume & JD « Clean text (NLTK) - * SBERT embeddings (all-MiniLM-L6-v2)
« Mode select (Classical / LLM) * Named entity recognition (spaCy)

L |

Branch A — Classical Engine Branch B — LLM Baseline
(SBERT -» XGBoost) (GPT-40 / GPT-d0-mini)
— SHAP explainability — TF-IDF transparency (no SHAP)

| J

Training & Evaluation LLM Screening
* 80/20 stratified split * Resume + JD prompt
* XGBoost classifier « JSON output parsing

l l

Explainability (XAl Transparency (Heuristic)
* SHAP (global + local) over embeddings « TE-IDF key terms only
« TF-IDF terms (human-readable) (no SHAP on LLM )

l |

Outputs (LLM Baseline)
« Match score (0-1) + predicted categon
+ Optional: sample-based classification report
& normalized confusion matrix

— ==

UI Display Elements
Ethics & Governance + Resume match score
+ Human-in-the-loop « Predicted category / prob.
* Bias & transparency awareness * SHAP (Classical)
+ Reproducibility vs AP dependency « TF-IDF key terms (both)
* Reports & confusion matrices

Outputs (Classical)
« Predicted category + probability
+ Classification report & normalized confusion matrix

—

Figure 1: Methodology Diagram

3.1  Al-Powered Decision UI (Streamlit Web Interface)

The screening workflow begins with a Streamlit-based web interface that enables
recruiters to upload resumes in PDF or DOCX format and optionally provide a job
description (JD). The interface presents a mode selection option where the user can
choose either the Classical Engine or the LLM Baseline Engine, depending on their
preferred level of transparency or reasoning flexibility. All resume and JD data are
processed locally within the runtime session, ensuring privacy and preventing external
storage of personal information. This interface acts as the control layer through which
inputs flow into subsequent processing stages.

3.2  Resume Processing Layer

The resume processing layer handles text extraction and basic parsing. Resumes in .pdf
and .docx formats are parsed using ‘pdfplumber’ and ‘python-docx’, respectively.
Named Entity Recognition (NER) is applied using spaCy to extract structured
information from years of experience [spaCy, n.d.]. Also, my logic and regex have been
used to extract education. Additionally, NLTK is partially used to filter out irrelevant
tokens and known first “names” and “stopwords” [NLTK, n.d.]. The following are
examples of how it works.
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3.2.1 Text Extraction

Pdfplumber was used to extract text from PDF resumes and python-docx to extract text
from DOCX resumes. These libraries scan the resume file and extract paragraph-level
plain text, ignoring formatting, fonts, and layout. Table 2 shows the text extraction from
a DOCX resume.

A DOCX resume contains After extraction

“John Doe extracted text = "John Doe Email:
Email: john.doe@example.com john.doe@example.com Experience: 3
Experience: 3 years as a Software | years as Software Engineer Education:
Engineer Bachelor of Technology in Computer
Education: Bachelor of Technology in | Science"

Computer Science”

Table 2: Text Extraction from DOCX Resume

3.2.2  Name Entity Recognition (NER)

I use spaCy's pre-trained NLP pipeline to identify relevant entities like Years of
Experience. Our own logic and regex have been used to extract Education Degrees
(e.g., B.Sc., M.Sc., MBA). I apply regular expressions and spaCy’s entity tags to extract
structured fields. Table 3 shows the text extraction from a resume by using regular
expressions and spaCy’s.

Extracted Information Technique Used Example Output
Education level (B.Sc., M.Sc., | spaCy NER + Regex “Bachelor of
MBA, etc.) Pattern Matching Science in
Computer
Science” —
label: Bachelor
Years of Experience spaCy NER (DATE) + “2016-2021” —
Custom Rules 5 years
experience

Table 3: Text Extraction using regular expressions and spaCy’s

3.2.3 NLTK Usage

In this layer, the main goal is to extract clean, meaningful information from resumes.
NLTK is used to filter out personal names from influential words and remove
“stopwords” that are not meaningful for classification (e.g., "the", “and”, "is") [NLTK,
n.d.]. This helps in cleaning the text, ensuring that only relevant, non-trivial words are
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passed on to feature extraction and explainability. Table 4 shows the NLTK
technologies used in this project.

NLTK Component Purpose Code Line
nltk.corpus.names.words() Identify and exclude
personal names (like Used in
"John", "Emma") name list
nltk.corpus.stopwords.words(‘english') | Remove common Used in
stopwords (like “a”, stop_words
“the”, “is”)

Table 4: NLTK Technologies Used

3.3  Feature Extraction Layer

After the resume text is cleaned and structured through the preprocessing steps, the
system converts it into a semantic vector representation to support meaningful
comparison and classification. This is achieved using Sentence-BERT (SBERT), a
transformer-based embedding model that generates context-aware sentence-level
embeddings. Unlike classical keyword-based or TF-IDF representations, SBERT
captures semantic similarity between professional expressions, technical terminology,
and experience statements [Devlin, 19; Reimers, 19]. The feature extraction process
begins by segmenting the resume into informative textual components such as job titles,
role descriptions, responsibilities, certifications, and technical skill phrases. These
segments are passed through the pre-trained SBERT model (all-MiniLM-L6-v2), which
encodes each segment into a dense vector of 384 dimensions, where each dimension
reflects latent semantic attributes. This transformation enables the system to recognize
equivalency across varied phrasing styles—for example, understanding that “CI/CD
pipeline automation” and “software deployment workflows” refer to similar technical
competencies.

The resulting SBERT embeddings form the uniform feature representation shared
by both downstream model branches:

Branch A (Classical Engine): The embeddings serve as direct inputs to the
XGBoost classifier, which learns to map semantic skill profiles to specific job
categories. This ensures deterministic performance, reproducibility, and a clear
mathematical decision boundary.

Branch B (LLM Baseline Engine): The embeddings support term importance
extraction, enabling the system to highlight influential skill terms during the LLM-
based reasoning process. Here, embeddings are used in conjunction with TF-IDF
weighting to create a human-interpretable transparency layer, compensating for the
inherent opacity of LLM outputs.

By using SBERT embeddings as the shared backbone for both engines, the system
ensures fair comparison, reduces dependency on explicit keyword overlap, and
maintains meaningful semantic alignment between the resume and the job description.
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This improves robustness against stylistic differences in resume writing, which has long
been a challenge in automated hiring systems [Zhang, 21; Chowdhury, 20].

Table 5 shows how SBERT Embedding works step by step.

Step

Input/Action

QOutput

1. Resume Text

"Experienced DevOps
Engineer with 5+ years in
AWS, Docker, Jenkins,
and CI/CD automation."”

Raw resume sentence

2. SBERT Model

Use pre-trained SBERT
model (all-MiniLM-L6-
v2)

The model processes the
sentence

3. Tokenization

The sentence is broken
down into tokens:
['Experienced', 'DevOps',
'Engineer’, ..., 'CI/CD']

Tokens (processed with
positional/contextual
encoding)

4. Embedding Generation

SBERT encodes the
entire sentence, capturing
meaning and context

A dense vector (e.g., 384-
dimensional)

5. Example Vector
Output

[0.142,-0.085, ..., 0.312]

Semantic embedding
(vector) represents the
whole sentence

6. Use in Downstream
Engines

The embedding is
forwarded to Branch A
(XGBoost classification)
and Branch B (LLM
transparency &
comparison)

Shared semantic
representation used for
both Classical Engine
and LLM Baseline
Engine

Table 5: SBERT Embeddings Work (Shared by Both Engines)

3.4  Branch A: Classical Explainable Engine

Branch A represents the deterministic and fully explainable decision-making path in
the system. In this branch, the resume text is first converted into SBERT embeddings,
which provide a dense, semantically meaningful representation of skills, experience,
and professional context. These embeddings are then passed through a supervised
machine learning classifier to produce a prediction of the job category. Unlike the
LLM-based branch, which generates reasoning dynamically and may produce non-
reproducible outcomes, the Classical Explainable Engine produces consistent outputs
for the same inputs. This determinism is essential in hiring environments, where
fairness reviews, audit logs, and explainability are required for ethical and regulatory
compliance. The branch is therefore designed not only for predictive performance but
also for transparency and accountability, allowing recruiters and decision-makers to
understand the reasoning behind the system’s outputs rather than accepting them as
opaque decisions [Mitchell, 19; Koéchling, 20].
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3.4.1 XGBoost Classification

Once the SBERT embeddings are generated, they are input into an XGBoost classifier,
a gradient-boosted decision tree model known for its strong performance in high-
dimensional text-based learning tasks [Chen, 16; Fernandez, 14]. XGBoost operates
through iterative boosting, where each new tree learns to correct the errors of the
previous trees. This approach allows the classifier to capture subtle distinctions in
career-related language, such as differentiating cloud engineering profiles from
DevOps-focused roles or separating general backend development from specialized
data-oriented roles. The training process is conducted using an 80/20 stratified split to
ensure that all job categories are proportionally represented in both training and testing
sets, reducing the risk of class imbalance skewing the model’s performance [Zhang,
21]. After training, the model outputs both a predicted job category and a probability
distribution that reflects the degree to which the resume aligns with each category. This
probability distribution is particularly valuable, as it allows recruiters to see ranked
alternatives rather than a single forced classification, thereby supporting nuanced
human decision-making rather than replacing it [Tambe, 19]. Table 6 shows the Dataset
used for training the XGBoost Classifier.

Category Resume (Sample Excerpt)

Data Science "Skills:  Python, pandas, NumPy,
Machine Learning, SQL..."

Software Engineer "Experience in Java, Spring Boot,
Microservices, AWS..."

Data Science "Worked on Deep Learning, NLP,
TensorFlow, and Keras..."

Web Developer "Expert in HTML, CSS, JavaScript,
React.js, and Node.js..."

Cybersecurity "Certified Ethical Hacker (CEH),
experience with SIEM tools..."

Al Engineer "Building AI models for predictive
analytics using PyTorch..."

DevOps Engineer "Experience with Kubernetes, Docker,
Jenkins, CI/CD pipelines..."

Product Manager "Led agile teams to develop SaaS-based
web applications..."

Network Engineer "CCNA certified, expertise in routing,
switching, and firewalls..."

Business Analyst "Proficient in Power BI, Tableau, and
SQL for data-driven decisions..."

Table 6: Dataset Used for Training (Applicable to Classical Engine Only)

Table 7 shows how XGBoost Classifier works step by step.
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Step | Action Technology /Method Purpose

1 Input Numerical features Resume text is
Embeddings (vectors) transformed into
from SBERT numerical form (already

done by SBERT)

2 Assigning LabelEncoder e.g., "DevOps" — 0, "Data
Numeric Job Science" — 1, etc.
Categories

3 Train-Test Split | train_test split() Separate the data into
(80/20) training and testing for

evaluation

4 Train XGBoost XGBClassifier() Learns how to classify
Classifier based on the embeddings

and labels

5 Boosting: Build | Gradient Boosting Each tree improves the
trees sequentially previous one by

minimizing classification
error

6 Test the model model.predict(X_test) Check how well the model
on unseen data generalizes

7 Evaluate Model | classification report() Returns Accuracy,
Performance Precision, Recall, F1-score

Table 7: XGBoost Classifier Work (Applicable to Classical Engine Only)

3.4.2 SHAP Global Explanation

To ensure that the classification process is not only accurate but also transparent, the
Classical Engine incorporates SHAP (SHapley Additive Explanations) to provide
global interpretability of the trained model [Lundberg, 17]. The global SHAP analysis
examines how each semantic dimension of SBERT embedding contributes to the
model’s decisions across all resumes. Because SBERT embeddings encode conceptual
meaning rather than raw keywords, the SHAP global explanation reveals which
underlying semantic themes the model considers most influential, for example,
collaboration and tooling terminology associated with software development, statistical
programming terminology associated with data analysis, or deployment and
orchestration terminology associated with DevOps work. This system-level visibility
allows HR teams and oversight committees to assess whether the model’s behavior
aligns with hiring criteria, organizational competency frameworks, and fairness
guidelines. It also makes it possible to detect biases early, before deployment at scale,
which is essential in sensitive screening contexts where automated systems may
unintentionally reinforce historical bias patterns [Barocas, 20; Binns, 18].

3.43 SHAP Local Explanation

In addition to model-wide transparency, the system applies SHAP to provide
explanations at the individual resume level. Local SHAP explanations identify which
specific semantic signals in a candidate’s resume increased or decreased the likelihood
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of assigning a specific job category. These contributions are calculated directly on the
SBERT embedding and then translated into human-readable key terms using TF-IDF
weighting. As a result, explanations take the form of meaningful statements, such as
noting that terms related to Kubernetes and container orchestration contributed
positively toward a DevOps classification, or that limited evidence of statistical
modeling terminology reduced the likelihood of classification as a Data Scientist. This
local explanatory capacity supports human-in-the-loop decision-making, enabling
recruiters to verify, question, or refine screening outcomes. It also allows the system’s
recommendations to be ethically accountable and understandable, rather than
functioning as opaque predictions [Kdchling, 20; Mitchell, 19]. In doing so, Branch A
provides both the predictive capability of modern machine learning and the
interpretability required for responsible Al adoption in hiring environments.

3.4.4 Classical Output Layer

Once the XGBoost classifier has generated the predicted job category, the system
outputs both the assigned class label and the associated probability distribution across
all available job role categories. This probability distribution offers insight into the
model’s confidence, enabling recruiters to evaluate cases where multiple job roles may
appear conceptually similar. The classical engine produces additional model
performance outputs, including accuracy, precision, recall, and Fl-score, which
describe how effectively the classifier distinguishes between different job categories.
A normalized confusion matrix is also generated to visualize misclassification patterns
and identify job categories that share overlapping skill sets or professional terminology.
These performance outputs are not interpreted within the methodology section but are
reported and analysed in detail in the Results and Evaluation section to demonstrate the
effectiveness and reliability of the classical engine.

3.5 Branch B: LLM Baseline Reasoning Engine

The second branch of the system leverages a Large Language Model (LLM) to evaluate
resumes through contextual reasoning rather than statistical classification. While the
classical engine prioritizes determinism, reproducibility, and explainability, the LLM
baseline is designed to approximate the flexible judgment of a human recruiter by
interpreting the resume and job description as natural language. This approach enables
the system to handle resumes that differ significantly in style, formatting, and narrative
expression — a scenario where traditional feature-based models may struggle. By
evaluating how a candidate’s experience conceptually aligns with job requirements, the
LLM branch provides semantic depth and interpretive nuance that complements the
precision of the classical model [Tambe, 19; Chowdhury, 20]. However, due to the
opaque internal reasoning of LLMs, this branch uses a transparency heuristic rather
than full explainability, situating it as a supportive decision aid within a human-in-the-
loop hiring workflow.

3.5.1 LLM Baseline Model

In this branch of the system, resume screening is performed using a Large Language
Model (LLM) such as GPT-4.0 or GPT-40-mini. Unlike the classical engine, which
relies on statistical learning through XGBoost, the LLM-based branch uses natural
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language reasoning to determine how well a resume aligns with a given job description.
The resume and job description are interpreted as free text, allowing the model to
identify semantic and contextual relationships that may not be explicitly stated. This
form of reasoning can understand narrative descriptions of experience, role duties, and
transferable skills in a way that resembles human recruiter judgment [Tambe, 19;
Chowdhury, 20]. The LLM baseline, therefore, provides more flexible comprehension,
particularly when resumes vary widely in structure, style, and terminology.

3.5.2 LLM Screening Process

The screening process in this branch begins by constructing a structured evaluation
prompt that contains the candidate’s resume text alongside the job description. The
prompt instructs the LLM to assess alignment based on relevance of skills, professional
experience, and domain suitability. The LLM then generates a structured output
containing a similarity score between 0 and 1 and a predicted job category selected
from the predefined taxonomy used in the classical engine. This prediction is returned
in JSON format and parsed into the system for downstream display. The model’s
inference is non-deterministic and influenced by prompt phrasing and internal sampling
behaviour, making this branch better suited for interpretive support rather than
deterministic decision-making [Binns, 18; Barocas, 20].

3.5.3 Transparency Layer (TF-IDF Heuristic)

Due to the opaque nature of LLM reasoning, traditional SHAP-based interpretability
cannot be directly applied because the model does not operate on fixed embedding
dimensions accessible during inference. Instead, a transparency heuristic based on
Term Frequency—Inverse Document Frequency (TF-IDF) weighting is used to extract
human-readable key terms from both the resume and job description. TF-IDF highlights
the most informative terms that differentiate the resume from general language patterns,
thereby approximating the semantic cues that likely guided the LLM’s reasoning
[Mikolov, 13]. This transparency mechanism does not attempt to reverse-engineer
internal model decisions but rather provides recruiters with interpretable signals
grounded in the textual content itself. It serves as a lightweight explanation approach
aligned with fairness and auditability expectations in Al-assisted hiring workflows
[Mitchell, 19; Kochling, 20].

3.5.4  Outputs (LLM Baseline)

The final output of the LLM branch consists of two components: a similarity score
representing the strength of the match between the resume and job description, and a
predicted job category selected by the LLM. If desired, the system can additionally
evaluate the LLM’s predictions across a labeled dataset to generate a sample-based
classification report and a normalized confusion matrix. However, because LLM
operates through reasoning rather than parameterized model training, these evaluation
metrics reflect approximate alignment rather than deterministic performance. Thus, this
branch is intended as a supportive interpretive tool that complements the classical
engine, enabling human-in-the-loop review while avoiding over-reliance on non-
transparent automated decision-making [Tambe, 19; LinkedIn, 22].
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3.6 Resume-Job Matching layer (Shared Across Both Engines)

After both the Classical Explainable Engine (Branch A) and the LLM Baseline Engine
(Branch B) produce their predicted job category outputs, the system applies a resume—
job matching layer to quantify how closely the candidate aligns with the specific job
description provided by the recruiter. This layer ensures that the system does not rely
solely on categorical classification outcomes but also incorporates semantic proximity
between the resume and the target job role, supporting a more nuanced screening
process.

This matching process uses Sentence-BERT (SBERT), a Siamese network-based
embedding model capable of generating dense semantic vector representations of text
[Reimers, 19; Devlin, 19]. Unlike keyword-based similarity scoring, which may
overlook conceptual meaning, SBERT embeddings capture contextual and skill-level
semantics, allowing the system to recognize similarities even when different
terminology is used (e.g., “CI/CD automation” and “DevOps deployment pipelines”).
Both the resume text and the job description text are converted into 384-dimensional
SBERT vectors in a shared semantic space.

Once embedded, cosine similarity is applied to compute the degree of alignment
between the resume and the job description [Han, 11]. The resulting similarity score
ranges from 0 to 1, where: > 0.75 — Highly Relevant Match, 0.50-0.74 —
Moderate Match, <0.50 — Low or Weak Match

This scoring provides practical interpretability for recruiters, helping to distinguish
between strong and weak candidate fits independently of classification category. The
computed match score is displayed alongside the predicted category, SHAP feature
explanations (Branch A), or TF-IDF transparency indicators (Branch B) within the user
interface, supporting human-in-the-loop decision-making practices recommended in
fair and accountable Al recruitment systems [Mitchell, 19; Binns, 18; Kochling, 20].
Table 8 shows the Resume—Job Matching function using SBERT embeddings and
cosine similarity.

Step | Operation Technology / Function Purpose

1 Get plain text | extract text() Extract readable
from the text from
uploaded PDF/DOCX
resume resume

2 Get job st.text_area() (Streamlit) Recruiter-
description provided job role
input description

3 Convert get_cached embeddings(resume text) | Generate
resume text — SBERT semantic
to a vector embedding of
(embedding) resume

4 Convert job get_cached embeddings(job_desc) — | Generate
description to | SBERT semantic
a vector embedding of job
(embedding) description
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5 Compare cosine_similarity() Compute

both vectors semantic
similarity score

6 Return a Numeric output Represents
score degree of match
between 0
and 1

7 Display score | Streamlit st.write() Communicate
+ matching match level and
level meaning

Table 8: Resume—Job Matching function using SBERT embeddings and cosine
similarity

SBERT (Sentence-BERT) converts entire sentences or paragraphs (like a resume)
into a dense numerical vector that captures semantic meaning (not just keyword
presence). Example: Resume: "Experienced Python backend developer"— SBERT —
[0.13,-0.42,0.58, ..., 0.01] (768-dimensional vector).

Once we have two vectors: resume_embedding = [0.13, -0.42, ..., 0.01] and
job_embedding = [0.14, -0.41, ..., 0.02], Cosine Similarity checks how close the two
vectors are in direction (not magnitude) and gives a score between 0 and 1, where 1 =
is a perfect semantic match and 0 = means unrelated. Figure 2 shows a snippet of code
for the Resume-Job Matching layer.

v
match_resume_with_job(resume_text, job_desc):

job_desc.strip():
h

resume_embedding = get_cached_embeddings(resume_text)
job_embedding = get cached_embeddings(job_desc)
v

return cosine_similarity(resume_embedding.reshape(1, -1),
job_embedding.reshape(1, -1))[e][e]

v

Figure 2: A code snippet for Resume-Job Matching

3.7  UI Output Display Layer

The final stage of the system presents screening results through a Streamlit-based user
interface, designed to support recruiter decision-making without replacing human
judgment. The interface consolidates outputs from both the Classical Explainable
Engine (Branch A) and the LLM Baseline Engine (Branch B), allowing the user to
compare results under different transparency modes. Users may toggle between engines
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at runtime using the model selection panel, enabling flexible evaluation of candidate
suitability.

For each uploaded resume, the interface displays the predicted job category, the
resume—job match score, and descriptive feature insights. In the Classical Engine mode,
the interface renders SHAP global and local explanations, visualizing which semantic
embedding dimensions and corresponding human-readable key terms contributed most
to the classification. These visual explanations are accompanied by a textual list of top
influential keywords derived through TF-IDF term mapping, providing a clear
interpretation of the model’s internal reasoning.

In contrast, the LLM Baseline Engine presents a heuristic transparency summary,
showing the primary skills and role indicators extracted through prompt-based
reasoning. A match score (0-1) is also displayed, indicating the semantic alignment
between the resume and job description. Optionally, users may request dataset-level
evaluation summaries, which generate classification reports and normalized confusion
matrices for either engine. These reports allow users to assess performance consistency
across job categories, identify areas of overlap, and evaluate the interpretability and
reliability of each engine in real usage contexts.

Overall, the UI Output Display Layer supports clarity, interpretability, and human
oversight, ensuring that automated predictions remain reviewable and traceable before
any hiring decisions are made.

3.8 Ethics and Limitations

Because resume screening systems operate in a high-impact employment context, the
design of this system prioritizes responsible use and transparency. The system follows
a human-in-the-loop framework, where automated outputs support but do not replace
recruiter judgment. All screening recommendations are positioned as assistive insights
rather than final determinations, ensuring compliance with ethical hiring practices that
require human evaluation of candidates [Mitchell, 19; Tambe, 19].

The Classical Explainable Engine offers transparent reasoning through SHAP-
based explanations, which expose how semantic features influence predictions.
However, because embedding dimensions are not inherently interpretable, TF-IDF
mapping is used to convert latent semantic signals into meaningful natural-language
key terms. This interpretability approximation provides practical clarity, but it may not
fully capture the complexity of linguistic nuance in candidate resumes.

The LLM Baseline Engine presents additional limitations. While GPT-based
models demonstrate strong semantic reasoning and context-aware inference, their
decision processes are not fully observable, making them unsuitable as primary
decision drivers in regulated HR decision environments [Ko6chling, 20]. To mitigate
opacity, Branch B is restricted to heuristic feature summaries and match scoring, with
explicit warnings advising against sole reliance on LLM predictions for hiring
determinations.

The system may also inherit biases present in training data. Although personally
identifying information is removed and job categories are balanced where possible,
representation biases in real-world job markets may still influence model behavior
[Dastin, 18]. To address this, the interface includes an Ethics Notice reminding users to
avoid candidate exclusion based on automated ranking and to consider socio-technical
factors not captured within resume text.
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In summary, the system is designed to provide fair, explainable, and auditable
resume screening assistance, but it must be deployed as an evaluation support tool, not
a replacement for expert human hiring judgment.

4 Implementation/Experiments

The proposed dual-engine resume screening system was implemented using Python
(v3.11) as the primary development language. The implementation integrates Natural
Language Processing (NLP), semantic text embeddings, explainable machine learning,
and large-language-model reasoning into a single interactive application accessed via a
web-based interface.

The system was developed in a modular architecture to maintain clarity,
extensibility, and traceability. Each processing stage—from resume parsing to
classification and interpretability—was encapsulated in dedicated functions, enabling
transparent debugging and reproducibility of results. The final application was
deployed using Streamlit, allowing real-time model inference and interactive decision
support without requiring users to run code or handle model dependencies manually.

4.1 Software Components and Tooling

The implementation uses a combination of open-source Python libraries. pdfplumber
and python-docx were used to extract raw text from uploaded PDF and DOCX resumes,
preserving sentence structures where possible. spaCy and custom regular expressions
were applied to identify named entities such as academic degrees, years of experience,
and institutional affiliations. Non-informative words were removed using NLTK
stopword filtering to prevent noise from influencing feature extraction or
interpretability signals.

Feature representations were generated using Sentence-BERT (SBERT),
specifically the all-MiniLM-L6-v2 model, which converts resume text into 384-
dimensional semantic embeddings. These embeddings form the shared representation
space for both inference pathways—Classical Explainable Engine and LLM Baseline
Engine—ensuring consistent semantic alignment across the system.

For classification tasks in the Classical Engine, XGBoost was used to train a multi-
class classifier on the semantic embeddings. SHAP was integrated for global and local
explainability to reveal feature contribution patterns. The LLM Baseline Engine used
either GPT-40 or GPT-40-mini, accessed through controlled prompting. To support
transparency in the LLM pathway, TF-IDF weighting was applied to extract
interpretable skill terms from the resume text for human-readable justification.

The web interface, built using Streamlit, provides upload controls, model selection,
match scoring visualization, explainability display, and ethical warnings, ensuring a
seamless interaction workflow for recruiters.

Key Python libraries and tools used in the project are included in Table 9.

Library / Tool Usage

pandas, numpy Data handling, matrix operations, and
dataset processing

pdfplumber, python-docx Extract text from PDF and DOCX
resumes
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spaCy (NER) + Regex Identify education, experience duration,
and structured resume details

NLTK Remove personal names and high-
frequency stopwords

sentence-transformers (SBERT) Generate  semantic  sentence-level
embeddings

XGBoost Train multi-class classification model
for job category prediction

SHAP Compute global and local feature
contribution explanations

scikit-learn Label encoding, train-test splitting,
evaluation metrics

Visual Studio Development Environment/IDE

Streamlit Building and deploying the interactive
web dashboard

Table 9: Python libraries and tools used in the project

4.2  Dataset and Experimental Setup

The dataset used for model training consisted of 962 labeled resumes, covering 25
professional job categories, such as Software Engineer, DevOps Engineer, Al Engineer,
Product Manager, and Business Analyst. Labels were assigned based on job titles and
validated job descriptions. The dataset was balanced as uniformly as possible to reduce
class-level prediction bias during training.

The dataset was split into an 80/20 train-test configuration. During
experimentation, the Classical Engine was trained iteratively to tune XGBoost
hyperparameters such as tree depth, learning rate, and boosting stage count. The LLM
Baseline Engine was evaluated without training, using interpretive reasoning through
prompting.

Performance metrics, including accuracy, precision, recall, Fl-score, and
confusion matrices, were computed for both engines and later analyzed in the Results
section.

4.3  Deployment Workflow

The final system was deployed as a self-contained web application. All resume text
processing, classification inference, SHAP explainability, and LLM reasoning were
executed locally at runtime, ensuring that no resume content or personal information
was transmitted to external servers. This supports the ethical design requirement for
privacy-preserving candidate evaluation in HR environments.

5 Results

The proposed dual-engine resume screening system was evaluated using the dataset
described in the methodology, consisting of 962 labelled resumes across 25 job
categories. The evaluation examined not only the accuracy of classification but also the
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interpretability, transparency, and semantic match quality between candidate resumes
and job descriptions. All results were generated through the Streamlit-based graphical
interface, allowing real-time inspection of classification outcomes, confidence levels,
and feature explanations.

5.1  Classical Explainable Engine Results

The Classical Explainable Engine (SBERT — XGBoost — SHAP) produced
deterministic job category predictions with consistent performance across job classes.
When a resume was submitted, the system first generated SBERT embeddings and
passed them to the trained XGBoost classifier, producing a predicted job role along
with a probability distribution across all categories. This probability distribution
enabled ranked interpretation of role suitability rather than forcing a single categorical
outcome, which is particularly useful where job roles share overlapping technical
competencies (e.g., DevOps Engineer, Cloud Solutions Architect, Network Security
Engineer).

To evaluate classification performance, the system generated a classification report
summarizing precision, recall, Fl-score, and class support values. Additionally, a
normalized confusion matrix was produced to visualize areas of correct and incorrect
classification. Figure 3 shows the Classification Report and Figure 4 shows Normalized
Confusion Matrix for the Classical Engine.

il Classification Report

0.9948 0.9948 0.9948 0.9948

Figure 3: Classification Report for the Classical Engine
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Confusion Matrix (Normalized)

Normalized Confusion Matrix

True Label

Predicted Label

Figure 4: Normalized Confusion Matrix for the Classical Engine

5.2  SHAP-Based Explainability of the Classical Engine

A central objective of the system was to ensure interpretability and auditability of the
Classical Engine’s predictions. To accomplish this, SHAP (Shapley Additive
Explanations) was applied to analyze the contribution of each embedding dimension to
the model’s decisions.

5.2.1  Global SHAP Interpretations

The global SHAP explanation examined feature importance across the entire dataset. It
identified which semantic dimensions (skills, toolsets, domain terminology) influenced
classification boundaries consistently across all resumes. Figure 5 presents the global
SHAP explanation, summarizing the overall feature importance across the entire
dataset and indicating which semantic dimensions most strongly influence the
classifier’s decisions.
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@ SHAP Global Explanation (Classical Model)
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Figure 5: Global SHAP Explanation for Classical Model (Mean Contribution of
Embedding Dimensions)

5.2.2  Local SHAP Interpretations

Additionally, the system provided resume-specific (local) SHAP explanations to show
why a particular resume was classified into a given job category. Features that increased
the probability for the predicted category appear as positive contributions, while those
that decreased confidence appear as negative contributions. Figure 6 presents the local
SHAP explanation for an individual resume, illustrating the feature contributions
influencing the model’s predicted job category.
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SHAP Local Explanation for This Resume (Predicted
Class)
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Figure 6: Local SHAP Explanation for a Single Resume Prediction
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5.2.3 Human-Readable SHAP Term Mapping

Because SBERT embeddings are numerical, SHAP results were mapped back to
human-readable skill terms using TF-IDF weighting, producing a list of influential key
phrases for each classification. This supports transparency for HR reviewers. Figure 7
shows Human-Readable Feature Insights (XAI — Classical Model).

Q@ Human-Readable Feature Insights (XAl — Classical
Model)

* software (score=0.3364), applications (score=0.2243), cloud (score=0.2243), development
(score=0.2243), java (score=0.2243), apis (score=0.1682), aws (score=0.1682), js (score=0.1682)

Figure 7: Human-Readable Feature Insights Mapped from SHAP to TF-IDF Key
Terms

Figure 7 translates the highest-impact embedding dimensions into meaningful
human-interpretable keywords using TF-IDF weighting. This mapping enables HR
reviewers to understand which semantic concepts (e.g., “software,” “cloud,” “AWS,”
“applications”) influenced the model’s decision, bridging the gap between numerical
feature importance and human decision transparency.

5.3  Resume-Job Description Match Score (Shared Across Both Engines)

Following classification, the system calculates a resume—job match score based on
cosine similarity between SBERT embeddings of the resume and the job description.
This score provides a semantic measure of how closely the resume content aligns with
the recruiter’s target role rather than relying solely on job category prediction. Scores
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are interpreted as match score > 0.75 means highly relevant, a match score between
0.5-0.74 means moderately relevant, and a match score < 0.50 means low alignment.
Figure 8 shows the Resume—Job Match Score Display in the UL

Q, Resume Match Score:

68.15% Match

Il Moderate match: Resume partially aligns with the job description.

Figure 8: Resume—Job Match Score Display in the Ul

54  LLM Baseline Reasoning Engine Results)

The LLM Baseline Engine (GPT-40 / GPT-40-mini) did not rely on deterministic
classification. Instead, the LLM evaluated the resume in natural language and generated
a predicted job category, a semantic justification, and a match score (0—1) expressing
alignment strength.

This branch demonstrates flexibility in interpreting resumes with varied structure,
narrative description, formatting, or non-standard terminology. However, because the
internal reasoning of LLMs is opaque, TF-IDF heuristic key-term extraction was used
to provide lightweight interpretability rather than SHAP.

Optionally, the system allowed generating a sample-based classification report and
confusion matrix, but this output is treated as interpretive guidance rather than strict
evaluative performance, due to the stochastic nature of LLM inference. Figure 9 shows
the LLM Classification Report and Figure 10 shows the LLM Confusion Matrix.

il LLM Classification Report (dataset sample)

L tion Testir 0.8 1 0.8889 4
Blockc 1 1 1 4

0.6667 1 08 4

Figure 9: LLM Classification Report (Optional Interpretive Evaluation)
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LLM Confusion Matrix (Normalized)

The use_column_width parameter has been deprecated and will be removed in a future release. Please
utilize the use_container_width parameter instead.

LLM Normalized Confusion Matrix

True Label

Predicted Label

Figure 10: LLM Confusion Matrix (Optional Interpretive Evaluation)

5.5 Comparative Insight Between Engines

Although both engines in the proposed system analyze the same resume, they do so
from fundamentally different perspectives, which occasionally leads to different job
category outcomes. The Classical Explainable Engine evaluates resumes using SBERT
semantic embeddings and XGBoost multi-class classification, producing a
deterministic category prediction based on statistically learned patterns. This means
that the Classical Engine emphasizes technical skill alignment, terminology, and
demonstrated competencies that closely match established professional job categories.
Because the model’s decision-making logic can be examined through SHAP global and
local explanations, this engine provides full transparency and justification for its
predictions, making it particularly suitable for organizations that require traceable and
audit-compliant screening outcomes.
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In contrast, the LLM Baseline Reasoning Engine interprets resumes in a way that
more closely resembles human recruiter judgment. Rather than relying on fixed
classification boundaries, the LLM reads the resume as text and reasons about
professional responsibility, seniority, and the broader context of the candidate’s
experience. The LLM may therefore emphasize managerial language, architectural
ownership, project coordination, or strategic contributions—elements that are less
explicit in statistical embeddings but highly relevant to understanding role suitability.
Because the internal reasoning of the LLM cannot be extracted directly, the system
employs a TF-IDF transparency layer to highlight the key terms most influential in
shaping its interpretation, ensuring that some interpretive visibility is maintained even
without full explainability.

A clear distinction between these approaches becomes visible when examining a
sample resume. In one instance, the candidate had extensive experience with AWS
deployment pipelines, Kubernetes orchestration, Terraform automation, and CI/CD
environments. The Classical Engine classified this resume as DevOps Engineer, as the
embedding representation strongly matched the DevOps skill distribution learned
during training, and SHAP feature analysis revealed that terms such as Kubernetes,
Docker, and CI/CD contributed significantly to the prediction. However, the LLM
Engine labeled the same candidate as a Cloud Solutions Engineer, citing, through its
narrative reasoning, the candidate’s involvement in architectural decisions,
infrastructure planning, and cloud environment design. In other words, the Classical
Engine focused on what the candidate could technically execute, while the LLM
focused on how and at what professional scope the work was carried out.

This comparison illustrates that neither engine is “right” or “wrong”; rather, each
reflects a meaningful but different interpretation of the candidate’s profile. The
Classical Engine provides precision and accountability, while the LLM Engine offers
contextual depth and nuanced role-playing. When integrated together, the system
allows recruiters to see both the skill-based fit and the role-contextual fit, enabling a
more informed decision process. This dual interpretation is particularly valuable in
modern hiring environments, where candidates frequently span multiple domains or
evolve into hybrid technical-leadership positions. By presenting both outputs side-by-
side, the system strengthens hiring decisions through balanced, human-in-the-loop
judgment, rather than replacing or overshadowing the recruiter’s expertise.

5.6 Comparative Analysis of Screening Results

To evaluate the system in realistic hiring scenarios, a comparative screening experiment
was conducted using ten real resumes representing different professional backgrounds.
For each resume, the system generated a semantic match score (via SBERT cosine
similarity), predicted the most likely job category, calculated the model confidence, and
produced explainable feature insights indicating which terms influenced the decision.

Table 10 presents these outputs, illustrating how the system interprets varied
resume writing styles, technical terminology, and experience descriptions. The match
score reflects the degree of alignment between the resume and the job description, while
the predicted job category and confidence indicate the system’s classification
reasoning. The influential keywords provide human-readable transparency, allowing
recruiters to validate and interpret system outputs rather than accept them as opaque
predictions.



Suh S., Zaber N.: AI-Powered Resume Screening

949

This comparative case-level evaluation demonstrates the system’s ability to
differentiate candidates based on semantic meaning rather than keyword overlap, the
practical interpretability achieved through SHAP and TF-IDF based explanation layers,
and support for recruiter decision-making as an assistive, not automated replacement,

tool.
Resume | Resum | Top Confiden | Top 3 Predicted | LLM
ID e Predicted | ce Influentia | Category | Match
Match | Job (Classical | 1 Words (LLM) Score
Score Category |) (Both
(Classical Engines)
)
Resumel | 68.15 DevOps 29.94% software, | Software 100%
% Engineer applicatio | Engineer
n, cloud
Resume2 | 66.56 Data 24.70% data, Data 90%
% Scientist scientist, Scientist
tools
Resume3 | 80.78 DevOps 14.08% devops, DevOps 100%
% Engineer engineer, | Engineer
science
Resume4 | 56.61 Java 11.45% Developer | Web 90%
% Developer , ]S, CSS Designing
Resume5 | 56.30 Data 18.24% business, | Business 80.00
% Science analyst, Analyst %
tools
Resume6 | 56.18 Network 23.69% network, Network 90%
% Security Cisco, Security
Engineer tools Engineer
Resume7 | 5791 Blockchai | 51.57 Smart, Blockchai | 100%
n token, n
blockchai
n
Resume8 | 66.29 Database 13.75% database, | Database 90%
% data, SQL
Resume9 | 63.36 Automatio | 21.05% electrical, | Electrical 100%
% n Testing engineer, | Engineerin
system g
Resumel | 75.14 Sales 17.87% sales, Sales 100%
0 % crm,
hubspot

Table 10: Comparative Analysis of Resume Screening Results
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5.7 Observed Results

The comparative evaluation was conducted using ten resumes representing diverse job
categories, including DevOps, Data Science, Cybersecurity, Blockchain, Automation
Testing, Database Engineering, Web Development, Business Analysis, and Sales. The
results, summarized in Table 10, highlight the system’s ability to differentiate resumes
based on semantic meaning and role relevance rather than simple keyword overlap.

Across the classical engine (SBERT embeddings + XGBoost classification),
resume match scores ranged from 56.18% to 80.78%, with corresponding classifier
confidence values ranging from 11.45% to 51.57%. For instance, Resume3 achieved
the highest match score (80.78%) for DevOps Engineer. However, its classifier
confidence was relatively modest (14.08%), suggesting the presence of relevant
DevOps terminology but weaker structural or contextual depth. SHAP explanations for
this resume surfaced core domain-related influential tokens such as devops, engineer,
and science, showing a clear relationship between feature importance and semantic
alignment.

The LLM engine (GPT-based classification and reasoning layer) demonstrated
strong alignment with the classical engine for most resumes. For example, resumes
associated with DevOps (Resumel and Resume3), Data Science (Resume2 and
Resume$5), Blockchain (Resume?7), Sales (Resumel0), and Database Engineering
(Resume8) were consistently identified by both engines, with the LLM engine
assigning high match scores (90%—100%). This consistency suggests that both engines
converged on the same role interpretation when domain terminology was strong,
structured, and unambiguous.

Mid-range matching resumes offered more nuanced insights. For instance,
Resume4 (targeted at Web Development) showed a classical match score of 56.61%,
with low classifier confidence (11.45%) due to general developer terminology.
However, the LLM engine correctly predicted Web Designing with 90% match score,
indicating the LLM’s advantage in contextual understanding and reasoning through
loosely defined or stylistically diverse resume content. A similar pattern occurred in
Resume9 (Automation Testing), where the classical engine recognized domain
keywords (electrical, engineer, system) and assigned a confidence of 21.05%, while the
LLM engine inferred the broader role of Electrical Engineering with 100% match
confidence, showing stronger interpretive generalization.

In the case of Resume7 (Blockchain), both engines aligned exceptionally well, with
the classical engine showing the highest classifier confidence (51.57%) in the dataset
and SHAP highlighting role-specific influential tokens such as smart, token, and
blockchain. The LLM engine confirmed this classification with a 100% match score,
indicating a highly stable semantic representation for domain-specific roles with
uniquely identifiable terminology.

Finally, Resumel0 (Sales) demonstrated that the system is capable of accurately
interpreting non-technical resumes. The classical engine achieved a match score of
75.14% and surfaced relevant SHAP keywords such as sales, CRM, and hubspot, while
the LLM engine reached a perfect 100% match score, confirming its interpretation
strength across both technical and non-technical categories.

Overall, the observed results reveal that when resumes contain strong role-specific
terminology, both engines agree with high confidence, the classical engine performs
well in structured technical profiles, but confidence drops when language is broad or
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multi-domain, the LLM engine demonstrates stronger reasoning for loosely-formatted
resumes, inferred roles, and narrative-style professional summaries and SHAP
interpretability successfully validates the classical engine’s decision-making, ensuring
model transparency for recruiter use.

5.8  Challenges Encountered

Several implementation challenges were encountered during the development and
evaluation of the Al-powered resume screening system. A key challenge arose from the
nature of SBERT embeddings, which generate dense sentence-level vector
representations rather than token-level outputs. Because of this, generating meaningful
SHAP explanations required an additional layer of mapping and filtering to convert
continuous embedding dimensions back into interpretable word-level features. This
made the explanation pipeline computationally intensive and required careful design to
avoid misleading or irrelevant attribution effects.

Another significant challenge was related to the training dataset used in the
Classical Engine (SBERT + XGBoost classifier). Since the classifier relies on
supervised learning, its performance is strongly dependent on the diversity and
representativeness of labelled training resumes. When a resume contained skills or
professional background not well represented in the training dataset, the classifier
occasionally assigned the resume to an incorrect or nearest semantic category, not
because of poor model logic, but due to insufficient category coverage in the dataset.
Expanding and balancing training data across job families is therefore essential to avoid
biased or skewed classification. This limitation also highlighted the advantage of the
LLM engine, which does not rely on fixed label distributions and can generalize better
to unseen job domains.

The XGBoost training and re-training cycle also contributed to computational
challenges. Since high-dimensional SBERT embeddings were used as input features,
training the classifier became computationally expensive, especially when
experimenting with different parameter configurations. To reduce repetitive training
time and accelerate the user-facing experience, a caching mechanism was implemented
to store trained model states and embedding matrices. This ensured that the system
operated in near real-time without requiring retraining for every execution instance.

In addition, resume formatting inconsistencies posed difficulty during
preprocessing. Real-world resumes vary in structure, layout, file encoding, and stylistic
presentation. Some contained nested tables, multi-column layouts, scanned pages, or
irregular section headings. To ensure reliable extraction of skills, education, and job
experience, a multi-stage text cleaning workflow was required, incorporating spaCy,
NLTK, regular expression patterning, and rule-based token grouping. Without this
normalization pipeline, noise such as repeated headers, decorative text, or contact
blocks distorted both embedding quality and classification outcomes.

Running SHAP explanations on large embedding vectors introduced additional
computational overhead, as each explanation requires perturbation-based sensitivity
analysis. Although this challenge was mitigated by token filtering, vector compression,
and result caching, generating explanations remained more resource-intensive than
classification alone. Furthermore, the current implementation does not yet support
multilingual resumes, due to the limited availability of annotated multilingual training
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data. Future work will integrate multilingual SBERT variants and cross-lingual
ontologies to expand global applicability.

Despite these challenges, the system ultimately delivered strong performance in
semantic understanding, job-role classification, and transparency of model reasoning.
The deliberate architectural balance between a classical explainable ML pipeline and a
flexible LLM reasoning engine allowed the system to maintain reliability while
remaining adaptable to diverse recruitment settings. Its modular and open-source
design further positions it as a scalable, practical, and ethically aligned Al hiring tool.

6 Future Work and Discussion / Conclusion

This research successfully developed and evaluated an Al-powered resume screening
system that integrates Natural Language Processing (NLP), Machine Learning (ML),
and Explainable Al (XAI) into a real-time, recruiter-centered decision support
dashboard. The system demonstrated strong effectiveness in predicting job categories,
computing resume—job semantic match scores and generating transparent SHAP-based
explanations to justify model reasoning. The introduction of a dual-engine
architecture—combining a Classical Explainable Engine (SBERT + XGBoost +
SHAP) with an LLM-based Baseline Engine—enabled both interpretable classification
and flexible context-aware reasoning across varied resume formats.

While several implementation challenges were encountered—such as the need to
process noisy resume formats, the computational demands of large SHAP explanation
vectors, and dataset limitations in the classical classifie—the system successfully
addressed these concerns through embedding caching, text normalization pipelines, and
hybrid interpretability strategies. These solutions allowed the final system to function
reliably as a decision-assistive, rather than decision-replacing, recruitment tool.

6.1 Key Achievements

This research delivered a fully operational Al-powered resume screening system with
transparent, real-time feedback. The Classical Engine achieved strong semantic
classification accuracy by leveraging SBERT embeddings and XGBoost, while SHAP-
based interpretability enabled recruiters to view and validate influential features
contributing to predictions. The LLM Engine complemented this by demonstrating
robust reasoning in scenarios where resume formatting was inconsistent or where job
roles were described in narrative style rather than as technical keywords. The system
was deployed using a user-friendly Streamlit interface, supporting interactive,
explainable, and recruiter-driven evaluation workflows.

6.2 Future Research Directions

To align future versions of the system with global standards of fairness, scalability,
multilingual applicability, and enterprise interoperability, several research extensions
are recommended:

1. Dataset Expansion and Category Generalization for Classical Engine: Increasing
the size and diversity of the labelled training dataset is essential to prevent
misclassification when resumes belong to emerging or underrepresented job roles.
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Future work should incorporate continuous dataset enrichment pipelines, enabling the
Classical Engine to update and retrain safely without introducing bias.

2. Robust Noisy Resume Handling and Layout-Independent Parsing: Resume formats
vary widely across industries and regions. Extending preprocessing pipelines with
layout-aware resume parsers (e.g., DocAl, LayoutLM) will improve extraction
accuracy in documents containing tables, columns, images, and multi-language
structures.

3. Bias Mitigation and Fairness-Aware Evaluation: Fairness-aware ML frameworks
and debiasing strategies should be integrated to ensure that predictions do not privilege
or disadvantage candidates based on gender, region, educational institution, formatting
style, or linguistic variation.

4. Multilingual Resume Processing: Incorporating multilingual SBERT / LaBSE
embeddings and global skill taxonomies will enable recruitment across international
applicant pools.

5. Blockchain-Based Credential Verification: Integrating blockchain ledgers for
validating academic and professional credentials can prevent fraudulent resume claims
and enhance trust in automated hiring.

6. Adaptive and Feedback-Driven Learning: Incorporating reinforcement or feedback-
based learning will allow the system to dynamically update job-role matching criteria
based on recruiter preferences and evolving job market definitions.

7. Enterprise ATS Integration: Connecting the system to Applicant Tracking Systems
(ATS), such as Workday, Taleo, and LinkedIn Talent APIs, will allow seamless
deployment in real-world hiring ecosystems.

Exploring these directions will be essential for ensuring that future Al hiring platforms
are scalable, fair, transparent, and globally inclusive.

6.3 Conclusion

In conclusion, the Al-powered resume screening system presented in this research
represents a practical and ethically aligned advancement toward modernizing
recruitment workflows. By combining semantic embeddings, machine learning
classification, explainable Al, and LLM-based reasoning, the system effectively
bridges the gap between automated screening and informed human decision-making.
With continued enhancements in dataset scalability, multilingual support, fairness
auditing, and credential verification, the system holds strong potential for real-world
deployment in enterprise HR environments and contributes toward developing
transparent, inclusive, and globally adaptive hiring practices.
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