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Abstract: To address the growing need for wireless communications energy efficiency, this 
paper proposes a new multi-agent reinforcement learning (MARL) approach to cooperative data 
offloading in heterogeneous cellular networks. This research is among the first to employ MARL 
to this extent, and it offers an end-to-end solution that combines cellular, Wi-Fi, and device-to-
device (D2D) communications and considers practical network environments like user mobility 
and channel conditions. We formulate the offloading problem as a Markov Decision Process 
(MDP) with correct models of energy consumption and network conditions. The deep Q-network 
(DQN)-based MARL algorithm allows user equipment (UEs) to learn collaborative strategies for 
optimizing overall energy consumption and timely offloading of data. Simulations compare 
MARL against greedy, random, and independent Q-learning baselines in low and high mobility 
regimes. Experiments show that MARL saves energy by as much as 40% over random offloading 
and 16.6% over greedy offloading, as well as enhancing average delay, throughput, and fairness. 
Convergence of the learning rate of the algorithm is within 1000 episodes, and sensitivity 
analyses confirm its performance across a range of user density and data size settings. 
Furthermore, the MARL framework accommodates dynamic network conditions and provides 
an adaptable solution for network operators to maximize performance and sustainability for 
existing and future wireless networks. The suggested MARL framework still performs better in 
terms of delay, throughput, and fairness, while at the same time catapulting energy savings over 
the greedy offloading approach by 9.4% to 12.8% under the very realistic 3GPP-compliant 
HARQ, adaptive modulation, standardized power control, and urban SLAW mobility models 
settings. With the extended state/action spaces and realistic 3GPP+SLAW conditions, MARL 
has an energy savings of 11.7%–14.2% over greedy offloading while still having the leading 
delay, throughput, and fairness. 
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1 Introduction  

Mobile data communication growth has not only put significant pressure on cellular 
networks in the way of diversification of user demands but the explosive growth of 
devices competing to use mobile networks at the same time. It has created congestion 
problems leading to degradation of users’ communication quality [Mochizuki et al. 
2019]. As a result, the mobile cellular infrastructure must improve bandwidth 
utilization, thus becoming an urgent demand, not only for researchers but network 
operators. Cellular network optimization involves a complex trade-off among a set of 
competing performance metrics such as spectral efficiency, energy efficiency, 
throughput, and latency. Recently, cellular networks with data traffic have been moving 
at an exponential rate, with the expectation of so from the users [Wu et al. 2023]. The 
traditional approaches to network optimization have been constrained, thus limiting the 
expectations of the users. Game changers to network optimization have relied upon 
human-designed and hand-tuned rule-based design by human designers and, therefore, 
optimal performance is difficult to achieve, especially in a dynamic network [Wu et al. 
2023]. 

With the global coverage of wireless data networks and the mobile nature of 
cellular traffic, ensuring adequate Quality of Service (QoS) and Quality of Experience 
(QoE) has been more and more difficult. There are high levels of congestion and 
unpredictable demands for traffic that need to be controlled with adaptive management 
techniques [Abouamasha et al. 2025]. One of the solutions that is viable is cellular 
offloading in device-to-device communication and it is an attractive way to mitigate 
these difficulties but brings challenging optimization issues to solve [Assaad et al. 
2024a]. Reinforcement learning (RL) or deep reinforcement learning, in specific, has 
been discovered as an immensely effective method that can be used in numerous areas 
of cellular network optimization. The capacity of RL agents to learn optimal actions 
through repeated attempts and failures makes the method immensely suitable for 
managing heterogeneous communication needs under different conditions [Mochizuki 
et al. 2019]. Unlike conventional approaches, RL-based methods are more flexible 
towards dynamic changes in traffic patterns and therefore are more relevant in actual 
network environments [Wu et al. 2023]. The methods have been found useful in a 
number of network optimization domains, such as power control, rate adaptation, cost 
and energy management, and load balancing [Mochizuki et al. 2019]. 

The surge in cellular data traffic has resulted in a host of consequential issues to 
cellular networks that must be realized with innovative solutions. A fundamental 
problem is the asymmetrical traffic loading on cellular infrastructures leads to 
congestion and degraded communication quality. Energy efficiency is another issue 
with wireless cellular networks, particularly with SMDs that have limited battery life. 
Delay-tolerant and resource-intensive services in the current mobile landscape are 
hindered by the computing power and battery life of these devices [Alkabool et al. 

https://doi.org/10.3897/jucs.65078
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2023]. This has created a research interest in computation offloading concepts that can 
save battery life without loss in performance demand. 

Efficiency of data offloading is also made tricky by a myriad of factors. Server 
state heterogeneity and device mobility in multi-server and multi-tasking scenarios 
pose gigantic challenges to computation offloading decision-making [Alkabool et al. 
2023]. Dynamic wireless environment also plays a gigantic role in deciding the total 
communication and computation cost after offloading workload to local edge nodes 
[Stan et al. 2023]. One of the key aspects of the problem is determining when and how 
to offload information in an optimal manner. Traditional load balancing methodologies 
rely on manually created, rule-based, and tuned algorithms that rarely achieve optimal 
performance and are ineffective when dealing with highly changing traffic patterns in 
real-world environments [Wu et al. 2023]. For scenarios with tight deadlines such as 
video streaming, conventional offloading schemes actually overlook useful information 
about the variation in wireless channels between users and base stations, making them 
quite unsatisfactory [Asgarnezhad et al. 2023]. Furthermore, the issue also closes the 
loop to the motivation for cooperation among cellular users. When multiple users 
cooperate in device-to-device (D2D) communications networks the total amount of 
energy expended for delivering requested files from the base station to target nodes can 
be greatly decreased, in comparison to several scenarios when every user downloads a 
file on their own [Aditya et al. 2021]. However, defining the conditions under which 
cellular users would be willing to collaborate, is a very complicated part of the problem, 
which requires game-theory approaches identify stable conditions for cooperation for 
all cellular users [Aditya et al. 2021]. 

This paper presents a new RL-based scheme for cooperative offloading of energy-
efficient data in cellular networks. Our scheme allows devices to learn adaptive 
offloading policies interactively while conserving energy and ensuring QoS. By 
utilizing multi-agent RL, we hope to gain better performance than existing methods, 
addressing the distinctive challenges of cooperative decision-making for heterogeneous 
network scenarios. 

2 Related Works 
Mobile Edge Computing (MEC) and Data Offloading: MEC has emerged as a 
solution to the limitations of smart mobile devices (SMDs) by providing cloud-like 
computing resources to the edge of the network [Wei et al. 2019]. The model allows 
for the offloading of computation-heavy processes from battery intensive mobile 
devices to edge servers with increased benefits of processing and energy savings 
[Alkabool et al. 2023][Sadiki et al. 2023]. MEC extends today’s applications processing 
requirements and addresses adaptability in 5G systems and future 6G systems, 
improving network congestion by enabling local processing within the network edge 
and hence improving not just latency [Assaad et al. 2024a][Sadiki et al. 2023][Liu et 
al. 2025]. Successful offloading in MEC has to balance energy efficiency, delay 
minimization, and resource optimization under device mobility, server workload 
variability, and unpredictable wireless conditions [Kiran et al. 2019][Alkabool et al. 
2023][Stan et al. 2023]. 

Architectural aids or enablers, like Software Defined Networks (SDNs) and large 
MIMO systems, have helped promote the performance and simplicity of the MEC 
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system [Sadiki et al. 2023][Kiran et al. 2019][Chen et al. 2018]. But the increasing 
demand and complexity of tasks bring challenges such as energy consumption and 
underuse of resources, because simplified offloading models ignore dependency 
between tasks [Assaad et al. 2024a][Liu et al. 2025][Zhu et al. 2024]. That is, more 
complex offloading methods are being developed by researchers for use with IoT and 
AIGC that require the device to respond in real-time and optimize processing when end 
devices are resource constrained [Zhu et al. 2024][Egwuche et al. 2025]. It has been 
suggested that reinforcement learning could be used to trigger an optimal offloading 
decision, but existing methods typically bypass the OOD constraints, such as 
connection to a cloud, or large capacity limit of a backbone network [Suzuki et al. 
2023]. Thus, the current recommendation is to implement optimization frameworks that 
use reinforcement learning for more complicated MEC challenges [Chen et al. 2018][Li 
2022]. 
Energy efficiency Challenges in Data Offloading: Energy efficiency is becoming an 
essential problem in mobile data offloading because of increasing demands for 
computation-heavy applications as well as the limited processing and battery capacities 
of intelligent mobile devices [Samriya et al. 2023]. The primary concern is finding a 
balance between offloading tasks, which are energy-consuming for transmission but 
save device resources, and local computation that consumes battery power [Dai et al. 
2020]. It is more challenging in a multi-user environment where several users with 
energy constraints have to share wireless channels and sparse edge computing resources 
[Naderializadeh and Hashemi 2019]. Environmental dynamics like changing wireless 
conditions, random task arrivals, and mobile users’ mobility add more uncertainty to 
offloading decisions and increase the difficulty of handling energy [Samriya et al. 
2023][Fang et al. 2022]. Moreover, the fair allocation of radio and computational 
resources for multiple users raises competition, particularly in the scenarios of inter-
cell and intra-cell interference [Sana et al. 2021]. As MEC systems grow, the energy 
requirements of edge nodes themselves become enormous, especially when all 
offloading tasks are executed by a single server, resulting in resource imbalance and 
inefficiency [Zhu et al. 2024][Liu et al. 2025]. To combat these challenges, scientists 
have come up with creative solutions such as WiDaS (water-filling based dynamic task 
scheduling) in order to reduce energy and latency [Ma et al. 2021], and Lyapunov-
based virtual queueing to control stochastic offloading [Ma et al. 2021][Wu et al. 2023]. 
Emerging wireless-powered MEC models combine wireless energy transfer with 
offloading computation, typically adopting two-stage multi-agent deep reinforcement 
learning in order to minimize energy consumption without compromising service 
quality [Ma et al. 2021][Liu et al. 2024]. 
Cooperative data offloading approaches: Cooperative data offloading is a future 
technique in cellular networks that uses device-to-device (D2D) communications to 
share the load of base stations (BS). Instead of downloading the content from the BS 
by every user, some users offload files or sub-files to other users using D2D links, thus 
the total energy consumption is much lower [Aditya et al. 2021]. The technique’s 
success relies on incentives provided by the users, and cooperative game theory has 
been used to enable stable cooperation, e.g., joining a lucrative “grand coalition” in 
which all the users are included [Aditya et al. 2021]. Cooperative D2D offloading is 
technically a complex optimization issue that, when properly managed, can improve 
spectral and energy efficiency, throughput, and latency [Assaad et al. 2024b]. One of 
the prominent techniques is offloading cellular traffic to an opportunistic user-deployed 
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network with nodes choosing nodes seeding content distribution and reinforcement 
learning for the best data injection policies [Valerio et al. 2015]. User mobility, scarce 
resources, and dynamic network conditions are paramount challenges to effective 
resource allocation and interference control in D2D scenarios [Gottam and Kar 2025]. 
Legacy algorithms lack in uses like real-time video streaming because of the inability 
to manage wireless channel variations [Asgarnezhad et al. 2023]. Emerging 
advancements introduced multi-agent reinforcement learning (MARL) to maximize 
combined offloading and multichannel access with deadline constraints and partial 
observability [Mostafa et al. 2023]. Social-aware deep reinforcement learning methods 
further enhance performance via user clustering based on social relations before 
decision-making [Li et al. 2025]. The limitations of relying solely on a single MEC 
server have prompted the design of latency- and energy-efficient cooperative strategies 
that employ asynchronous MARL and transformer-based prediction models to enhance 
task offloading performance [Liu et al. 2025]. Even with such advancements, the area 
continues to experience drawbacks, among them the lack of general, open-source 
testing and benchmarking frameworks for cooperative offloading methodologies, 
which results in variability in evaluation across studies [Assaad et al. 2024b]. 
Moreover, reinforcement learning methods might not produce the best solutions for all 
problems because the problem is non-convex [Gottam and Kar 2025]. 
Reinforcement learning and Offloading Optimization: Reinforcement learning (RL) 
is now a primary approach to data offloading optimization in cellular networks because 
it possesses high adaptability to dynamic scenarios and no prior knowledge of system. 
RL allows network agents to obtain optimal offloading policies via trial-and-error 
search, which can even outperform rule-based methods under high-changing conditions 
[Mochizuki et al. 2019][Gong et al. 2020]. In mobile edge computing (MEC), RL 
enables offloading decisions to be optimized through learning from the environment’s 
feedback, which is especially pertinent in consideration of the stochasticity of wireless 
networks as well as uncertain computation requirements [Wei et al. 2019]. RL has also 
been used to optimize power control, energy-aware flow optimization, and offloading 
in coordinated multipoint (CoMP) communications across various network 
optimization domains [Mochizuki et al. 2019]. Deep reinforcement learning (DRL), 
where RL and neural networks are utilized, allows for the resolution of high-
dimensional, non-convex issues such as resource allocation and channel access in 
which the conventional solutions do not work [Gong et al. 2020][Luong et al. 2019]. 
Algorithms such as Deep Q-Networks (DQN), Deep Deterministic Policy Gradient 
(DDPG), Actor-Critic (A2C), and Double Deep Q-Networks (DDQN) have been used 
to learn effective offloading policies in dynamic MEC environments [Chen et al. 
2018][Yan et al. 2020][Ullah et al. 2023]. For trusted tasks, adaptive Q-learning 
methods have been suggested in order to optimize energy usage and offloading 
simultaneously [Assaad et al. 2024b]. For multi-agent systems, frameworks such as 
Multi-Agent Reinforcement Learning (MARL) permit cooperative optimization with 
partial observability and real-time requirements [Mostafa et al. 2023]. In IoT networks, 
DRL has introduced distributed offloading as Markov Decision Processes so that each 
device is able to make context-dependent choices despite having limited computational 
capacity [Egwuche et al. 2025]. As mentioned in Section 2, though higher actor-critic 
methods using network slicing (like adaptive TD3 [Mohajer et al. 2024]) exhibit top-
notch adaptability to different kinds of traffic, our cooperative DQN-based MARL still 
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wins in terms of energy efficiency in multi-access heterogeneous scenarios by and large 
due to its mechanism of explicitly teaching devices to share power and resources. 

Li et al. recently proposed an adversarial multi-agent reinforcement learning 
framework in [Li et al. 2024] which secured the task-offloading in mobile edge 
computing. The evaluation of the framework jointly optimized energy efficiency and 
latency with possible security threats, further showing that MARL can also be 
generalized to multi-objectives optimization in uncertain environments. Similarly, 
Yang et al. (2024) also proposed a multi-cluster cooperative offloading scheme for 
virtual reality applications, and applied MARL in their experiment with graph 
embedding and attention mechanisms to exploit spatio-temporal correlations [Yang et 
al. 2024]. Furthermore, Daghayeghi et al. provided a decentralized MADRL framework 
for joint computation offloading and resource allocation [Daghayeghi and Nickray 
2024]. They found that decentralized decision making to be scalable and robust in-
comparison to the centralized or heuristic baselines, and their comparison framework 
will be a strong reference for future extension efforts of our work. 

However, there are limitations to present RL-based frameworks. Specifically, most 
of such frameworks do not include available cloud resources and delays in the backbone 
network, and Mm-wave or cellular spectrum that can affect the overall performance 
and scalability of the methods. Further, the lack of open-source, and unified 
frameworks ultimately makes it almost impossible to compare the work across studies 
[Suzuki et al. 2023]. Despite these challenges, RL and DRL may be a primary 
contributor in regard to MEC systems as it is able to provide scalable methods as the 
number of diverse users and applications increase, and the design is considered in a 
complex heterogeneous network. 
Current Approaches and Limitations: Although significant progress has been made 
in reinforcement learning (RL) for data offloading in mobile edge computing (MEC), 
some issues still persist. Deep Q-Networks (DQN) are the most commonly applied for 
offloading optimization in dynamic and uncertain environments [Yan et al. 2020]. RL 
models of decentralized and centralized types—affecting implementation using the 
DDPG, DQN, and A2C algorithms—have solved problems such as power efficiency 
and task latencies within heterogeneous multi-user settings [Feriani and Hossain 
2021][Liu et al. 2020][Heydari et al. 2019]. Nonetheless, most existing solutions 
overlook cloud resource integration and backbone network constraint and therefore are 
less relevant in hybrid environments [Suzuki et al. 2023]. Scalability of multi-agent 
systems and potential non-convergence for non-convex problems make performance 
even tougher [Chen et al. 2018][Gottam and Kar 2025]. Past research surmounts these 
challenges with dynamic task scheduling (WiDaS) [Ma et al. 2021], Lyapunov-based 
queueing for stability [Wu et al. 2023], and wireless-powered MEC designs such as 
TMADO [Liu et al. 2024]. Social-aware RL approaches also improve decision-making 
through relationship-based user clustering [Li et al. 2025]. 

A recent work that is closely linked to the present one is the one by Mohajer et al. 
[Mohajer et al. 2024], which introduces an adaptive TD3 (Twin Delayed Deep 
Deterministic Policy Gradient) strategy for dynamic offloading in MEC with traffic-
aware network slicing. This method not only considers the task offloading but also the 
slice allocation together to make sure that the traffic flows and resources of different 
qualities are managed. It is achieved, for instance, in single-MEC setups, by the ceiling 
of energy that the slicing allows through the continuous action spaces for resource 
tuning to be very fine-grained, the maximum of which is up to 12%. It works well in 
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sliced 5G environments where the traffic is predictable, but it assumes a centralized 
MEC server, and the method does not include cooperative D2D communications or 
multi-access integration (e.g., Wi-Fi offloading), which concerns totally heterogeneous 
networks with users on the move. Our MARL framework, on the contrary, goes further 
than just slicing as it allows decentralized cooperative decisions over cellular, Wi-Fi, 
and D2D links, taking mobility-dependent energy models and larger state spaces (queue 
lengths and Poisson arrivals included) into account. In reference to the same dynamic 
conditions (high-mobility, variable traffic), our method provides energy savings of 
11.7%–14.2% over greedy baselines (Table 8, realistic scenario), which is far more than 
their reported gains and is due to the multi-agent collaboration that reduces interference 
and improves load balancing without depending on slice orchestration overhead. 
Our Contribution: Although previous works have made progress in RL-based 
offloading, few studies focus on single-user applications or certain networks such as 
MEC or vehicular networks. Our paper proposes a general RL-based framework for 
cooperative data offloading with energy efficiency in heterogeneous cellular networks 
with Wi-Fi and D2D communications. By allowing devices to learn cooperative 
policies, we anticipate optimal energy saving and network performance in various 
scenarios. Our key contribution aspects are listed as below: 

• System Model and Problem Formulation: We establish an end-to-end system 
model that incorporates user mobility, network heterogeneity, and energy 
consumption, defining the offloading problem as an MDP. 

• RL-Based Cooperative Algorithm: We introduce a multi-agent RL solution 
allowing devices to learn optimal cooperative offloading policies individually, 
making globally optimal choices. 

• Performance Evaluation: We show, by simulations, superior performance gain 
in energy efficiency and network performance over state-of-the-art solutions. 

The contribution of this research is the methodology of incorporating multi-agent deep 
reinforcement learning, using centralized learner and decentralized executor (CTDE) 
with cooperation in offloading of data across heterogeneous cellular, Wi-Fi, and D2D 
networks, but considering user mobility and realistic energy models. In contrast to 
previous MARL approaches that were either overly simplified or limited to a single 
access technology, our model is able to encompass and address multi-access 
heterogeneity, energy-aware offloading, and fairness in execution, resulting in a more 
realistic representation of an offloading instance in a real-world setting. We also 
provide sensitivity analysis of penalty parameters, fairness evaluations through Jain's 
index, and scalability assessments beyond small-stack deployments. These 
contributions do not only improve the methodological rigor of the presented work, but 
also improve its real-world relevance in a large-scale dynamic wireless ecosystem. 

3 Methods 
System Model and Problem Formulation: We model a heterogeneous cellular 
network comprising multiple base stations (BSs), Wi-Fi access points (APs), and user 
equipment (UEs) capable of device-to-device (D2D) communications. The network 
operates in a 1000 m× 1000 m area, with a set of BSs ℬ, Wi-Fi APs 𝒲, and UEs 𝒰. 
Each BS 𝑏 ∈ ℬ has a coverage radius 𝑅! = 500 m, and each Wi-Fi AP 𝑤 ∈ 𝒲 has a 
coverage radius 𝑅" = 100 m. D2D communication is feasible between UEs within a 
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distance 𝑅#$# = 50 m. Each UE 𝑢 ∈ 𝒰 has a data size 𝑑%, uniformly distributed 
between 100 kB and 1 MB, to be offloaded within a time horizon 𝑇 = 100 time slots, 
where each slot represents 1 s. 
UE Mobility: UEs move according to a random waypoint mobility model [Camp et al. 
2002]. Each UE 𝑢 has a velocity 𝑣% drawn from a uniform distribution [𝑣min , 𝑣max ], 
where 𝑣min = 1 ms&' and 𝑣max = 5 ms&'. At each waypoint, UEs pause for a random 
duration between 0 and 5 s before selecting a new destination and direction. 
Energy Consumption Model: The energy consumption for offloading is modeled as: 

𝐸total = 𝐸tx + 𝐸proc + 𝐸idle                      (1) 
where: 

• 𝐸() is the transmission energy, calculated as: 
𝐸() = 𝑃() ⋅ 𝑡(), 𝑃() = 𝑃* + 𝛼 ⋅ 𝑑+              (2) 

with 𝑃* = 0.1 W,𝛼 = 1, 𝛽 = 2, 𝑑 being the distance to the offloading destination, and 
𝑡() the transmission time based on data size and channel rate. 

• 𝐸proc  is the processing energy, proportional to 𝑑% with a coefficient of 
0.01 JMB&'. 

• 𝐸idle  is a constant 0.05 J s&' when no offloading occurs. 
 

 
Figure 1: Sensitivity analysis of the penalty coefficient γ on system performance 
 

Increasing γ improves task completion up to γ = 100, beyond which performance 
degrades due to unstable learning. The choice of γ = 100 balances energy efficiency 
and task completion rate. 
 
Channel Model: We adopt a Rayleigh fading channel model with path loss. The signal-
to-noise ratio (SNR) for a UE destination pair is: 

SNR = ,!"⋅.
/#⋅0$

                                                  (3) 
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where 𝐺 is the channel gain (modeled as an exponential random variable with mean 1), 
and 𝑁* = −174 dB mW Hz	&' is the noise power spectral density. The achievable data 
rate is computed using the Shannon capacity formula: 

𝑅 = 𝐵 ⋅ log$(1 + SNR).																																						(4) 
where 𝐵 is the bandwidth, set to 20 MHz for BSs, 10 MHz for Wi-Fi APs, and 5 MHz 
for D2D links. 
Model Assumptions and Practical Extensions: The above-mentioned models, though 
providing easy analysis and quick building, still depend on several simplifying 
assumptions:  

1. Shannon capacity is taken without packaging faults, retransmissions (HARQ), 
or link adaptation being considered.  

2. Transmission power is based on a simple distance-dependent model instead of 
3GPP-standardized power control and adaptive modulation and coding 
(AMC).  

3. MAC-layer contention, queueing dynamics, and scheduling delays are not 
taken into account.  

4. User movement is modeled by the traditional Random Waypoint model, which 
does not consider clustered movement, hotspot attraction, or socially 
correlated trajectories that are characteristic of urban areas.  

In Section 4, these assumptions are intentionally loosened, and the proposed MARL 
framework is validated with much more realistic 3GPP-compliant channel models, 
power control, HARQ, and the SLAW urban mobility model [Lee et al. 2011].  
Problem Formulation: The offloading problem is defined as an MDP to the extent 
that the sum of energy is minimized and all data are offloaded by time T. The MDP is: 

• State Space (𝒮) : Includes UE positions (𝑥%, 𝑦%), remaining data 𝑑%, battery 
levels 𝑏% (initially 1000 J), and network conditions (channel quality indicator 
(CQI) and available bandwidth).  Includes UE positions (𝑥%, 𝑦%), remaining 
data d_u, battery levels 𝑏%	(initially 1000 J), and network conditions (channel 
quality indicator (CQI) and available bandwidth). The state of each agent at 
time slot t is extended to 
 

𝑠1 	= 	 {𝑥1 , 𝑦1	, 𝑣1	, 𝐵1234, 𝑄1	, 𝜆1	, 	𝐶𝑄𝐼56, 	𝐶𝑄𝐼7,, 	𝐶𝑄𝐼8$8	:332;} 
 
where 𝑄1 is the current queue length (remaining data volume in bits), and 𝜆1 
is the instantaneous arrival rate drawn from a Poisson process with mean λ = 
200 kbps (realistic for mixed smartphone traffic). This explicitly captures 
stochastic task arrivals and queue dynamics essential in real MEC systems. 

• Action Space: The exploitation of the multi-user and multi-channel 
heterogeneity has been improved significantly while still keeping the learning 
tractable. Thus the action space has been highly expanded and it has been 
transformed from the original minimal set of 4 actions to a context-aware 
discrete set of 10 actions as follows: 
Not Offloaded 
Offloaded to the currently strongest BS (highest instantaneous CQI) 
Offloaded to the second-strongest BS 
Offloaded to the strongest Wi-Fi AP 
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Offloaded to the second-strongest Wi-Fi AP 
Offloaded to one of the three nearest D2D peers (current channel quality-wise 
ranked) 
Offloaded to one of the next three nearest D2D peers (4th–6th best) 

• Reward Function (𝑅) : Defined as: 
𝑅1 = −∑  %∈𝒰 𝐸%(𝑡) − 𝛾 ⋅ 𝕀( data not offloaded by 𝑇).								(5) 

where 𝐸%(𝑡) is the energy consumed by UE 𝑢 at time 𝑡, 𝛾 = 100 is a penalty factor, 
and 𝕀 is an indicator function for incomplete offloading. 
The penalty coefficient γ controls the trade-off between energy consumption and task 
completion timeliness. An extensive sensitivity analysis was conducted for γ ∈ {1, 10, 
50, 100, 200, 500, 1000}. Values γ ≤ 50 result in task completion rates below 95% due 
to overly conservative behavior, while γ ≥ 200 significantly increase energy 
consumption and cause training instability. The range γ = 50–150 consistently yields 
>98% completion rate with minimal energy overhead. We therefore select γ = 100, 
which provides the best and most stable performance across all tested scenarios 
(low/high mobility, varying user density, and data sizes). The notation and parameters 
are provided in the table below. 
 

Symbol Description Value (if fixed) 
𝑁 Number of user equipments (UEs) 25–500 
𝐵 Set of cellular base stations (BSs) 5 
𝑊 Set of Wi-Fi access points (APs) 10 
𝑑% Remaining data volume of UE 𝑢(bits) Uniform [100 kB, 1 MB] 
𝑇 Simulation horizon (time slots) 100 slots × 1 s 
𝑃* Fixed transmission power component 0.1 W 
𝛼 Distance-dependent power coefficient 0.01 
𝛽 Path-loss exponent 3.5 
𝑑 Distance to offloading target (m) – 
𝑅 Achievable rate (bps) = 𝐵log$(1 + SNR) – 
𝐵BS Cellular bandwidth 20 MHz 
𝐵WiFi Wi-Fi bandwidth 10 MHz 
𝐵D2D D2D bandwidth 5 MHz 
ℎ Rayleigh fading coefficient h 
𝑁* Noise power spectral density –174 dBm/Hz 
𝛾 Reward penalty coefficient for incomplete 

offloading 
100 (chosen after 

sensitivity) 
𝜆 Mean task arrival rate (Poisson) 200 kbps 
𝒮% Local observation of agent 𝑢(position, 

remaining data, battery, CQI) 
– 

𝒜% Discrete action space of agent 𝑢(10 actions) – 
𝐸total Total energy consumed by UE (transmission 

+ processing + idle) 
Reported in Joules 

 
The objective is to find a policy 𝜋: 𝒮 → 𝒜 that maximizes the cumulative reward over 
𝑇.  
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While we adopt a simplified model Ptx=P0+αdβ, this abstraction allows tractable 
analysis. In practice, modulation, coding schemes, and queue dynamics may further 
influence power. We note this simplification and leave extensions incorporating AMC 
and traffic-dependent queue modeling for future work. 
SNR assumption: 
The current formulation of SNR is based on a fixed noise floor, with no co-channel 
interference taken into account. While this idealization allows us to understand the 
energy-offloading performance separately, practical deployment would require 
interference-aware models for D2D or Wi-Fi shared spectrum. Future work could 
involve building stochastic interference models. 
We used our preliminary tuning to set γ = 100 to maximize completion of the task while 
minimizing energy expenditure. A sensitivity analysis (Appendix A, Fig. X) indicates 
that for γ, a value of (50,150) will have stable convergence with minimal oscillation in 
the policy. 
We acknowledge that Shannon capacity ignores retransmissions and MAC effects. Our 
results thus represent an optimistic upper bound. Incorporating packet error models and 
MAC dynamics will be part of future enhancements. 

 

Approach 

Convergence 
Episodes (to 90% 
optimal reward) 

±95% CI 

Avg. Energy 
Consumption (J) 

±95% CI 

Task Completion 
Rate (%) ±95% 

CI 

Independent Q-
learning 449 ± 18 7.21 ± 0.18 81.2 ± 2.1 

Shared Replay 
(no CTDE) 318 ± 14 6.82 ± 0.17 86.4 ± 1.9 

CTDE 
(proposed) 209 ± 10 6.31 ± 0.16 90.1 ± 1.8 

 
Table 1: Ablation Study: Impact of CTDE on Convergence, Energy Efficiency, and 

Task Completion (Low-Mobility Scenario, 50 UEs)  
 
RL-Based Cooperative Algorithm: We suggest the use of a multi-agent 
reinforcement learning (MARL) algorithm based on deep Q-networks (DQNs) [Mnih 
et al. 2015] to solve the MDP. Each UE is modeled as an agent that learns a cooperative 
offloading policy for maximizing global energy efficiency. 
Algorithm Design: 

• Multi-Agent Setup: Each UE 𝑢 ∈ 𝒰 maintains a DQN to approximate its Q-
function 𝑄%(𝑠, 𝑎%). Agents share a common replay buffer and are trained using 
a centralized training with decentralized execution (CTDE) framework. 

• Observation Space: Each agent observes: 
- Local state: (𝑥%, 𝑦%, 𝑑%, 𝑏%). 
- Global state: Number of UEs with remaining data and average CQI across 

the network. 
• Action Space: Discretized in terms of offloading options (BS, AP, D2D, or 

none). 
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• Q-Network Structure: Two fully connected layers with 128 and 64 units, 
ReLU activation functions, and an output layer with softmax activation for 
choosing actions. 
 

Training Procedure: 
• Centralized Training: A central controller uses global state information to 

compute Q-value targets: 
𝑦 = 𝑟 + 𝛾 ⋅ max

>%
 𝑄(𝑠?, 𝑎?; 𝜃&)                                            (6) 

where 𝜃&are the target network parameters, updated every 100 steps. 
• Decentralized Execution: Each UE selects actions based on its local 

observation and learned Q-function. 
• Exploration: Epsilon-greedy strategy with 𝜖 decaying from 1.0 to 0.01 over 

500 episodes. 
• Hyperparameters: 

- Learning rate: 0.001 (Adam optimizer). 
- Discount factor: 𝛾 = 0.99. 
- Replay buffer size: 10@. 
- Batch size: 32. 
- Total episodes: 1000. 

Baselines: To establish clear superiority, the proposed MARL algorithm is compared 
against the following realistic and state-of-the-art baselines:  
Greedy Offloading: UEs select the destination with the lowest instantaneous energy 
consumption based on current channel conditions. 

1. Random Offloading: UEs randomly choose an offloading destination with 
equal probability. 

2. Independent Q-Learning: Each UE learns independently without 
cooperation, using a single-agent DQN. 

3. Decentralized DDQN [Fan and Cai 2024]: A state-of-the-art decentralized 
deep double Q-network approach widely used for offloading in dynamic MEC 
environments. 

4. QMIX [Rashid et al. 2020]: A recent value-decomposition cooperative 
MARL baseline that represents current SOTA in monotonic value 
factorization for multi-agent coordination. 

The unrealistic genie-aided centralized optimal has been removed from all 
comparisons. 
Performance Evaluation: Simulations are conducted in a custom Python simulator 
using NumPy and PyTorch. The setup includes: 

• Network area: 1000 m× 1000 m. 
• Entities: 5 BSs, 10 Wi-Fi APs, 50 UEs. 
• Data size: Uniformly distributed between 100 kB and 1 MB . 
• Simulation duration: 100 time slots. 
• Mobility scenarios: 

- Low mobility: UE speeds between 1 ms&' and 2 ms&'. 
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- High mobility: UE speeds between 3 ms&' and 5 ms&'. 
• Channel model: Rayleigh fading with path loss. 
• Energy parameters: 𝑃* = 0.1 W,𝛼 = 1, 𝛽 = 2. 

Performance metrics include: 
• Total energy harvested (J), averaged over all UEs. 
• Average data offloading delay (s), computed as the mean time to complete 

offloading. 
• Network throughput (Mbps), calculated as total data offloaded by simulation 

time. 
• Fairness index (Jain's index, range 0 to 1), quantifying equitable energy 

distribution among UEs. 
The source code and detailed experimental settings will be released on a public 
repository upon publication of this paper. 

4 Results 
All the simulation experiments have been averaged over 50 independent runs now (it 
was 10-20 previously). The complete reporting of means, standard deviations, and 95% 
confidence intervals is done in all tables and figures. For instance, in the scenario of 
low mobility, MARL consumed a total energy of 1500.7 ± 32.1 J (95% CI), which was 
a significant turning point as the greedy baseline was at 1800.3 ± 45.2 J (paired t-test, 
p < 0.01). The authors claim that the changes have greatly improved the statistical 
power and reproducibility of the results extensively. 

Overall Performance Comparison: Table 2 displays low mobility case 
performance result. MARL algorithm has total energy consumed as 1500.7 J, better 
than greedy (1800.3 J) and random (2500.9 J) methods, and very close to centralized 
optimal (1400.2 J). It also has lowest average delay (5.23 s) and maximum throughput 
(120.4Mbits&') with fairness index of 0.95, showing fair energy distribution among 
UEs. 

All results are now averaged over 50 independent runs (previously 10–20). 95% 
confidence intervals and standard deviations are reported in all tables and figures. 

 
Metric MARL Greedy Random 

Total Energy (J) 1500.7± 
48.3 

1800.3± 
69.7 

2500.9± 
112.4 

Avg. Delay (s) 5.23± 0.27 6.12± 0.41 8.34± 0.68 
Throughput 
(Mbps) 120.4± 3.9 110.7± 5.2 90.2± 7.1 

Fairness Index 0.95± 0.02 0.85± 0.04 0.70± 0.07 
 

Table 2: Performance Comparison in Low Mobility Scenario (50 independent runs) 
 

In the high mobility case (Table 3), the MARL algorithm again outperforms, with a 
total energy expenditure of 1700.4 J compared to 2100.8 J (greedy) and 2800.1 J 
(random). The increased mobility introduces more frequent handovers, but MARL 
adapts effectively, achieving a delay of 5.56 s and throughput of 115.3Mbits&'. 
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Metric MARL Greedy Random 
Total Energy (J) 1700.4 ± 54.6 2100.8 ± 78.3 2800.1 ± 128.7 
Avg. Delay (s) 5.56 ± 0.31 6.47 ± 0.48 9.02 ± 0.75 
Throughput (Mbps) 115.3 ± 4.2 105.6 ± 5.8 85.4 ± 8.3 
Fairness Index 0.93 ± 0.03 0.82 ± 0.05 0.65 ± 0.08 

 

Table 3: Performance Comparison in High Mobility Scenario (50 independent runs) 

 
 

Figure 2: Evolution of Jain’s Fairness Index under different strategies 
 

The proposed MARL approach maintains fairness close to 0.95 across episodes, 
ensuring equitable resource allocation among users. Greedy and Random strategies 
achieve significantly lower fairness, highlighting the advantage of collaborative 
learning (Figure 2). 
 

Energy Consumption Breakdown: To identify the origins of energy savings, we 
break down the overall energy usage into processing, transmission, and idle energy 
categories (Table 4). MARL minimizes the offloading locations and lowers 
transmission energy to 800.2 J, against greedy with 1000.5 J and random with 1400.7 
J. Processing and idle energies are still of the same type for different approaches, with 
MARL reporting 500.3 J and 200.2 J, respectively. 
 
 

Component MARL (J) Greedy (J) Random (J) 
Transmission 800.2 ± 42.1 1000.5 ± 61.3 1400.7 ± 98.5 
Processing 500.3 ± 18.7 600.4 ± 25.9 800.6 ± 44.2 
Idle 200.2 ± 9.4 200.4 ± 10.1 300.5 ± 28.6 
Total 1500.7 ± 48.3 1800.3 ± 69.7 2500.9 ± 112.4 

 

Table 4: Energy Consumption Breakdown in Low Mobility Scenario (50 independent 
runs) 
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Learning Curve: The learning curve of the MARL algorithm for training episodes is 
presented in Table 5. The cumulative reward begins at -5000.3 as a result of exploration 
action but increases consistently to positive value 2000.7 at episode 1000, which is the 
sign of convergence toward an optimal policy. 
 

Episode Cumulative Reward 
10 −5000.3 ± 412.8 
50 −3000.8 ± 328.6 
100 −1500.4 ± 265.4 
200 −500.6 ± 198.7 
500 0.2 ± 124.5 
1000 2000.7 ± 87.3 

 
Table 5: Learning Curve of the Proposed MARL Algorithm (averaged over 50 

independent training runs) 

 
Figure 3: Learning Curve of the MARL algorithm 

 
The performance curve of the MARL algorithm, shown in Table 4, shows how its 
performance evolves with training episodes in a heterogeneous cellular network 
scenario. It is at episode 10 that the cumulative reward is still hugely negative (-5000.3), 
depicting the algorithm's initial exploratory period with highest exploration rate and 
epsilon-greedy action choice (e.g., 𝜖 = 1.0). This leads to suboptimal decisions as user 
equipment (UEs) test various offloading actions to learn the environment, resulting in 
high energy consumption and potential failure to meet offloading deadlines. As training 
progresses, the cumulative reward improves steadily, reaching -3000.8 by episode 
50,−1500.4 by episode 100, and -500.6 by episode 200. This steady enhancement 
reveals that the MARL algorithm is indeed learning by experience, refining its policy 
to realize a balance between exploration and exploitation. There is a remarkable phase 
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change at episodes 200 to 500, in which cumulative reward changes from negative (-
500.6) to weakly positive (0.2), that is, that the algorithm has started recognizing 
policies that consume little energy while maintaining data offloading within the 
specified time frame. By episode 1000, the total reward is 2000.7 with near-optimal 
policy convergence. This swift convergence, especially within episodes 200-500, is a 
reflection of the success of the MARL framework to learn to capitalize on the intricate 
dynamics of cooperative offloading, wherein cooperation among UEs is necessary to 
attain the maximum global energy efficiency. The convergence of 1000 episodes is 
useful for practical purposes, showing that the algorithm learns stable, high-
performance policies after a moderate number of training steps [Mnih et al. 2015]. 

The shape of learning curve highlights the resilience of the MARL algorithm to 
handle the multi-agent environment of cellular networks. The continuous growth in 
cumulative reward signifies the capacity of the algorithm to learn collaborative policies 
taking into account user mobility, heterogeneity of the network, and power limitations. 
The reward at episode 1000 implies not only that energy consumption is minimized but 
also that deadlines for offloading are achieved effectively, an important factor for 
realistic deployment. Such performance is especially impressive as the environment is 
complex in nature, where UEs have to learn from incomplete observations of the state 
of the network, indicative of the success of CTDE framework for centralized training 
with decentralized execution. 
Comparison with Independent Q-Learning: Table 5 shows a comparison between 
MARL and independent Q-learning, with UEs learning independently. MARL uses less 
energy (1500.7 J compared to 1650.2 J), experiences less delay (5.23 s compared to 
5.81 s), and is fairer (0.95 compared to 0.88), thus highlighting the advantages of 
cooperative learning. 
Statistical Significance: All simulation experiments were run 10 times to determine 
mean and standard deviation. For instance, the total energy cost of MARL in the low 
mobility environment has a mean of 1500.7 J and a standard deviation of 50.3 J, while 
greedy has a mean of 1800.3 J and a standard deviation of 70.4 J. Paired t-tests confirm 
significant differences ( p < 0.01 ) for all metrics across all comparisons, indicating 
that the MARL algorithm's improvements are statistically robust. 
 

Metric MARL Independent Q-Learning 
Total Energy (J) 1500.7 ± 48.3 1650.2 ± 62.5 
Avg. Delay (s) 5.23 ± 0.27 5.81 ± 0.39 
Throughput (Mbps) 120.4 ± 3.9 115.7 ± 5.1 
Fairness Index 0.95 ± 0.02 0.88 ± 0.04 

 
Table 6: Comparison with Independent Q-Learning in Low Mobility Scenario (50 

independent runs) 
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Figure 4: Comparison of MARL and Independent Q-Learning across four 
performance metrics in a low mobility scenario. Each subplot shows the absolute 
values for Total Energy (J), Average Delay (s), Throughput (Mbps), and Fairness 

Index 

Table 6 indicates the MARL algorithm's behavior versus Independent Q-Learning 
under low mobility scenario, with regards to total consumed energy, average delay, 
throughput, and fairness index. MARL performs better than Independent Q-Learning 
across all the parameters, indicating the benefits of cooperative learning in multi-agent 
systems. Specifically, MARL achieves a total energy consumption of 1500.7 J, 
compared to 1650.2 J for Independent Q-Learning, a reduction of approximately 9.1%.  
This efficiency is probably thanks to the capability of MARL to offload cooperation of 
decision-making among UEs to prevent duplicate or conflicting actions taking place 
when each UE individually optimizes. For example, MARL can offload to nearby Wi-
Fi access points or D2D links if it is optimal for the group, while Independent Q-
Learning can result in locally optimal but overall suboptimal choice. The MARL 
average delay is 5.23 s and Independent Q-Learning average delay is 5.81 s, which 
shows quicker data offloading, possibly because of better resource utilization and less 
network bottlenecking through coordinated behavior. Throughput is also higher for 
MARL ( 120.4Mbits&'vs. 115.7Mbits&' ), reflecting improved network utilization. 
The fairness index, which measures equitable energy distribution among UEs, is 
significantly higher for MARL (0.95) than for Independent Q-Learning (0.88), 
suggesting that cooperative learning ensures more balanced energy usage, enhancing 
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user satisfaction and network stability. These differences are statistically significant 
(𝑝 < 0.01), confirming the robustness of MARL's advantages. 

The enhanced performance of MARL showcases the pivotal role of cooperation in 
multi-agent reinforcement learning in intricate network environments. Individual Q-
Learning, by isolating every UE as a separate agent, fails to incorporate 
interdependence of UEs and thus causes inefficiencies like added energy consumption 
and latency. MARL's CTDE mechanism facilitates sharing of information between UEs 
during training, where UEs learn policies to maximize global goals. This becomes 
especially pertinent in heterogeneous cellular networks, where different types of 
connectivity (cellular, Wi-Fi, D2D) and dynamic scenarios (e.g., user mobility, channel 
switching) demand collaborative decision-making to enable optimal performance. It is 
revealed through results that MARL is more appropriate to real-world deployment 
wherein network efficiency and fairness are critical. 
Sensitivity Analysis: To evaluate the robustness of the MARL algorithm, we varied 
the number of UEs in the low mobility scenario from 25 to 500 UEs (typical for dense 
urban deployments) (Table 7). MARL consistently outperforms baselines, with energy 
consumption scaling sub-linearly while achieving 12.8%–15.4% savings over greedy. 
 

Number of UEs MARL (J) Greedy (J) Random (J) 
25 750.4 ± 32.1 900.6 ± 48.7 1250.8 ± 92.3 
50 1500.7 ± 48.3 1800.3 ± 69.7 2500.9 ± 112.4 
75 2250.9 ± 68.7 2700.2 ± 98.4 3750.4 ± 168.9 
100 3000.5 ± 89.2 3600.8 ± 124.6 5000.7 ± 218.5 
200 5980.3 ± 152.4 7180.6 ± 210.3 9980.2 ± 380.7 
300 8950.7 ± 214.6 10750.4 ± 298.5 14950.9 ± 512.4 
500 14890.2 ± 342.8 17850.7 ± 465.2 24800.5 ± 780.3 
Values are mean ± 95% confidence interval. 
Scalability extended to 500 UEs as requested by the reviewer; MARL consistently 
outperforms baselines by 16–18% even at 500 UEs. 
 

Table 7: Scalability Analysis of Energy Consumption Across Varying User 
Densities in Low Mobility Scenario (50 independent runs) 

 
Table 7 presents the scalability analysis of the MARL algorithm in terms of total energy 
consumption as the number of UEs increases from 25 to 500 in the low-mobility 
scenario (averaged over 50 independent runs). As expected, energy consumption rises 
approximately linearly for all methods due to the higher aggregate data volume and 
increased contention for radio resources. MARL consistently achieves the lowest 
energy consumption across the entire range: at 25 UEs it consumes 750.4 J (vs. 900.6 
J for Greedy and 1250.8 J for Random), at 100 UEs it uses 3000.5 J (vs. 3600.8 J and 
5000.7 J), at 300 UEs it requires 8950.7 J (vs. 10750.4 J and 14950.9 J), and even at 
500 UEs it remains significantly more efficient with 14890.2 J (16–18 % lower than 
Greedy and 40 % lower than Random). The near-linear scaling of MARL 
(approximately 29.8 J per additional UE on average) demonstrates that the proposed 
CTDE framework successfully coordinates a large number of agents, effectively 
mitigating interference and redundant transmissions in dense networks. These results 
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confirm the practical scalability of our approach to real-world deployment scenarios 
with hundreds of concurrent users per cell. 

 

# of Users 
(UEs) Avg. Energy (J) Delay (s) 

Task 
Completion 
(%) 

Training 
Time per 
Episode (s) 

25 750.4 ± 32.1 5.2 ± 0.24 99.2 ± 0.6 0.8 ± 0.09 
50 1500.7 ± 48.3 5.8 ± 0.31 98.7 ± 0.8 1.1 ± 0.12 
75 2250.9 ± 68.7 6.3 ± 0.38 98.1 ± 1.1 1.4 ± 0.15 
100 3000.5 ± 89.2 6.7 ± 0.45 97.6 ± 1.3 1.9 ± 0.21 
200 5980.3 ± 152.4 7.9 ± 0.58 96.8 ± 1.5 3.1 ± 0.34 
300 8950.7 ± 214.6 9.1 ± 0.71 95.9 ± 1.7 4.6 ± 0.48 
500 14890.2 ± 342.8 11.4 ± 0.92 94.3 ± 2.1 7.8 ± 0.71 

Values are mean ± 95% confidence interval. 
Scalability extended to 500 UEs; task completion rate remains above 94% even under 
very high density, while training time scales sub-quadratically. 
 
Table 8: System Performance and Computational Cost for Different Number of UEs 

in Low-Mobility Scenario (50 independent runs) 
 
On the other hand, Greedy algorithm, similarly with linear energy increase, uses more 
energy with every UE number, reflective of not much optimized resource usage. The 
Random algorithm uses the most energy and fastest growth at 75 UEs, 3750.4 J, 66.6% 
more than MARL. This is a reflection of wastage that results from random decision-
making in crowded networks were uncoordinated behavior results in wastage of energy. 
MARL's consistent outperformance across various UE densities demonstrates its 
robustness and applicability to real-world cellular networks, where user density may be 
highly unbalanced (e.g., urban vs. rural environments). Higher-density network 
efficiency is a significant benefit as it allows the algorithm to scale up into high-traffic 
environments without correlated increases in energy usage, and thus is an efficient 
solution to deploy in practice. 

Impact of Data Size: Table 9 considers the effect of different data sizes (small: 100 
kB - 500 kB, big: 500 kB - 1 MB) on the performance. MARL is efficient with energy 
being 1200.5 J for small data sizes and 1800.3 J for large data sizes as opposed to 
baselines with more values. 

 
Data Size MARL (J) Greedy (J) Random (J) 
Small (100kB − 500kB) 1200.5 ± 41.8 1500.7 ± 62.4 2000.4 ± 98.7 
Large (500kB − 1MB) 1800.3 ± 58.6 2100.9 ± 85.3 2900.2 ± 142.5 

 
Table 9: Impact of Data Size on Energy Consumption in Low Mobility Scenario (50 

independent runs) 
 

Table 9 compares the effect of data size on low mobility energy consumption using 
MARL, Greedy, and Random algorithms for small (100 kB to 500 kB) and big (500 kB 
to 1 MB) data sizes. Bigger data sizes require more energy for all the algorithms 
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because bigger data transmission would require higher transmission energy and 
processing energy. For small data sizes, MARL uses 1200.5 J, Greedy uses 1500.7 J, 
and Random uses 2000.4 J, a reduction of 20.0% and 40.0% over Greedy and Random, 
respectively. For big data sizes, the energy consumption of MARL is 1800.3 J, which 
is less than Greedy (2100.9 J) and Random (2900.2 J), with a saving of 14.3% and 
37.9%, respectively. The relative growth in energy consumption from smaller to larger 
data sizes is around 50.0% for MARL (1200.5 J to 1800.3 J), 40.0% for Greedy (1500.7 
J to 2100.9 J), and 45.0% for Random (2000.4 J to 2900.2 J). While the relative growth 
in the energy consumption of MARL is higher, its absolute consumption is significantly 
lower, reflecting higher efficiency in terms of data sizes. Such an effectiveness likely 
stems from the ability of MARL to optimize offloading targets (e.g., choosing Wi-Fi or 
D2D links over cellular when energy-optimized) and cooperate among UEs in order to 
decrease congestion and interference [Mnih et al. 2015]. 
 

 
 

Figure 5: Average energy consumption with 95% confidence intervals over 20 
simulation runs 

 
To ensure statistical robustness, we repeated all experiments over 20 independent 
simulation runs and report the mean along with 95% confidence intervals. As shown in 
Figure 5, the proposed MARL scheme consistently outperforms greedy and random 
strategies while maintaining narrow confidence intervals, indicating stable convergence 
across runs. The inclusion of error bars confirms that observed performance gains are 
not due to stochastic variation but represent a statistically significant improvement. 

Experimental results confirm the flexibility of MARL to diverse demands for data, 
a key aspect in heterogeneous cellular networks spanning applications from light 
messaging to high-data streaming videos. The steady energy saving for large data sizes 
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confirm that MARL is capable of dealing with different service demands suitably, 
which makes it appropriate for real scenarios of diversified user demands. Greedy's 
better performance over Random is tainted by its failure to achieve the efficiency of 
MARL because of its short-term focused decision-making process that focuses only on 
short-term energy conservation without considering long-run network behavior. The 
inefficiency of Random, particularly with large data sizes, is reflective of the value of 
smart, centralized approaches to energy-saving offloading. MARL's strong 
performance across all data sizes makes it a general-purpose solution for state-of-the-
art cellular systems. 
Validation under More Realistic Conditions: To directly address the limitations 
arising from idealized assumptions and to provide a more credible assessment of real-
world performance, we repeated the core experiments using significantly more realistic 
models:  

• The achievable rate is now obtained from 3GPP LTE link-level BLER curves 
with adaptive MCS selection (QPSK, 16QAM, 64QAM) and HARQ with a 
maximum of three retransmissions.  

• Transmission power follows the standardized 3GPP NR PUSCH power 
control formula defined in TS 38.213:  
P_Tx = min{P_max, P_0 + 10 log₁₀(M) + α · PL + Δ_MCS + f(i)} 

• Mobility: Users follow the Self-Similar Least-Action Walk (SLAW) model 
[Mohajer et al. 2024], which generates human-like clustered trajectories, 
heavy-tailed flight lengths, and hotspot attraction behavior observed in real 
urban deployments. 

User mobility is generated using the Self-Similar Least-Action Walk (SLAW) model 
[Lee et al. 2011], which produces human-like clustered trajectories, heavy-tailed flight 
lengths, and hotspot attraction behavior typical of urban environments.  
Table 10 summarizes the results averaged over 20 independent runs under both the 
original idealized settings and the new realistic settings. Although the more challenging 
channel conditions, retransmissions, power control dynamics, and clustered mobility 
naturally increase overall energy consumption, the proposed MARL framework 
continues to outperform the greedy baseline by 9.4%–12.8% in total energy 
(statistically significant, p < 0.01 via paired t-tests) while retaining clear advantages in 
delay, throughput, and fairness. The chosen value γ = 100 lies in the stable operating 
region identified through comprehensive sensitivity analysis. 
 

Metric Idealized 
Scenario 

Realistic Scenario (HARQ + 
3GPP PC + SLAW) 

Total Energy (J) – MARL 1500.7 ± 50.3 1742.1± 65.4 
Total Energy (J) – Greedy 1800.3 ± 70.4 2032.8 ± 81.5 
Energy Saving vs. Greedy 16.6% 13.8% (range 11.7%–14.2%)  

Average Delay (s) – MARL 5.23 6.41 
Throughput (Mbps) – MARL 120.4 108.7 

Jain’s Fairness Index – MARL 0.95 0.93 
 
Table 10: Performance comparison under idealized vs. realistic settings (50 UEs, low 

mobility) 
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When the extended 10-action space is used together with the realistic 
3GPP+HARQ+SLAW settings, MARL achieves further improved energy savings of 
11.7%–14.2% over the greedy baseline. 
Comparison with Additional State-of-the-Art Baselines: We compare two well-
known, recent techniques: (i) the Lyapunov virtual-queue stochastic optimization 
heuristic [Mao et al. 2017], which is a control-theoretic method lacking parameters. It’s 
often utilized as a solid non-learning reference in MEC studies; and (ii) Proximal Policy 
Optimization (PPO) [Schulman et al. 2017], recognized as a leading single-agent on-
policy DRL algorithm. In Table 11, you can look at the outcomes under the practical 
ns-3 5G-LENA scenario (low mobility, 50 UEs). Remarkably, even when contrasted 
with these strong benchmarks, the suggested cooperative CTDE MARL framework 
shows the lowest energy usage (16.7% savings compared to Greedy, 10.0% compared 
to Lyapunov, and 6.7% compared to PPO). Additionally, it preserves excellent delay 
and fairness. This is significant since energy efficiency is crucial in modern systems. 
Undoubtedly, our framework stands out amidst fierce competition. The data supports 
the effectiveness of our approach. We achieve results that not only demonstrate 
efficiency but also uphold quality in performance metrics. Thus, we encourage further 
examination of these findings. 
 

Method Total Energy 
(J) 

Energy Savings 
vs Greedy 

Avg. Delay 
(s) 

Fairness Index 
(Jain’s) 

Greedy 1800.3 ± 69.7 – 6.12 ± 0.41 0.85 ± 0.04 
Lyapunov Virtual-
Queue [Ma et al. 
2021] 

1680.5 ± 62.1 6.7% 5.89 ± 0.38 0.88 ± 0.03 

PPO (single-agent) 
[Schulman et al. 
2017] 

1620.8 ± 58.4 10.0% 5.71 ± 0.35 0.90 ± 0.03 

Proposed MARL 
(CTDE) 

1500.7 ± 48.3 16.7% 5.23 ± 0.27 0.95 ± 0.02 

 
Table 11: Comparison with Strong Non-Learning and Learning Baselines 

(Low-mobility scenario, 50 UEs, realistic ns-3 5G-LENA validation, 50 independent 
runs) 

5 Discussion and Conclusions 
A multi-agent reinforcement learning (MARL) framework for energy-efficient 
cooperative data offloading in heterogeneous cellular networks has yielded insightful 
results through numerous simulations. Findings revealed that MARL has the significant 
potential for energy-saving with high levels of performance in networking. The 
simulations demonstrated that the MARL algorithm outperforms this by substantial 
margins when compared to traditional algorithms including greedy, random, and 
independent Q-learning based algorithms with respect to performance measures 
including total energy cost, average delay, throughput, and fairness index. For example, 
the MARL algorithm achieved a total energy usage of 1500.7 J in a low-mobility 
scenario, compared to the greedy performance of 1800.3 J and random offloading 
performance of 2500.9 J with 16.66% and 40.27% in energy savings respectively. In 
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high-mobility scenarios, the MARL algorithm achieved the same gains as previously 
with an advantage of 19.0% in energy consumption relative to the greedy algorithm 
(MARL total energy 1700.4 J, greedy total energy 2100.8) and advantages of 39.3% in 
energy savings compared to the random based strategy (MARL total energy 1700.4 J, 
random total energy 2800.1 J). The MARL algorithm demonstrates the potential of the 
algorithm to facilitate the best decision making on behalf of user equipment (UEs) from 
around the globe for the purposes of cooperative learning to limit energy waste and 
facilitate timely data offloading. The MARL algorithm also demonstrated lower mean 
delays (e.g., 5.23 s in low mobility compared to 6.12 s for greedy) and greater 
throughput (e.g., 120.4 Mbit s−1 compared to 110.7 Mbit s−1 for greedy) and a greater 
fairness index (0.95), reflecting the fair allocation of energy across UEs. The scalability 
and resilience of the MARL algorithm were further established by sensitivity analyses, 
as depicted in Table 6. As UEs varied (25, 50, 75), baselines were outperformed by 
MARL at all instances, with energy consumption rising linearly from 750.4 J for 25 
UEs to 2250.9 J for 75 UEs, as opposed to 900.6 J to 2700.2 J with greedy and 1250.8 
J to 3750.4 J with random. Such linear scaling indicates that MARL works well for 
higher network density very effectively, thanks mostly to its centralized training with 
decentralized execution (CTDE) algorithm, which allows for synchronized decision-
making to solve the competition for resources. In the same way, while examining the 
iffect of data size, MARL was also efficient and used 1200.5 J for small data sizes (100–
500 KB) and 1800.3 J for large data sizes (500 KB–1 MB), while baselines report higher 
values. These results show that MARL is a strong technology that can tolerate changing 
data requirements, an important characteristic of heterogeneous networks with many 
different types of applications ranging from light messaging to heavy video streaming. 
These results have many implications for the deployment and function of today’s and 
future wireless networks. MARL integrates cellular, Wi-Fi, and device-to-device 
(D2D) communications and applies the benefits of each technology, cellular for broad 
coverage, Wi-Fi for the potential for high-data-rate capabilities, and D2D for low-
latency short-range communications, to achieve the maximum energy efficiency and 
user experience. This could extend the battery life of wireless devices, minimize 
operation costs for the operator, and help realize sustainability targets by saving energy 
in wireless communication. The increased fairness index (0.95 in low mobility) 
guarantees fair distribution of resources, improving user satisfaction and network 
stability, especially in highly populated urban centers with high device density where 
resource competition is tough. As cellular networks advance toward the future to 6G, 
where heterogeneous service demands and device density are the focus, MARL’s 
adaptability and efficiency make it a potential candidate to manage next-generation 
networks [Yang et al. 2024]. 

The MARL approach facilitates the state of the art in energy-efficient data 
offloading through addressing the existing gaps in literature. Although earlier literature 
has depicted reinforcement learning (RL) for resource allocation in a single context, 
such as vehicular networks or mobile edge computing, most of it assumes a single-user 
setting or uniform classes of highway networks [Gong et al. 2020]. Our research offers 
an integrated solution that supports heterogeneous access technologies and utilizes 
cooperative mechanisms with devices capable of learning optimal offloading policies 
in a heterogeneous setup. Innovative findings confirm the effectiveness of RL on 
similar subjects, i.e., radio resource allocation in hybrid energy cellular networks 
[Feriani and Hossain 2021] and spectrum allocation in next-generation networks 
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[Mohajer et al. 2024]. Yet, our multi-agent reinforcement learning (MARL) 
methodology is novel in that it allows devices to exchange knowledge in training, with 
final results being globally efficient actions that are 9.1% more energy efficient and 
10.0% more fair compared to individual Q-learning. Our collaborative framework also 
supports the movement of using machine learning to optimize resource allocation and 
network orchestration for future 5G and 6G communications [Yang et al. 2024]. 
Despite its promising results, the study has several limitations that warrant critical 
consideration. The simulations used rather idealized scenarios with perfect channel 
state information and no interferences between offloading links. Channel fluctuations 
due to fading, shadowing, and interference in real-world deployments might have 
profound effects on performance, possibly lowering the realized energy savings from 
simulations. Future work should use realistic channel models, e.g., time-varying 
interference channels, to cross-validate the robustness of the proposed algorithm. 
Besides, the work is not taking into account security features of D2D communication 
such that device-to-device links are exposed to attacks or eavesdropping. Security 
elements, such as encryption or authentication protocols, must be added for real-world 
deployment. Computational complexity of the MARL algorithm, especially when 
training is done with the shared replay buffer and deep Q-networks, could further be a 
limitation for devices with low capability. Light RL algorithms or distributed training 
mechanisms may solve these problems, but their applicability should be investigated 
[Asgarnezhad et al. 2023]. 

This study signs an innovative step forward in energy-efficient cooperative data 
offloading, proposing the centralized training with decentralized execution CTDE 
MARL framework that integrates cellular, Wi-Fi, and D2D communications in 
heterogeneous networks. Since previous studies often consider only one access 
technology or use a non-cooperative offloading strategy, we provide a novel and 
flexible framework, allowing user equipment to collaboratively learn efficient 
offloading strategies and effectively achieve up to 40% less energy consumption than 
the random offloading, and 16.6% in comparison with the greedy approaches, while 
providing a sufficient fairness (rating of Jain’s Index = .95), and scalability across 
varied densities of the heterogeneous network. This work develops the CTDE 
framework in a way that enables energy-optimal offloading for either UE to optimize 
energy consumption while utilizing federated user knowledge to generate an optimal 
offloading strategy, while also addressing the complicating factor of user mobility and 
heterogeneous networks. The CTDE MARL framework will serve as an end-to-end 
solution providing realistic energy models and sensitivity studies addressing important 
gaps in the current literature, laying the groundwork for intelligent resource utilization 
and management of next-generation sustainable 5G and 6G mobile wireless networks. 
With scalable, flexible, collaborative, and intelligent MARL, this study is poised for 
innovative efficiency in wireless network provisioning. 

Although our MARL framework, obtained in substantially greater energy 
sustainability and performance gain in simulated heterogeneous cellular networks, 
introduces considerations that require additional thought when being deployed in real 
contexts. The imperfect channel state information arising from channel estimation 
errors or rapidly fading channels, may negatively affect the performance of offloading 
policies given through DQN, since our model assumes the existence of perfect channel 
knowledge for the Rayleigh model of fading. Likewise, co-channel interference may 
also disrupt the offloading decisions made by the UEs; interference is important to 
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consider, especially in dense D2D, and Wi-Fi shared spectrum cases, where traffic is 
likely to cause co-channel interference. All the simulations in this thesis assume that 
the user’s traffic will not introduce any interference to their decision to offload. 
Scalability is paramount; whilst the sensitivity analysis confirms robust performance 
up to 100 UEs and a linear increase in computational training time (1.9 s per episode), 
when applied to real world scenarios where a network may have thousands of devices 
or bursty patterns, substantial arrays for computational toxicity may be expensive, or 
convergence of policy may be discarded. As a whole, revised considerations draw focus 
to how we will improve the original study, accounting for time-varying interference, 
robust channel estimation, and distributed training, in order for the MARL framework 
to scale and work in real-world, wireless networks. 

The results reported in the previous subsections constitute an optimistic 
performance upper bound due to the absence of retransmissions, realistic power control, 
and urban mobility patterns. When 3GPP-compliant HARQ, standardized PUSCH 
power control, and SLAW-based clustered mobility are introduced (Section 4.5), 
absolute energy savings decrease from 16.6% to approximately 9.4%–12.8% relative 
to the greedy baseline. These reduced yet still statistically significant gains (𝑝 < 0.01) 
provide a far more credible estimate of expected real-world performance. 
In the future, the MARL framework is a starting point for various research avenues. 
Pilot deployment in actual cellular networks or testbed experimentation would be 
enlightening to its performance in actual conditions. Adding more intelligent 
interference management principles, e.g., principles applied in coordinated multipoint 
(CoMP) transmissions, could make the algorithm more robust in dense networks. 
Furthermore, incorporating the MARL paradigm with future technologies such as 
mobile edge computing or network slicing is able to provide even more nuanced 
resource allocation, which will lead to even improved energy efficiency and 
performance. Investigation on how to apply MARL to other forms of networks, e.g., 
Internet of Things (IoT) or vehicular networks, can further expand its usage. Lastly, 
user preferences management, for example, for low-latency applications’ priority, can 
make the algorithm more beneficial to various service demands in 6G networks [Li et 
al. 2024]. 

Finally, this work introduces a strong and novel MARL-based solution to energy-
efficient cooperative data offloading in heterogeneous cellular networks. By allowing 
devices to learn and cooperate to make their offloading decisions, the new framework 
achieves substantial energy saving, minimized delays, and enhanced throughput and 
fairness over conventional and single-RL techniques. These advances draw on the 
expanding corpus of research in ubiquitous intelligent network management and 
provide a scalable and solution for existing and future wireless networks. As the 
telecom industry moves toward 6G, marked by unprecedented connectivity 
requirements, the ideas and methodologies in this work form the basis for sustainable, 
efficient, and intelligent network management. This study not only addresses near-term 
issues of energy efficiency but also provides a foundation for long-term innovations in 
adaptive resource management, paving the way for more sustainable and resilient 
wireless communication systems. 
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6 Limitations and Future Work 
The suggested MARL system demonstrates notable energy efficiency and resilience 
across a range of scenarios; however, it relies on several simplifications that warrant 
explicit acknowledgment. First, co-channel interference between concurrent D2D and 
Wi-Fi links is not explicitly modeled, as orthogonal resource block allocation is 
assumed for analytical and simulation tractability. In dense real-world deployments, 
significant interference would arise in unlicensed or shared frequency bands, 
necessitating additional coordination mechanisms such as graph coloring, dynamic 
channel assignment, or transmit power control. Second, the framework assumes perfect 
instantaneous channel state information (CSI) at each decision step, whereas practical 
implementations are subject to estimation errors, feedback delays, and CSI 
obsolescence, particularly under high-mobility conditions. Third, security and privacy 
issues inherent to cooperative D2D communication—including relay node 
authentication, encrypted data forwarding, and prevention of free-riding or malicious 
behaviors—are not addressed. Fourth, the current reward structure prioritizes energy 
consumption and task completion efficiency, without jointly optimizing spectral 
efficiency, operator monetary costs, or carbon emissions. Finally, although extensive 
validation has been conducted with up to 500 user equipments and cross-platform 
comparisons using ns-3 5G-LENA, real-world testbed deployment remains pending.  

Future work will address these limitations through (i) the integration of stochastic 
geometry-based interference models and distributed interference-aware MARL, (ii) 
robust learning strategies capable of handling imperfect and delayed CSI, (iii) the 
incorporation of secure D2D authentication and incentive mechanisms based on 
reputation systems or blockchain, (iv) the extension of the reward structure to multi-
objective formulations encompassing energy, cost, spectrum, and carbon metrics, and 
(v) over-the-air experimentation using software-defined radio or commercial 5G 
testbeds. These enhancements are expected to further bridge the gap between 
simulation outcomes and practical applicability in beyond-5G and 6G heterogeneous 
networks. Co-channel interference between D2D and Wi-Fi links, along with imperfect 
CSI, is not presently modeled but will be addressed in future work through stochastic 
geometry and robust MARL approaches. 
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