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Abstract: In the rapidly evolving realm of blockchain technology, the pursuit of enhanced pri-
vacy, security, and scalability has propelled the exploration of cryptographic innovations. Zero-
Knowledge Proofs (ZKPs) have emerged as a pivotal solution, addressing diverse challenges
across decentralized applications and cryptographic systems. However, the intricate mathematical
foundations of ZKPs can pose a barrier to widespread adoption. To bridge this gap, a spectrum of
ZKP tools has been developed, abstracting mathematical complexities and enabling developers
with varying levels of expertise to incorporate ZKPs into their projects.

The exploration of the 5 W’s — Who, What, When, Where, and Why — guides developers in
selecting ZKP tools aligned with their specific needs and understanding. This paper serves as a
vital resource for developers entering the dynamic landscape of ZKP development. By answering
crucial questions and providing nuanced insights into ZKP tools, it empowers developers to
navigate this intricate domain effectively. As ZKP technology continues to evolve, our findings
contribute to the ongoing dialogue surrounding its implementation, utilization and the ever-adapting
toolkit shaping the future of cryptographic innovation.

This paper employs a Mining Software Repositories (MSR) approach to unravel insights from the
expansive landscape of ZKP development. By delving into GitHub repositories, we categorize au-
thor archetypes, discuss ZKP proof constructions, identify phases of tool development, explore the
level of understanding required and examine the correlation between tool types and application pur-
poses. Through a metrics-driven analysis, we unveil patterns in tool popularity, development trends,
and historical perspectives, offering a comprehensive understanding of the ZKP tooling ecosystem.
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Open-Source
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1 Introduction

In the ever-evolving domain of blockchain technology, the quest for enhancing privacy,
security and scalability has led to the exploration of innovative cryptographic techniques.
Among these, Zero-Knowledge Proofs (ZKPs) have emerged as a viable solution to many
problems faced in this realm. ZKPs, initially introduced in 1985 by Goldwasser et al.


https://orcid.org/0009-0003-4159-5821
https://orcid.org/0009-0003-4159-5821
https://orcid.org/0000-0001-5010-9934
https://orcid.org/0000-0001-5010-9934

1608 van Niekerk N., van der Merwe B., Labuschagne L.: The 5 W' of Zero-Knowledge Proof Development

[Goldwasser et al., 1985], have gained prominence in the blockchain space as it matures
and expands. The growing demand for ZKP utilization has spurred the development of
essential tools necessary for their implementation.

Zero-Knowledge Proofs are cryptographic protocols that enable one party to prove
to another that a given statement is true without revealing any information about the
statement itself. This ensures privacy and security in various applications, including
blockchain and cryptographic systems. The implications of ZKPs on decentralized
applications, smart contracts, and transaction data are profound, creating significant
interest in their utilization.

Grasping the intricacies of Zero-Knowledge Proofs requires a profound comprehension
of sophisticated mathematical principles (the mathematics involved is so conceptual that
it is playfully referred to as “Moon Math” by experts in the field, as seen in the popular
resource, the Moon Math Manual [Authority, 2023]). Understanding their inner workings
involves navigating through fields such as number theory and advanced probability. The
level of mathematical knowledge required may discourage developers from using ZKPs
in their projects. As interest in ZKPs within the blockchain space has grown, a suite
of ZKP tools has emerged. These tools abstract the mathematical concepts of ZKPs
to various degrees. The tools and their levels of abstraction are summarized in Table
12 and Table 13, which provide an overview of the tool types and the mathematical
knowledge required. The range of abstraction levels allows developers with varying
levels of understanding and requirements to incorporate ZKPs in their applications.
Through looking at Zero-Knowledge Proof GitHub projects, this paper aims to act
as a resource that developers can consult before using ZKP tools. Approaching the
subject from the viewpoint of developers, this paper provides insights into the dynamic
and rapidly changing landscape of ZKP tooling systems. Based on answering a set of
questions, “the 5 W’s”, a developer will have an understanding of which ZKP tools
best suit their needs. By investigating the tools used in these projects, the paper answers
the 5 W’s of Zero-Knowledge Proof Development: Who are you?, What type of proof
construction do you want to use?, When in your project lifecycle do you want to use ZKP
tools?, Where do your requirements fit in the levels of abstraction? and Why are you
using ZKPs?

A Mining Software Repositories (MSR) approach was taken to gain an understanding of
the space. Mining Software Repositories is a research field that involves analyzing data
from software repositories to gain insights into various aspects of software development.
The field encompasses a range of techniques to extract useful information from source
code, commits, contributors, stars, forks and lifespan. This approach helped us to explain
the realm of ZKP tools and applications by observing their popularity trends, development
trends and history. Papers, such as [Das et al., 2022] and [Gonzalez et al., 2020], have
incorporated an MSR approach to gain an understanding of domains such as blockchain
and machine learning, but this is the first paper to implement such an approach in the
ZKP space.

Our research into the ZKP tooling environment revealed insights across various dimen-
sions. We identified three types of authorship in ZKP applications: Individual Contributor
Repositories, Multi-Author Collaboration Repositories, and Community Collaboration
Repositories, distinguished by metrics such as author count, lifespan, commit count, and
activity. Tools in the ZKP space support different proof constructions such as SNARKSs,
STARKSs, and Bulletproofs, with SNARKSs being the most widely supported. These
tools also vary in their support for different SNARK proving systems such as Plonk and
Groth16. Development and popularity metrics categorize tools into phases: Tinkering,
Implementation, and Bookmarking. Tools can be classified based on their mathematical
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abstraction levels — Pythonic, C-like, and Assemblers — offering different levels of
complexity. ZKPs are employed across projects for purposes including non-blockchain
applications, privacy enhancement, and scalability, with blockchain-related applications
being predominant.

Through exploring the 5 W’s of ZKP development, this paper serves as a valuable resource
for developers venturing into this realm. By answering crucial questions and providing a
comprehensive analysis of ZKP tools, it equips developers with the knowledge needed
to navigate the dynamic landscape of ZKP development effectively.'

2 Background

Historical Evolution

Zero-Knowledge Proofs are a groundbreaking advancement in cryptographic protocols,
introducing a paradigm shift in data privacy, security and scaling within decentralized
systems. Although ZKPs have recently gained popularity attributable to their potential
in blockchain technology, the genesis of ZKPs can be traced back to foundational work
in theoretical computer science. The concept of zero-knowledge was first introduced
by Goldwasser, Micali, and Rackoff in their seminal paper, The Knowledge Complexity
of Interactive Proof Systems, in 1985 [Goldwasser et al., 1985]. This paper revolves
around the idea of proving the validity of a statement without revealing any additional
information beyond the statement’s truth.

In addition to introducing the interactive proof hierarchy of interactive proof systems,
Goldwasser et al. formulated the concept of knowledge complexity as the measurement
of the amount of knowledge about the proof transferred from the prover to the verifier.
In addition, the first zero-knowledge proof for a concrete problem, that of deciding
quadratic non-residues mod m, was given. An explanation of this proof is outlined later
in this section.

Goldwasser et al.’s Zero-Knowledge Interactive Proofs (ZKIP) laid the theoretical ground-
work [Goldwasser et al., 1985]. Over the years, subsequent research has extended these
principles, culminating in the development of various zero-knowledge proof systems.

How do Zero-Knowledge Proofs work?

Zero-Knowledge Proofs represent a powerful cryptographic concept that enables one
party, the prover, to convince another party, the verifier, of the truthfulness of a state-
ment without revealing any specific details about the statement itself. The term “zero-
knowledge” signifies that the prover does not disclose any information beyond the
validity of the statement, ensuring that the verifier gains confidence in the truth of the
assertion without learning any sensitive data.

Mathematically, ZKPs are constructed using complex cryptographic protocols that lever-
age mathematical structures to create proofs that are computationally infeasible to forge.
These protocols typically involve interactive exchanges or non-interactive methods,
allowing the prover and verifier to engage in a series of interactions to establish the
validity of the statement. The novelty in ZKPs lies in their ability to convince a verifier

! Additional figures, referenced throughout this paper, have been added to a GitHub Repository
which can be found at https://github.com/nvndia/The5WsofZKPDevlopment.
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of knowledge, without disclosing the knowledge, in a way that is verifiable and secure.
A Zero-Knowledge Proof is a cryptographic protocol that satisfies three fundamental
properties: 1. Completeness (if the statement is true, an honest prover can convince
the verifier), 2. Soundness (if the statement is false, no cheating prover can convince
the verifier except with negligible probability) and 3. Zero-Knowledge (even if the
statement is true, the verifier learns nothing about why it is true other than the fact that
the prover knows it).

The process of a ZKP involves the initialization of the ZKP system, including the
potential generation of a Common Reference String (CRS) or other public parameters.
The prover selects a statement they wish to prove and holds a corresponding private piece
of information known as the witness. Utilizing the statement, witness, and potentially
the CRS, the prover generates a proof through a specific algorithm depending on the
type of zero-knowledge proof used, such as zk-SNARK or Bulletproofs. The prover
then transmits the proof to the verifier. Upon receipt, the verifier, using the statement,
public parameters, and other relevant information, verifies the proof’s validity. The
zero-knowledge property ensures that if the verification is successful, the verifier gains
no additional knowledge about the private information, confirming only the truth of the
asserted statement. The process allows for confidential verification, maintaining privacy
while establishing the accuracy of claims.

Proper Proofs vs. Zero-Knowledge Proofs

The Discrete Logarithm problem states that for a chosen generator g of a large finite
cyclic group and an element h in that group, it is computationally infeasible to find an
exponent x such that g* = h.

A straightforward example is that someone can prove their knowledge of = by simply
revealing it. This constitutes a “proper” proof in which anyone, upon knowing z, can
verify it by checking that g” indeed equals h. However, this approach, despite its defini-
tiveness, forfeits zero-knowledge: once x is uncovered, the core secret is exposed to
all.

In contrast, Zero-Knowledge Proofs enable a party to demonstrate knowledge of x without
ever disclosing x itself. Rather than offering one decisive piece of evidence, ZKPs employ
a sequence of probabilistic challenges. Here, the verifier issues random prompts, and
the prover must respond in a way that would be nearly impossible without knowledge
of x. Each round only provides probabilistic certainty (there is a small probability of a
successful guess by a dishonest prover), but by repeating these challenges many times, the
probability of cheating becomes negligibly small. Thus, the distinction between a direct
proof and a ZKP resides in the nature of certainty: a direct proof provides immediate,
absolute confirmation by revealing =, whereas a zero-knowledge proof provides high
(though technically probabilistic) confidence of knowledge without exposing the secret.

Zero-Knowledge Proof of Quadratic Non-Residue

Goldwasser et al. introduced the first zero-knowledge proof for a concrete problem,
that of deciding quadratic nonresidues modulo m. A number y is a quadratic non-
residue modulo m if there exists no « such that > = y (mod m). The challenge is
for the prover to convince the verifier that y is a quadratic non-residue without revealing
any additional information about ¥y itself. In the proof, the quadratic non-residue y, is
known as the witness. The protocol begins with the prover selecting a random r € Z,
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and computing a commitment? ¢ = 72 (mod m), which is sent to the verifier. This
commitment serves as a cryptographic “locking” of =, ensuring soundness while hiding
both r and y. The verifier then sends a random challenge bit b € {0, 1} to the prover.
Depending on b, the prover either reveals r (if b = 0) orreveals r’ = r - y (mod m)
(if b = 1). The verifier checks the consistency of the response: for b = 0, verifying
r2 = ¢ (mod m) and for b = 1, verifying (r')2 = c¢-y (mod m). The property
of zero-knowledge is preserved because r and 7/ are indistinguishable to the verifier,
as they are both random elements of Z} . The iterative nature of the protocol ensures
that the verifier’s confidence in the prover’s claim grows exponentially with the number
of rounds, reducing the probability of deception to 2% after k iterations. Thus, this
proof achieves completeness, soundness, and zero-knowledge, demonstrating that the
verifier learns nothing about y other than its classification as a quadratic non-residue.
To illustrate, Victor (the verifier) seeks to verify that y is a quadratic non-residue modulo
x, while Peggy (the prover) uses her knowledge to answer Victor’s challenge with-
out revealing any additional information. Victor, who can compute squares but not
square roots, selects a random r and computes w. If Victor’s coin flip is heads, he
setsw = 72 (mod z); if tails, he sets w = r% - y (mod x). He then asks Peggy to
determine whether the coin was heads or tails. If y is truly a quadratic non-residue, Peggy
can infallibly distinguish between the two cases, as w is a square modulo  only when
the coin was heads. If y were a square, Peggy would not be able to distinguish w in the
two cases and would answer correctly only with probability of a half. Repeating this
process over multiple rounds exponentially reduces Victor’s chance of being misled by
a dishonest Peggy.

Practical Example of a Zero-Knowledge Proof Using Circom?

Circom* is a domain-specific language (DSL) designed to create circuits for ZKPs.
Circuits are formal representations (often boolean or arithmetic) of the logical or mathe-
matical operations one needs to verify and that need to hold within a proof. By structuring
a statement as a circuit (where each gate corresponds to a basic operation), ZKPs can
efficiently check that the prover’s secret inputs satisfy the entire chain of computations,
all without revealing those inputs. These circuits can be compiled into constraints that
are then used to generate and verify proofs. The example explains how to use Circom to
hash a 4-digit PIN using the Pedersen hash function and then prove knowledge of this
hash without revealing the PIN itself (see Appendix 8.1 for the circuit). The first step
involves defining the circuit, which encodes the computational logic to convert the PIN
into its binary representation and apply the hash function. Once defined, the circuit is
compiled into an R1CS representation and WebAssembly code, which enables efficient
execution and verification of the circuit. The input file, typically in JSON format (e.g.,
input. json), contains the initial data to be processed, such as the PIN.

2 In the paper, the term “commitment scheme” is often referred to. This refers to the part of the
proof where the prover commits to a witness (a solution to the problem). Different types of
commitment schemes can be used, such as KZG or Pedersen. The commitment scheme ensures
two properties - binding and hiding. This implies that the prover cannot change the computed
witness later, and the verifier cannot learn anything about the witness from the commitment.

3 A visual representation of the steps required to use Circom can be found in their documentation:
https://forum.polygon.technology/t/discovered-snarkjs-library-vulnerability-cve-2023-33252/1
2096.

4 Circom documentation: https://docs.circom.io/getting-started/installation/
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The next step is generating the witness, which captures all intermediate computations
during the circuit’s execution. This witness serves as proof of correct computation and
provides the data needed for proof construction. In the setup and proof generation
phase, the Powers of Tau file is generated to establish secure cryptographic parameters.
Then, proving and verification keys are created, which encapsulate these parameters
and allow for efficient proof and verification processes. Using the proving key and the
witness, the proof is generated to demonstrate knowledge of the PIN’s hash without
disclosing the PIN itself.

Finally, the proof is verified against the public inputs and the verification key, ensuring
its correctness while maintaining privacy. The resulting public output, such as the hash,
confirms the computation’s validity. This practical example highlights how Circom sim-
plifies the development of ZKPs, showcasing their utility in securely proving knowledge
without revealing sensitive data.

Although this example specifically makes use of Circom, this is generally the method-
ological process followed when implementing a proof using a ZKP tool.

Types of Zero-Knowledge Proofs

This section goes into detail regarding the various ZK proof constructions since this
will be relevant in understanding RQ2. A proof construction refers to the specific pro-
tocol followed by a ZKP during the proving process. Currently, the most prominent
zero-knowledge proof systems are zk-SNARKSs, zk-STARKSs and Bulletproofs. These
constructions are used for validating proofs efficiently and privately, but they differ in
their implementation.

zk-SNARK stands for “Zero-Knowledge Succinct Non-interactive Argument of Knowl-
edge” and was originally coined in a paper in 2012 [Bitansky et al., 2012] co-authored by
Nir Bitansky, Ran Canetti, Alessandro Chiesa, and Eran Tromer. At their core, SNARKSs
rely on elliptic curve cryptography (ECC). The “Succinct” part refers to their small proof
sizes and fast verification times that exist even for large statements. Succinctness ensures
that the verification process does not take up as much time as the computation. This
is achieved through the use of polynomial commitments. The “Non-Interactive” part
indicates that the proof does not require constant interaction between the prover and the
verifier. An important property of SNARKSs is the need for a trusted setup ceremony.
The trusted setup ceremony is a critical and delicate process that involves generating the
initial parameters for the SNARK system. It is often referred to as the “trusted setup”
because participants need to perform the setup honestly and then discard certain secret
values. If the setup is compromised or participants act maliciously, it could undermine
the security of the entire SNARK system. Hence, the need for a trusted setup is often
regarded as a security concern of SNARKSs. The first and most notable use of SNARKSs
was in the privacy cryptocurrency called ZCash. Since then, zk-SNARKSs have been
incorporated into L2 zk-Rollup solutions. Another downside to SNARKSs is their lack
of quantum resistance, since quantum attacks loom large over cryptography based on
elliptic curves [Asher, 2021]. Table 1 shows variations of zk-SNARK implementations.
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Details

Proving System

Plonk [Gabizon et al., 2019] Utilizes polynomial commitments and recursive compo-
sition for scalability and efficiency. Known for its high
performance in handling complex computations with uni-
versal and updatable structured reference strings (SRS).

Groth16 [Groth, 2016] Focuses on efficiency and simplicity in proof generation
and verification. Uses elliptic curve pairings to achieve
zero-knowledge proofs, providing a balance between secu-
rity and computational efficiency.

Pinocchio [Parno et al., 2013] | Incorporates interactive proof techniques through oracles
for efficient verification using PCPs and oracle interactions.
Offers enhanced verification capabilities without compro-
mising efficiency.

Halo [Bowe et al., 2019] Uses recursive proof composition for scalability and ver-
ification of large computations. Introduces a hierarchical
proof structure for efficient handling of complex computa-
tions and reduction in proof size.

Table 1: Summary of SNARK variations

Other SNARK-based proving systems include GM17 [Groth and Maller, 2017] and
Marlin [Chiesa et al., 2019].

zk-STARK stands for “Zero Knowledge Scalable Transparent Argument of Knowledge”
and is a specific type of SNARK. STARKSs were discovered in 2018 in a paper [Ben-
Sasson et al., 2018] published by Eli Ben-Sasson, Iddo Bentov, Yinon Horeshy and
Michael Riabzev. Where SNARKSs rely on ECC, STARKS rely on hash functions, which
offer quantum resistance. STARKSs have far larger proof sizes than SNARKs, which
means that verifying STARKS results in greater verification overhead. This makes
STARKS best suited for proofs with large witnesses, hence they are ideal when proofs
need to scale. Unlike SNARKSs, STARKS require no trusted setup because they use
publicly verifiable randomness to generate public parameters [Oleh et al., 2023]. The
development community of STARK-based projects is smaller than that of SNARKSs,
with the pioneering project being Starkware.

Bulletproofs, introduced in a paper in 2017 [Biinz et al., 2018], are defined as non-
interactive zero-knowledge proof protocols with very short proofs and without a trusted
setup. These properties are achieved through the use of a discrete logarithm problem,
where Bulletproofs derive their security and infeasibility from the Fiat-Shamir heuristic,
which makes the proof non-interactive [Panther, 2022]. Bulletproofs can prove to a
verifier that a secret lies within a given range, without revealing any information about
the number. Compared to SNARKSs, Bulletproofs require no trusted setup. However,
verifying a Bulletproof is more time-consuming than verifying a SNARK proof [Biinz
et al., 2018]. The most notable use of Bulletproofs is in the popular cryptocurrency,
Monero.

Zero-Knowledge Proofs Applications

ZKPs have significant implications for security and privacy, making them particularly
relevant in sensitive data protection scenarios. In blockchain applications, such as Zcash
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[zcash, 2023], ZKPs cryptographically encode transactions, preserving participant pri-
vacy. For scalability, ZKPs, such as those used in zk-Rollups on Ethereum, enable
off-chain computation and batch verification, significantly reducing on-chain resource
demands and improving throughput. Traditional blockchain transactions rely on signa-
tures, necessitating the identification of parties for verification [Hamelink, 2021]. ZKPs
can assist in removing the requirement while maintaining security by enabling trustless
proofs that validate transaction integrity without revealing confidential information.
Specifically, ZKPs ensure that only the validity of a transaction is revealed, while the
underlying data — such as private keys or transaction details — remains hidden. This
is achieved through cryptographic constructs that bind the prover to their claims while
preventing unauthorized data leakage.

Outside blockchain and cryptocurrencies, ZKPs provide broader utility in fields like
identity verification, where they can confirm attributes (e.g., age or nationality) without
exposing personal data, and in supply chains, where they ensure data integrity and
compliance without revealing proprietary details. Their ability to achieve confidentiality,
efficiency, and verifiability simultaneously makes ZKPs indispensable for secure and
scalable decentralized systems.

Leveraging MSR for ZKP Development Insights

Mining Software Repositories serves as a pivotal methodology for extracting valuable
insights from software development practices in the GitHub ecosystem. In the context of
ZKPs, MSR emerges as a potent tool to comprehend the landscape of ZKP development,
identify trends and recognize commonly used tools within this domain.

This approach involves systematically analyzing data stored in software repositories,
including version control systems, issue trackers, and collaborative platforms.

In our research, MSR has been instrumental in uncovering key metrics and trends within
the ZKP development space. We have delved into repository metrics, such as Author-
Count, Lifespan, CommitCount and Activity to categorize ZKP projects based on their
characteristics. Additionally, we’ve explored the prevalence of specific tools, identified
outliers, and assessed the popularity and activity levels of various ZKP-related reposito-
ries. The use of MSR in ZKP development analysis not only facilitates a quantitative
understanding of the ecosystem but also enables the identification of challenges and
limitations faced during the mining process. We present a nuanced perspective on the
ZKP landscape, providing a comprehensive foundation for evaluating and recommending
tools in the Zero-Knowledge Proof software domain.

3 Related Work

GitHub, as a massive repository hosting platform, serves as a valuable source for MSR
research, allowing for in-depth examinations of software development practices and
projects. Previous research, such as [Kalliamvakou et al., 2014], offers valuable guide-
lines for conducting studies on these projects and discusses possible limitations.
Various dimensions (architecture, community, continuous integration, documentation,
history, issues, license and unit testing) are used to describe repositories in [Munaiah
et al., 2017] to identify software engineering projects. The tool “reaper”, discussed
in [Munaiah et al., 2017], scores repositories based on these dimensions to determine
whether they qualify as source code repositories.
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In understanding and comparing tools frequently used in MSR research to obtain reposi-
tory information, [Mombach and Tulio Valente, 2018] sheds light on the GitHub API,
GitHub Archive, and GHTorrent. Meanwhile, [Gousios, 2013] delves into a detailed
study of GHTorrent, a platform widely used in MSR projects. Additionally, [Tutko
et al., 2022] presents a comprehensive study of MSR papers, exploring perspectives on
data workflows, methodologies, reproducibility, and tools, while highlighting some of
the shortcomings observed in MSR literature.

Within the domain of MSR, studies have harnessed GitHub projects to gain insights into
specific domains. For instance, [Gonzalez et al., 2020] conducted a large-scale empirical
study focusing on Al and Machine Learning (ML) tool applications and tools. Their
objective was to glean essential insights into the Al and ML domain, emphasizing under-
standing collaboration dynamics and repository autonomy. Similarly, [Das et al., 2022]
undertook an empirical study of Blockchain software repositories, aiming to comprehend
the Blockchain Open Source Software (OSS) ecosystem on GitHub. Both [Gonzalez
et al., 2020] and [Das et al., 2022] adopted an MSR methodology, systematically se-
lecting, collecting, and filtering repositories based on predefined criteria and guidelines
outlined in [Kalliamvakou et al., 2014]. Following the data collection phase, both studies
classified their repositories into Tool and Application types.

Drawing inspiration from established MSR methodologies, our research adopts similar
principles to investigate the landscape of Zero-Knowledge Proof development on GitHub.
Prior research on ZKPs has explored theoretical advances and specific tools, but little
attention has been given to understanding the ZKP software ecosystem as a whole.
Furthermore, no MSR studies have analyzed the ZKP development landscape, leaving
gaps in our understanding of tool adoption, evolution, and real-world usage, and the
ZKP OSS space. Existing work often overlooks developer needs, abstraction levels
and application-specific considerations. This paper addresses these gaps using an MSR
approach to provide the first systematic analysis of the ZKP tooling ecosystem, offering
practical insights for developers alike.

4 Methodology

Dataset Construction

Our dataset construction followed a meticulous MSR approach, encompassing three
key stages. In the initial Repository Selection phase, we deployed targeted keywords
to identify repositories related to Zero-Knowledge Proofs. The Repository Filtering
stage involved both automated and manual processes to refine the dataset, ensuring
relevance and accuracy. Finally, in the Repository Information Collection phase, we
conducted in-depth mining for each repository, extracting crucial development metrics.
This approach yielded a well-curated dataset, laying the groundwork for the analysis and
insights into ZKP development practices. 3

Repository Selection

The foundation of our MSR methodology lies in the exact selection of repositories relevant
to ZKPs. Employing a set of carefully crafted search terms, we conducted an exhaustive

® The mining steps are summarized in Figure 1 in our GitHub Repository.
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search through the GitHub API to identify repositories associated with ZKPs. Many
factors make this task non-trivial. First, there are minimal guidelines for mining GitHub
repositories; while some research, such as [Kalliamvakou et al., 2014], provides general
advice, definitive standards are lacking, and tools such as GHTorrent and GitHub Archive,
previously used in studies [Das et al., 2022, Mombach and Tulio Valente, 2018], are no
longer active. The GitHub API limitations, including a 1000-item result cap and rate-
limiting, further complicate the process. Additionally, missed repositories arise when
projects use terms or descriptions unrelated to explicit ZKP keywords, such as zkp or
zero-knowledge. To address this, a robust keyword selection strategy was employed,
involving a thorough review of ZKP concepts, literature, synonyms, GitHub practices,
and commonly used libraries, refined iteratively for relevance. However, expanding
the search terms increased the inclusion of unrelated repositories, requiring careful
optimization to strike a balance. Lastly, inconsistent GitHub topic labeling exacerbated
these issues, as not all developers tag their repositories with accurate topics, a limitation
noted in [Gonzalez et al., 2020]’s Threats to Validity section. These challenges underscore
the complexity of identifying a comprehensive and accurate set of ZKP repositories.
The Repository Selection phase aimed to retrieve all the repositories related to Zero-
Knowledge Proofs from GitHub using the GitHub API and a set of search terms. After
addressing the hurdles of this process, a set of search terms was devised to use within
the mining process.

The list of search terms was categorized into three groups: general ZKP terms (and their
variations), technical ZKP terms, and commonly mentioned ZKP tools and libraries [Labs,
2023, Tan, 2023]. Several observations were made during the Experimentation and Re-
finement step of the search term selection procedure, for example, the term “stark” proved
valuable for identifying repositories related to STARK proof constructions. However, it
also yielded non-ZKP topics, including references to “Tony Stark”, “Stark Bank” and
“Stark Infra API”. Consequently, repositories associated with these non-ZKP terms were
initially included (later excluded during the filtering process). The use of search terms
related to ZKPs but not unique to them, such as “Privacy-Preserving Protocols” and
“Secure Multi-Party Computation”, led to overly generic results, encompassing many
repositories not primarily focused on ZKPs. Additionally, some tool names, such as
“noir”, did not yield many relevant search results beyond the tool’s own repository.

Repository Filtering

The Repository Filtering stage involved a two-fold process to refine and categorize the
repositories:

1) Automated Filtering: Initial automated mechanisms were applied to eliminate overtly
irrelevant or non-ZKP projects. This step removed repository forks, abandoned projects,
and unrelated projects (those matching search terms but not related to ZKPs, such as
“Tony Stark”). This process reduced the dataset from 11,693 to 2,029 repositories.

2) Manual Categorization: Each remaining repository underwent manual evaluation to
confirm relevance and identify if it was a software engineering project, as discussed
in [Munaiah et al., 2017] and [Kalliamvakou et al., 2014]. Repositories were then
tagged based on their purpose, similar to [Gonzalez et al., 2020] and [Das et al., 2022],
with categories including “Tool”, “Application”, “First-Principle Application”, “Tool
Support”, or “Resource”. To summarize filtering: repositories must have a non-zero size,
at least 1 star and 1 fork, be created during or after August 2013, have data available via
the GitHub API, and contain source code for a software development project related to
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ZKPs. Our filtering criteria were deliberately less stringent than some previous studies
[Das et al., 2022, Gonzalez et al., 2020, da Mota Silveira Neto et al., 2022, Agrawal
et al., 2018, Krishna et al., 2018] to encompass the entirety of the ZKP development
landscape, including smaller-scale projects. This approach ensured inclusivity and a
refined understanding of the diverse range of ZKP projects over time.

Following the filtering phases, “Application” type repositories underwent an additional
tagging iteration to identify the ZKP tools used in each project.

Repository Information Collection

During the Repository Information Collection, the filtered set of ZKP-related reposito-
ries was mined to extract additional data such as commit histories, contributor details,
and project activity metrics by using PyDriller. The GitHub API was used to retrieve
additional metrics for each repository, such as the contributors, contributor details and
issues. By delving into the repositories’ inner workings, we gained valuable insights into
the development dynamics, commit frequency, and the collaborative efforts invested in
each ZKP project.

Through these systematic phases, our MSR approach resulted in the construction of
a robust dataset with quantitative and qualitative information. This dataset serves as the
foundation for our in-depth analysis of the ZKP development space. After completing
this MSR process, the next phase of our study involved an in-depth analysis to extract
meaningful insights from the dataset through data analysis.

5 Results

By answering the 5 W’s, a developer should gain insight into the world of ZKP develop-
ment, in particular, ZKP tools. The questions span the domain and take into consideration
a set of different factors that could have an impact on a developer’s decision.

(RQ1) Who are you?

This question aims to explore the creators of the ZKP applications to gain an understand-
ing of who is building applications within the ZKP space and with which tools. The
diversity of developers and their projects within the realm of ZKP applications demands
tailored tool recommendations based on the characteristics of the developer’s team and
the nature of the project. Understanding where you, as a developer, fall within these
categories will guide you to the ZKP tools that align with your development team’s
composition and project goals. Each category has unique considerations, ensuring that
your toolset is optimized for success in your ZKP journey. A similar approach at under-
standing ownership was taken by [Gonzalez et al., 2020], where it categorised repository
owners into two classes, “Organization” and “User”. Repository user types were also
evaluated in a research question posed by [Das et al., 2022], which aimed to understand
the different user types among repositories.
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Answer

The answers to the question were devised by looking at the application repositories and
identifying groups of developers among these applications. By analysing key metrics
such as “Author Count”(the total number of unique authors for a repository, defined as
GitHub users who have authored a commit), “Lifespan”(the number of days between the
first and last commit), “Commit Count” (total number of commits made to a repository
during its lifetime), and “Activity”(indicates whether a repository has been committed to
in 2023) among existing ZKP GitHub applications, three distinct groups of developers
were identified (note that the approach used to group repositories can be used in general
MSR research and is not restricted to the grouping of ZKP related repositories). Once
these groups were identified, we analyzed the trends of the tools used within each of the
various repository groups. The tools suggested for each group are the most frequently
used tools found for that particular group.

Understanding which group aligns with your development scenario will guide you
towards the most suitable ZKP tools. The combination of these metrics brought about
three possible “Who”s. The three groups were constructed as follows: the first Who,
Individual Contributor Repository, comprises all single-owned repositories. The second
group of Who’s are all the applications which are neither single-owned, nor contain
outlying metrics. The third group, Community Collaborator, comprises of the set of
applications which had outliers (calculated at 3 standard deviations) for the metrics listed
above.

Individual Contributor: A single author embarking on a short-lived project

This group represents projects with a sole contributor working on a project with a rela-
tively short lifespan. These projects tend to have fewer commits and may be experimental
or individual initiatives. Table 2 summarizes the metrics that led to the establishment of
this group.

Metric Details

AuthorCount 361/917 (39.37%) repositories with a single author
Lifespan 686/917 (74.81%) repositories with lifespan < 365 days
Activity 450/917 (49.07%) inactive repositories

Combined Metrics | 342/917 with AuthorCount = 1 and Lifespan < 366 days

232/917 with AuthorCount = 1, Lifespan < 366 days, and inactive
CommitCount Mean of 30.78 commits per repository

Tool Usage 23/34 (67.64%) tools used among these repositories

Suggested Tools circom (25.86%), circomlib (25%), snarkjs (24.57%),
arkworks/snark (17.24%), arkworks/r1cs-std (16.81%),
arkworks/gm17 (15.09%), libsnark (10.78%)

Examples ChiHaoLu/circom-practice, ILESKOV/zkSync-AMM-contract,
orkunkilic/starknet-usd

Table 2: Summary of Individual Contributor Metrics
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Multi-Author Collaborator: A group of contributors collaborating on an open-
source project

This category encompasses projects with multiple contributors collaborating on an
open-source initiative. These projects often have a longer lifespan, increased activity,
and a higher number of commits, indicating a collective effort within the open-source
community. Table 3 summarizes the metrics that led to the establishment of this group.

Metric ‘ Details
AuthorCount 545/917 (59.43%) with AuthorCount in range [2, 51]
Lifespan 211/917 (23.01%) with Lifespan in range [366, 1531]

Combined Metrics | 184/917 with both AuthorCount in range [2, 51]
and Lifespan in range [366, 1531]
CommitCount Mean CommitCount of 417.63 for these 184 repositories

Tool Usage 29/34 (85.29%) tools used among these repositories
Suggested Tools circom (26.09%), snarkjs (21.20%), circomlib (17.39%),
merlin (13.59%), cairo-lang (13.04%),

arkworks/snark (11.96%), arkworks/r1cs-std (9.78%)

Examples iden3/circom_tester,

NilFoundation/zkllvm-blueprint,

lambdaclass/cairo-vm

Table 3: Summary of Multi-Author Collaborator Metrics

Community Collaborator: A team of developers working on an industry project

This group consists of projects associated with a team of contributors working on industry-
related applications. These projects are characterized by a more structured development
environment, a sustained level of activity, and potentially a longer project lifespan,
reflecting the demands of industry-oriented work. These projects have metric values that
are outlying or very high compared to projects in the other categories. The metrics are
summarized in Table 4 (where the outliers are calculated at 3 standard deviations).


https://github.com/iden3/circom_tester
https://github.com/NilFoundation/zkllvm-blueprint
https://github.com/lambdaclass/cairo-vm
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Metric ‘ Details

AuthorCount 11/917 (1.2%) AuthorCount outliers in range [52, 334]

Lifespan 20/917 (2.18%) Lifespan in range [1532, 4057]
CommitCount 11/917 (1.2%) CommitCount in range [3998, 27404]
Tool Usage 21/34 (61.76%) tools used among these repositories

Suggested Tools | libsnark (33.33%), arkworks/snark (18.18%),
arkworks/rlcs-std (15.15%), merlin (15.15%),

cairo-lang (15.15%), snarkJS (9.09%), arkworks/gm17 (9.09%)
Examples BTCPrivate/BitcoinPrivate-legacy,

MinaProtocol/mina,
AleoHQ/snarkOS

Table 4: Summary of Community Collaborator Metrics

The “Who” types aim to classify the set of applications, however, applications exist in
every area of the spectrum, and thus there exists some overlap between the types due
to the flexibility and ranges of the attributes. To illustrate, the set of outliers was not
the same for every attribute. protocols had an outlying value for the Lifespan metric
(2258), but did not have outlying values for the AuthorCount (39) and CommitCount
(3513) values, but its values for those metric were still on the high end of the normal
range. On the other end, xjsnark had an outlying Lifespan (1655) value, but very low
values for AuthorCount (1) and CommitCount (140). Its Lifespan excludes it from the
first “Who”, and its AuthorCount and CommitCount exclude it from the third “Who”.
A similar case with lattice-snarg having an outlying Lifespan (1646) value but a low
AuthorCount (1) and CommitCount (3). BitcoinPrivate-legacy, mina and snarkOS were
the only applications that had outlying values for all metrics. The reason the third type was
expanded to include repositories that have some outlying values, but not necessarily all,
was to illustrate that applications with high values for these metrics tend to be large-scale
industry projects, as seen in cairo with a moderate Lifespan (517) and CommitCount
(3998) but an outlying value for the AuthorCount (79).

The second “Who” type contains open-source projects that have been contributed to by
multiple authors. There is great variance among repositories in this type. For instance,
the popular application (which is also a ZKP tool built using Arkworks) is noir, which
falls into this category as it has high values for Lifespan (1163), AuthorCount (38) and
CommitCount(2744), yet none of these values are high enough for the application to be
considered an outlier. Of the same type, there are applications such as demo, which is
a smaller-scale project with a low AuthorCount (2), moderate Lifespan (518) and low
CommitCount (38). One could consider dividing this type into sub-types to differentiate
between popular community projects and insignificant group projects, but defining
further attribute ranges becomes a delicate task.

When comparing the tool frequencies® among the Individual Contributor group, Multi-
Author Collaborator group and Community Collaborator group, it was observed that all
tools had the arkworks set of algebra, std and curves as their most commonly used tools.
Note that the tool frequencies following those tools differ slightly among the groups.

6 Additional insights can be found in Figures 2, 3 and 4 in our GitHub Repository.
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Individual Contributor and Multi-Author Collaborators both had high frequencies for
Iden3’s Circom suite (circom, circomlib and snarkjs), but /ndividual Contributor had
higher frequencies for more of the other Arkworks tools such as snark, rlcs-std and
gm17. Multi-Author Collaborators had a low frequency for gm17 and instead had a high
frequency for merlin and cairo-lang. Community Collaborator had a very high frequency
for the use of libsnark compared to the other two groups, and low frequencies for the
Circom suite. Multi-Author Collaborators and Community Collaborator had nearly the
same frequency for the use of merlin. Multi-Author Collaborators contained the greatest
range of tools used, using 29/34 of the tools. Community Collaborator saw the lowest
range of tools, using only 21/34 tools.

(RQ2) What type of proof construction do you want to use?

This question pertains to the type of proof construction a developer intends to use in their
project. The goal of this question is to guide developers toward selecting appropriate
tools that support the specific proof construction method they plan to employ. In this
case, tools are filtered based on the proof construction and proving system they support.
For instance, if a developer requires a SNARK implementation, they would not select
bulletproofs/sdiehl as a tool, but rather a tool supporting SNARK constructions such as
libsnark.

Answer

The various types of proof constructions, zZkSNARKs, zkSTARKSs and Bulletproofs,
were discussed in the Background section. These constructions are used for validating
proofs efficiently and privately, but they differ in their implementation.

Table 5 outlines the various proof constructions supported by the tools, as well as
the proving systems supported. Most tools support the SNARK proof construction
(27/34) and various SNARK proving systems, most commonly Plonk. Some tools, such
as plonky2, support multiple constructions. If a developer requires a SNARK proof
construction, the type of proving system should be considered as well, to narrow down
the tool options. Some tools, such as those forming part of the Arkworks set, contain
multiple options, as well as the ability for customization. However, in some cases there
is only one tool supporting a specific proof system, such as marlin, which is the only
tool supporting the Marlin proof system and pysnark, which is the only tool supporting
the Pinocchio system. If wanting to use the Bulletproofs proof construction, the tools are
narrowed down to bulletproofs, bulletproofs/sdiehl or merlin.

The merlin repository provides the implementation of a unique proof “construction”,
Merlin [de Valence, 2018]. As stated in its documentation, Merlin is a STROBE-based
transcript construction for zero-knowledge proofs. By automating the Fiat-Shamir trans-
form, interactive proofs can be made non-interactive. Merlin provides a conceptual
framework within which various interactive proof systems, including zero-knowledge
proofs, can be designed.

The majority of tools support the SNARK proof construction (27), followed by the
STARK proof construction (8) and then Bulletproofs (3). Plonk is the most commonly
supported proving system (9), followed by Groth16 (6), then Merlin (2) and Marlin
(2). Gemini, GM17, Halo and Pinocchio are all supported by only 1 tool. SNARKSs
remain the most widely used proof construction over time; this could be attributed to the
observation that most tools support SNARKS. Despite Plonk being the most commonly
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Proof Construction | Proving System | Tools

arkworks/groth16, libsnark, bellman,
snarkjs, circom, gnark

GM17 arkworks/gm17

Gemini arkworks/gemini

SNARKS Marlin arkworks/marlin, arkworks/poly-commit

Grothl6

Halo plonky

plonky, plonky2, snarkjs,

Plonk circom, circomlib, gnark,

halo2, plonky3, zksync

Pinocchio pysnark

arkworks/algebra, arkworks/crypto-primitives,
arkworks/curves, arkworks/r1cs-std,

None
arkworks/snark, arkworks/sponge,

arkworks/std, leo, plonky3

miden-vm, plonky2, plonky3,
STARKS winterfell, cairo-lang,

openzkp, plonky3, riscO
Bulletproofs bulletproofs (sdiehl), bulletproofs
Other merlin

Table 5: The Proof Construction and Proving System Supported by Tools

supported proof system by tools, tools supporting Groth16 are more frequently used by
applications.’

(RQ3) When in your ZKP development do you want to use a tool?

Developers may find themselves at different stages of their ZKP development journey,
each requiring a unique approach to ZKP tool utilization. Certain tools are better suited
for different phases due to reasons that will be discussed.

Answer

Factors taken into account when determining which tools are suitable for which phase
can be classified into two groups, Development Features and Popularity Features. De-
velopment features consist of Forks, Issues, Age, CommitCount, Contributor Count and
Active (if the repository was committed to in 2023). Popularity Features consist of Stars,
Watchers and AppCount (the number of application repositories that use the tool). A
similar evaluation of repositories is used in [Das et al., 2022]. The breakdown of both
the development and popularity metrics were influenced by research questions posed in
[Das et al., 2022] by the RQs “How do the different users collaborate in the Blockchain

7 Supplementary data for results can seen in Figures 3, 6, 7 and 8 in our GitHub Repository.
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repositories?” and “How do the popularity and activity across the Blockchain repos
vary?”.

These features collectively provide insights into a tool’s development activity, community
engagement, and overall popularity within the developer community. When categorizing
tools based on these metrics, informed decisions about their suitability for different phases
are made. For example, tools with high development metrics may be more suitable for
the implementation phase, while tools with growing popularity could be considered in
the bookmarking phase.

The “When” aspect of ZKP development revolves around identifying the specific phase
in which a developer will be using ZKPs within the project lifecycle. Next we discuss
the three key phases.

Tinkering Phase

During the early stages of development, the tinkering phase, developers are exploring
ideas, experimenting with concepts, and refining their project’s scope. This may even be
their first experience with ZKPs. This phase is characterized by curiosity and a desire
to gain hands-on experience. While exploring, developers can focus on the learning
experience rather than the latest tools. It’s an opportunity to try out a variety of tools
and grasp the basics of ZKP concepts, and gain insight into the history of the ZKP
development space.

Although all tools could be considered during the tinkering phase, it may be beneficial to
consider those that are no longer active to gain insights into the history of the development
space. The Development and Popularity features of tools suitable for the Tinkering Phase
are shown in Tables 6 and 7.

Repository Forks Issues Age CommitCount ContributorCount Active
libsnark/scipr-lab 574 117 3448 357 22 False
pysnark/charterhouse 10 2 2131 38 1 False
bulletproofs/sdiehl 43 4 1949 42 5 False
merlin/dalek-cryptography 60 3 1926 145 8 False
openzkp/Oxproject 103 298 1690 2104 2 False
marlin/arkworks-rs 61 12 1520 93 15 False
plonky/mir-protocol 12 8 1376 410 6 False
nonnative/arkworks-rs 11 2 1138 41 7 False

Table 6: Development Features of Tinkering Tools

libsnark is the oldest tool in the toolset and was initially developed as part of a research
project. The library’s early development focused on providing a general-purpose toolkit
for building zk-SNARKs. Its creation was influenced by the increasing interest in crypto-
graphic techniques that enable proving the authenticity of information without revealing
any details about the information itself. Over the years, it has been used in multiple
applications, most notably in the cryptocurrency ZCash. Since this tool is popular but no
longer actively maintained, it is best suited towards the Tinkering Phase as opposed to
another phase, which requires tools that are still active.

openzkp was developed by the Ox team. The tool is no longer active, as it seems that the
contributors have shifted their focus towards developing other tools.


https://github.com/scipr-lab/libsnark
https://github.com/zcash/zcash
https://github.com/0xProject/OpenZKP
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Repository Stars Watchers AppCount
libsnark/scipr-lab 1677 1677 85
pysnark/charterhouse 72 72 4
bulletproofs/sdiehl 520 520 1
merlin/dalek-cryptography 112 112 52
openzkp/Oxproject 586 586 1
marlin/arkworks-rs 256 24 4
plonky/mir-protocol 104 104 1
nonnative/arkworks-rs 18 10 2

Table 7: Popularity Features of Tinkering Tools

plonky is the predecessor of plonky2, which is a tool recommended for the implementa-
tion phase. It may be worthwhile for a developer to look at plonky to understand how it
differs from plonky2 and plonky3.

cairo-lang is a version of Cairo that was written in Python. Although the repository is still
active, developers are encouraged to use the Rust rewrite of Cairo. Although Cairo, and
the whole Starkware ecosystem, can be considered a ZKP tool, the Rust Cairo rewrite
uses Arkworks libraries, and is therefore considered an application in the context of this
paper.

These four tools had high values for development and popularity metrics, but since they
are no longer actively maintained, they are most suitable for use in the Tinkering phase.
Other inactive projects include merlin, pysnark, nonnative, marlin and bulletproofs —
these can also be considered for this phase, but have lower values for development and
popularity metrics.

There are other active tools, but they have low values for the Development and Popu-
larity features. These include a set of some of the Arkworks libraries (sponge, rlcs-std,
poly-commit, groth16, gm17, gemini,crypto-primitives and snark). These libraries often
fulfill a specific cryptographic task, and a developer can consider using these tools in
this phase, as it allows for an opportunity to try out a variety of tools and experiment
without having to worry about whether or not it has an active development environment.

Implementation Phase

The implementation phase involves integrating ZKPs into actual projects. Here, devel-
opers are integrating ZKPs into real projects, and the emphasis shifts to active, well-
maintained tools with high development and popularity metrics. Future-proofness is
crucial, ensuring continued support and updates. Developers might prioritize tools which
are active with a robust development history, a healthy commit count and a substan-
tial contributor count. Tools with a balance of stars and watchers indicate sustained
interest and support. The Development and Popularity features of tools suitable for the
Implementation Phase as shown in Table 8 and 9.

The std repository has lower values for some of the metrics such as Stars, Forks, Watchers
and Issues; however, it was included in this list since it is often used in combination with
algebra and curves, and therefore has a high AppCount. winterfell has a lower AppCount
than some of the other tools, however, the other metrics indicate that it has an active
development environment. This could mean that the tool is still under development and
not entirely ready for general use (as seen in the low AppCount), indicating that it may
be in the intersection between the Implementation phase and the Bookmarking phase.
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Repository Forks Issues Age CommitCount ContributorCount Active
bellman/zkcrypto 582 30 2879 353 18 True
bulletproofs/dalek- 189 45 2108 892 14 True
cryptography

snarkjs/iden3 355 89 1920 643 39 True
gnark/consensys 227 82 1356 2480 22 True
halo2/zcash 335 240 1173 2464 31 True
algebra/arkworks-rs 152 114 1159 710 61 True
std/arkworks-rs 21 7 1148 101 18 True
curves/arkworks-rs 88 25 1125 130 24 True
plonky?2/mir-protocol 167 60 996 4517 28 True
winterfell/facebook 134 29 931 518 18 True
circom/iden3 158 34 761 502 36 True

Table 8: Development Features of Implementation Tools

Repository Stars Watchers AppCount
bellman/zkcrypto 823 823 30
bulletproofs/dalek-cryptography 931 931 17
snarkjs/iden3 1494 1494 195
gnark/consensys 1055 1055 21
halo2/zcash 528 528 24
algebra/arkworks-rs 474 17 594
std/arkworks-rs 36 9 587
curves/arkworks-rs 271 16 481
plonky?2/mir-protocol 575 575 17
winterfell/facebook 637 637 10
circom/iden3 945 945 222

Table 9: Popularity Features of Implementation Tools

It is worth mentioning that circomlib is not included in the list because, at the time of
writing, it has not been committed to since 2022, deeming it inactive. However, the
developer can consider using it alongside the other tools in the Circom stack (circom
and snarkjs), as those tools are actively maintained. As noted in the previous phase, the
tools libsnark, openzkp, plonky and cairo-lang have high values for the Development
and Popularity features, but they are no longer actively maintained and so developers
should avoid, or take caution, when using them for implementation. Tools such as leo
and zksync have high values for the Development and Popularity features, but generally
have low AppCount values since these tools are still in development. They are discussed
in the Bookmarking phase.

Bookmarking Phase

The Bookmarking phase occurs when a developer acquires an interest in the ZKP space
and has identified ZKPs as a valuable tool, but the immediate integration may not be
feasible due to project constraints or other priorities. They are bookmarking ZKPs for
future consideration. Here, developers should focus on tools with strong community
support, ongoing development, and clear roadmaps.

Developers may consider tools with a growing popularity metric, such as stars and
watchers, and an increasing application count, signalling sustained interest from the
community.


https://github.com/iden3/circomlib
https://github.com/iden3/circom
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This toolset for the Bookmarking phase is similar to that of the Implementation phase,
but includes tools that are still in early development. The Development and Popularity
features of tools suitable for the Bookmarking Phase are shown in Tables 10 and 11.

Repository Forks Issues Age CommitCount ContributorCount Active
zksync/matter-labs 2305 55 1627 12193 52 True
leo/aleohq 100 96 1341 6026 31 True
miden-vm/Oxpolygonmiden 117 103 792 1943 31 True
risc0/riscO 130 62 629 600 39 True
plonky3/plonky3 33 22 226 491 13 True

Table 10: Development Features of Bookmarking Tools

Repository Stars Watchers AppCount
zksync/matter-labs 3376 119 4
leo/aleohq 475 475 7
miden-vm/Oxpolygonmiden 513 513 7
risc0/riscO 1002 1002 5
plonky3/plonky3 162 162 1

Table 11: Popularity Features of Bookmarking Tools

zksync has the highest commit count out of all the tools in the study, indicating, along
with the other metrics, that a lot of development is going into the tool. As shown on
their website, zkSync has been in production since Summer 2020, with increasing usage.
The website also states that it will soon be used to scale arbitrary smart contracts. Based
on the activity on Matter Labs’s GitHub account, the focus has shifted towards the
development of zksync-era. A developer could monitor the progress of Matter Labs’
projects to understand what would suit their needs best.

Aleo has developed an extensive suite of tools to support their L1 ZK environment.
Although the mainnet for Aleo has not yet been launched, an active development envi-
ronment is seen in the metrics of the leo repository, along with other projects forming
part of the Aleo ecosystem. This includes snarkos and snarkvm that were seen in the
“Who” question as applications with outlying development metrics.

plonky3’s age has landed it in this category. Its Development and Popularity features are
promising and indicative of a tool that is being developed and on the rise. Plonky3 aims
to improve the implementation of Plonky?2, a tool that is currently popular and featured
in the Implementation Phase.

An observation is that zksync, risc0 and miden-vm are all virtual machines (VM), where
zksync and midenvm are zZkEVMs and risc0 is a zkVM. These tools have high Devel-
opment and Popularity features, except for their AppCount, which is low. This may
be because, as indicated by this phase, they are still in development and not suitable
for general use. However, it may be worth speculating if their low AppCount could be
attributed to the novelty of the VMs as they are a relatively new tool concept in the ZKP
space, compared to other tools such as software libraries.

Tailoring the use of ZKPs to your specific development phase is a strategic decision that



https://github.com/matter-labs/zksync
https://matter-labs.io/
https://github.com/matter-labs
https://github.com/matter-labs/zksync-era
https://aleo.org/
https://github.com/aleohq/snarkos
https://github.com/aleohq/snarkvm
https://github.com/Plonky3/Plonky3
https://github.com/matter-labs/zksync
https://github.com/risc0/risc0
https://github.com/0xpolygonmiden/miden-vm
https://github.com/matter-labs/zksync
https://github.com/0xPolygonMiden/miden-vm
https://github.com/risc0/risc0

van Niekerk N., van der Merwe B., Labuschagne L.: The 5 W’s of Zero-Knowledge Proof Development 1 627

optimizes the benefits of this powerful technology. By aligning the integration of ZKP
with your developmental context, developers can navigate challenges effectively and
utilize the unique advantages that ZKPs offer.

(RQ4) Where do your requirements fit in the levels of abstraction?

In the landscape of ZKP tools, there exists a spectrum of abstraction levels, each catering
to distinct developer needs and project requirements. Understanding ZKPs at a technical
level requires a deep understanding of the underlying mathematics. The mathematics is
abstracted to various degrees by different tools. A developer focus on the fine-grained
details of a system may prefer a tool with a low level of abstraction, whereas a deve-
loper wanting to implement a simple solution without worrying about too many of the
details may benefit more from a tool with a higher level of abstraction. The Where in
this question pertains to where the developer’s needs fit concerning the levels of ab-
straction offered by the tools. Some tools allow for more low-level development where
fine-grained control over the ZKP system is required, others come with built-in ZKP
support, allowing developers to leverage these features without having to implement the
underlying cryptographic primitives from scratch. Determining the level of abstraction
provided by a tool can be subjective, but we aimed to be as logical as possible. We
manually labeled the abstraction levels of the tools based on their interface design, re-
quired technical understanding of ZKPs, flexibility in customization and documentation
available. High-level tools often offer user-friendly interfaces, simplified frameworks
and pre-built components that reduce the need for in-depth cryptographic knowledge.
Low-level tools were identified by their emphasis on granular control over cryptographic
operations, which often requires a deep cryptographic understanding. Tools in-between
offer aim to balance the user-friendly design and customization options, which do require
a moderate level of understanding.

This question aims to guide developers in choosing the level of abstraction that aligns
with their requirements.®

Answer

To understand the different levels of abstraction provided by each of the tools, it is worth
understanding what determines the complexity of a tool. Each tool has been assigned
a tool type. This is the classification or category that a specific tool falls into based on
its primary functionality, purpose, or the way it is designed to be used. Each tool type
represents a broad class of tools that share similar characteristics or serve a common
goal within the field of ZKP development.

Tools classified under Low-level ZK Development cater to expert developers seeking
maximal control and minimal abstraction, involving direct manipulation of cryptographic
primitives. Proof Systems provide the implementation of popular ZKP proving systems
and act as foundational frameworks for constructing and verifying ZKPs, ideal for devel-
opers leveraging established systems without deep cryptographic expertise. Libraries
offer pre-built functions that simplify ZKP integration, striking a balance between ab-
straction and customization for developers ranging from beginners to intermediates.

8 The inspiration in understanding the various tool types and how they relate to the level of
understanding and abstraction came from a blog post [Sproule, 2023] by Blockchain Capital’s
Ryan Sproule.
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DSLs (Domain-Specific Languages) provide specialized programming environments
tailored for ZKP tasks, offering higher levels of abstraction and expressiveness. ZKEVM
(Zero-Knowledge Ethereum Virtual Machine) extends the Ethereum Virtual Machine
with ZKP capabilities, ensuring data confidentiality in decentralized applications. ZkVM
(Zero-Knowledge Virtual Machine) emphasizes ZKP-based security and verifiabil-
ity without EVM compatibility, suitable for broader privacy, security, and scalability
applications. Each tool or framework serves distinct developer needs, from precise con-
trol and deep cryptographic understanding to streamlined integration and expressive
programming environments.

The levels of abstraction have been named according to familiar programming languages
to help developers make sense of the abstraction provided by each tool. By categorizing
the abstraction into three levels — Pythonic, C-like, and Assembler — this question aims
to guide developers toward selecting ZKP tools that align with their needs.

Pythonic

These tools provide developers with a highly abstracted interface that hides the underlying
complexities of the cryptographic operations and mathematical computations involved
in ZKPs. Tools in this class are those designed to be easily usable and understandable by
developers. This allows developers to focus more on the application logic, rather than
the intricate details of cryptographic protocols.

The Pythonic level tools consist of the zZkEVMs, zkVMs and some high-level DSLs. The
DSL, leo, does not require a developer to have a detailed understanding of the inner
workings of ZKPs as the low-level details are abstracted by the ecosystem. This level
of abstraction is also seen in the tool zksync, which requires developers to write smart
contracts in Solidity (which most Web3 developers are already familiar with). Developers
interact with riscO by simply writing code, and the service handles all the ZKP backend
complexity. As explained in the Introduction to miden-vm, which is part of the ZKHack
series, one of the main attractive points of zkEVMs, such as the Polygon Miden, is the
ease of use and no need to understand ZKPs and their cryptographic intricacies.

C-like

These tools offer an intermediate abstraction, providing developers with a moderate
level of exposure to ZKP-related mathematics. Although not as abstracted as high-level
tools, intermediate abstraction tools offer some level of simplification and encapsulation
of cryptographic operations and protocols. Developers using intermediate abstraction
tools may need to have a basic understanding of ZKP-related mathematics and crypto-
graphic principles to effectively utilize these tools. For instance, Plonky3 is a toolkit for
implementing polynomial IOPs, such as PLONK and STARKSs. It is built to support
multiple types of cryptographic components, such as various types of fields, polynomial
commitment schemes, polynomial IOPs, codes, interpolation and hashes. A developer
would need to understand each of these components and their different types to be able
to customize the tool to their needs.

Assembler

Tools with low-level abstraction expose developers to the detailed workings of ZKP-
related mathematics and cryptographic protocols. Assembler tools provide fine-grained
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control over cryptographic operations and protocols, requiring developers to have in-
depth knowledge of the underlying mathematics and algorithms. Developers using
Assembler tools have the flexibility to customize and optimize cryptographic opera-
tions, but must also handle the complexities and intricacies associated with low-level
implementations.

Assembler-level tools provide maximum control and flexibility. Developers may be more
comfortable with lower-level tools that allow fine-grained adjustments and customization
to meet specific project requirements.

The set of arkworks tools falls into this category. Arkworks is a Rust ecosystem for
zkSNARK programming [Hu et al., 2022]. The ecosystem provides a collection of
libraries, specializing in low-level details such as algebra, curves, and cryptographic
primitives. Arkworks provides a toolset, which allows developers to customize their
ZKP development stack without needing to create many cryptographic details from
scratch. Arkworks forms the backbone of many zero-knowledge applications, even
other ZKP tools, such as ZoKrates. Although aimed at being a toolkit for zkSNARK
implementations, certain Arkworks libraries have been used in the Starkware’s Cairo
DSL, which is built around the zkSTARK construction.

There is room for flexibility in these tool classifications, as tools allow for a range of
customization. For example, consider Circom. As a DSL, Circom allows developers to
design, create, and customize their arithmetic circuits to be used in their ZKP projects.
The modularity of the Circom language allows the definition of parameterizable small
circuits, called templates, which can be instantiated to form part of larger circuits. This
allows developers to create their own custom circuits with varied complexity [Polygon,
2023]. Developers who do not have the technical understanding to create their own
circuits can use templates from CircomLib, which is a library of basic Circom circuits —
these existing CircomLib templates add a layer of abstraction.

Ultimately, a developer can take their own requirement into account when determining
which tool at which requirement level best suits their needs. The tool types and levels of
abstraction are outlined in Table 12 and Table 13.

Abstraction Level | Tool

Pythonic zksync, cairo-lang, miden-vm, leo, risc0, circomlib
circomlib, halo2, gnark, openzkp, plonky3, snarkjs, bulletproofs,
C-like winterfell, pysnark, plonky2, merlin, circom, plonky,

bulletproofs (sdiehl), bellman, libsnark

bellman, libsnark, arkworks/std, arkworks/sponge, arkworks/snark,
arkworks/r1cs-std, arkworks/poly-commit, arkworks/nonnative,
arkworks/marlin, arkworks/groth16, arkworks/gm17, arkworks/gemini,
arkworks/curves, arkworks/crypto-primitives, arkworks/algebra

Assembler

Table 12: Levels of Abstraction

(RQ5) Why are you doing it?

This question aims to understand the motivations behind ZKP Development. In ZKP
software development, the “Why” question serves as a pivotal exploration into the motiva-
tions driving developers to incorporate ZKP technology into their applications. Through
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Type Tool
zZKEVM zksync, miden-vm
zkVM riscO

. circomlib, winterfell, pysnark, libsnark, snarkjs, bellman,
Library

plonky3, openzkp, gnark

DSL cairo-lang, leo, circom
Proof System bulletproofs (sdiehl), plonky, plonky2, merlin,

bulletproofs, halo2

Low-level ZK Development

arkworks/std, arkworks/sponge, arkworks/snark,
arkworks/rlcs-std, arkworks/poly-commit,
arkworks/nonnative, arkworks/marlin, arkworks/groth16,
arkworks/gm17, arkworks/gemini, arkworks/curve,
arkworks/crypto-primitives, arkworks/algebra

analysis of repositories, we identified three primary categories of ZKP applications.
These categories were determined by manually analyzing the mined application repos-
itories and classifying their use case as Non-Blockchain Applications or Blockchain
Applications (then either as Scaling Solutions or Privacy Enhancements). The tool
usage among these application groups was analyzed to determine if there were specific

Table 13: Tool Types

tools associated with specific application types.

Answer

1. Non-Blockchain Applications: These leverage ZKPs for privacy-preserving au-
thentication, secure data sharing, or confidential computations outside the blockchain
context. Tools like Circom and Arkworks are frequently used in this category, offer-

ing flexibility for various non-blockchain use cases.

2. Blockchain Applications (71.2% of analyzed applications):

(a) Scaling Solutions: ZKPs are used to enhance the efficiency and throughput
of blockchain networks, often through zk-rollups. Popular tools include the
Arkworks set, Circom set, and proof systems like Bellman and Plonky2. Notably,
zkEVM and zkVM tools (e.g., zksync, miden-vm, risc0) are used specifically

for scaling applications.

(b) Privacy Enhancements: ZKPs play a crucial role in ensuring confidential trans-
actions and preserving user privacy in blockchain systems. The Circom set is
more prevalent than Arkworks in this category. Privacy applications also utilize
some less common Arkworks libraries (snark, r1cs-std) and proof system tools,

but notably exclude zkEVM and zkVM tools.

Our analysis reveals that tool selection often correlates with the specific purpose of
ZKP usage. This insight can guide developers in choosing tools that align with their
project goals, whether focused on non-blockchain applications, blockchain scaling, or
privacy enhancements.’ The effect of the application domain significantly influences

% Figures 9, 10, 11 and 12 in our GitHub Repository contain supplemental detail on the distribution

of tools and purposes.
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the comparison of appropriate ZKP tools and the factors to consider when choosing
application-specific tools. Different domains present unique requirements that align
with specific strengths of available tools. For instance, blockchain applications that
prioritize privacy and scalability, such as zk-Rollups or private transactions, benefit
from tools like Circom and Arkworks. These tools efficiently support zk-SNARK-
based proofs, enabling scalable and confidential operations. In contrast, supply chain
applications, which emphasize transparency and compliance, may favor tools such as
ZoKrates for its integration with Ethereum smart contracts or Arkworks for its fine-
grained customization capabilities. As discussed in the other W’s, the level of abstraction,
performance requirements and proving system types are all key factors to consider,
which depend on the domain of the application. Tools like Circom, with their high-level
abstraction, are ideal for rapid prototyping and use cases where simplicity and modularity
are critical. On the other hand, low-level tools like Arkworks cater to performance-
critical domains that require deep cryptographic customization. Furthermore, scalability
demands can also dictate tool selection. For example, tools such as Halo2 or Plonky?2 are
better suited for applications requiring efficient batch proof generation and verification.
Through an analysis of ZKP tool frequencies within these categories, our research not
only investigates the purposes of ZKP software development but also uncovers potential
relationships between purpose and the tools employed. These insights serve as a valuable
resource for developers, guiding them towards informed decisions that align with their
specific goals and objectives in the realm of ZKP development.

6 Future Work

This paper guides developers on what ZKP tools best suit the needs of their project,
and there are multiple avenues for future research that could enhance the outcome.
Additionally, there are some limitations which could be addressed to further solidify the
results. We discuss the options to improve the research conclusions.

Leveraging NLP Techniques for Dynamic Keyword Set Formation: With the use of
Natural Language Processing (NLP), the search term set can be created by analyzing
ZKP media such as academic literature, blog posts and whitepapers to form a vocabulary
of terms often found in these sources. This adaptive approach ensures that the search
term set remains responsive to the ever-changing discourse within ZKP media.
Automating Filtering and Tagging of Mined Repositories: Future endeavors can fo-
cus on automating the manual filtering and tagging of repositories based on predefined
criteria and categories.

Iterative Mining: A part of the set of keywords contained the names of tools that were
frequently mentioned in the ZKP literature. After mining and tagging of the repositories,
a list of tools was identified. To maximize the gathering of all applications using those
tools, another iteration of mining can be done with the search term set that contains the
list of all the tools identified.

Benchmarking Performance of ZKP Tools: Developers may benefit from understand-
ing the performance benchmarking of the various tools given different inputs, parameters
and proof types, similar to what is seen in [Benarroch et al., 2020] and [delendum xyz,
2023]. In addition to the 5 W’s, we briefly explored a benchmarking approach where we
benchmarked Groth16, Nova, Halo2, Plonky3, and Binius across two circuits: Fibonacci
and SHA256. The results show notable performance differences in terms of proving time,
proof size, verification time and CPU usage. For both circuits, Groth16 outperformed
other systems, with the fastest proving times and the smallest proof sizes (128 bytes
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since Groth16 proof size is constant). Plonky3, while slower (49.63 ms for Fibonacci),
generated larger proofs, and Nova and Halo2 exhibited even slower proving times, with
Nova producing larger proofs. Verification times were the quickest for Groth16 (since
the verification time is constant at 1 ms), followed by Plonky3 and Halo2. Nova had
higher verification times. In terms of CPU usage, Groth16 and Nova were the most
resource-intensive, while Plonky3 and Halo2 were more efficient. These benchmarks
highlight the trade-offs between performance and resource usage, which is another factor
developers would have to consider when selecting ZKP tools. Groth16 is optimal for
scenarios that require fast proof generation and minimal proof size, while Plonky3, Nova,
and Halo2 may be better suited for different use cases depending on computational
resources and scalability needs. Once again, the choice of the best tool would be up to
the developer’s requirements.

7 Discussion & Conclusion

Embarking on a project within the ZKP space could be challenging for developers. We
aimed to structure the five W’s in such a way as to address the different aspects of ZKP
development to give a developer a holistic understanding of the considerations. There
were not always different correct and incorrect tool choices. For example, all author
groups in RQ1 had the highest frequencies for the Arkworks set, but there was some
variance when looking at the tools that occurred with a lower frequency, as discussed.
There are exceptions to this, as seen in RQ2. If a developer is looking for a tool that
supports a specific proving system, such as Gemini or Pinocchio, there is only a single
tool to choose from; hence, there would only be one correct choice. RQ3 also provided a
set of tool options to the developer based on various metrics and the phase a project is in.
In RQ4, it was easier to separate the tools into different levels of understanding based
on the tool type, but there was also no single correct choice of tool if a developer is a
beginner, but rather multiple possible options. RQ5 noted the differences in tools used
for applications with different purposes.

Although it would make the life of an aspiring ZKP developer much easier if this paper
was able to narrow down exactly which tool to use given the answers to the 5 W’s, there
are too many elements to keep in mind i.e. there is no “right” tool, but rather a set of tools
which would be more suitable. A developer should take multiple factors, such as their
project type, desired proof of construction, development phase, level of understanding,
and project purpose into consideration when making their choice.

Our exploration into the 5 W’s of ZKP software development provides a detailed portrayal
of this evolving landscape. The intersection of motivations, tools, and applications creates
a rich overview that reflects the dynamism of ZKP development. As the ZKP ecosystem
continues to evolve, our study serves as a foundation for future exploration, inviting
researchers and developers alike to delve deeper into the intricacies of this cutting-edge
technology.
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8 Appendix

8.1 Circom PIN Circuit for ZKP proof generation

// Template to hash a 4-digit PIN using the Pedersen hash function
template PinHash() {

signal input pin[4]; // Input: 4-digit pin
signal output hash; // Output: Pedersen hash of the pin
signal pinBits[16]; // Array for binary representation of the pin

// Declare components for converting each digit to binary
component n2b0 = Num2Bits(4); // Each digit is at most 4 bits

component n2bl = Num2Bits(4);
component n2b2 = Num2Bits(4);
component n2b3 = Num2Bits(4);

// Convert each digit of the PIN to its binary representation
n2b0.in <== pin[0];
n2bl.in <== pin[1];
n2b2.in <== pin[2];
n2b3.in <== pin[3];

for (var j = 0; j < 4; j++) {
pinBits[j] <== n2b0.out[j];
pinBits[4 + j] <== n2bl.out[j];
pinBits[8 + j] <== n2b2.out[j];
pinBits[12 + j] <== n2b3.out[j];
}

component pedersen = Pedersen(16); // Pedersen hash function
for (var i = 0; i < 16; i++) { // Connect the pinBits array to
pedersen.in[i] <== pinBits[i]; // ... the Pedersen hash function

}

// Get the hash output
hash <== pedersen.out[0];
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