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Abstract: Optimizing game elements through iterative human playtests can be time-consuming

and insufficient for games with complex intransitive mechanics. Imbalances in games often require

the release of numerous balance patches. We present a computational method for making each

game unit equally preferable against a uniform play strategy. We leverage concepts from game

theory to model intricate relationships among intransitive entities. Matching units against each

other is modeled as a symmetric zero-sum game, where unit selection represents a strategy and the

error is quantified using payoff values derived from unit parameters. The algorithm takes the initial

unit parameters provided by the game designer and optimizes them with minimal changes using

gradient descent. Consequently, the payoff matrix converges to a state where a uniform strategy is a

near Nash equilibrium, ensuring that each unit is equally preferable under the optimized condition.

We implemented a testing environment based on fictitious play and verified our results on different

scenarios. While the majority of game theory research focuses on finding optimal strategies given

specific environmental conditions, this paper takes a different perspective within the context of

game design. We explore game theoretic concepts to address the goal of designing environments

that lead to desired strategy choices.
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1 Introduction

During the development of a game, balancing the parameters of game elements is not
something a designer can determine all at once. Often, designers do not have clear
mathematical models readily available to optimize these parameters. After creating a
playable prototype, the game undergoes multiple playtests and the designer frequently
needs to iteratively optimize the parameters based on the test results. This process
presents various challenges. Firstly, it is time-consuming and costly. Additionally, due
to human limitations such as fatigue and subjectivity, there is no guarantee that the
results will be satisfactory. Parameters unrelated to the core mechanics of the game may
tolerate coarse adjustments, but unit or character powers in competitive fighting games
are not forgiving of imbalances. Human playtesting may be enough up to a level for
games with simple mechanics. However, it is a more challenging task to optimize units
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with complicated relations. Games such as StarCraft II and League of Legends have
released numerous balance patches since their initial release, indicating that extensive
testing during development is not always enough to identify all imbalances. Although
not classified as a technical bug, substantial imbalances in game mechanics can exert
adverse effects on gameplay, akin to the impact of a bug. When an advantageous strategy
is discovered, players tend to favor that strategy, causing other elements to become less
engaging. This detracts from the intended gameplay experience the designer aimed to
establish with all the game’s elements. This study is an attempt to provide a computational
method to eliminate imbalances among game units in competitive games with fighting
mechanisms.

When the relationships between different elements are defined by a single metric,
it is referred to as a transitive relationship. In other words, if B is better than A, and
C is better than B, then C is better than A. In contrast, in an intransitive relationship,
such an obligation does not exist. A well-known example of an intransitive game is
rock-paper-scissors. In games that employ a transitive power model, balance is often
achieved by maintaining a constant ratio between cost and power. Powerful items or
units should be more expensive compared to weaker elements. Maintaining balance in
such scenarios is relatively straightforward, however, designers may resort to intransitive
mechanics to enhance gameplay experience and provide more engaging decision-making
options [Schreiber and Romero, 2021a, Morris and Rollings, 2004].

Intransitive mechanics can be found in combat units in real-time strategy (RTS)
games, characters in fighting games and Multiplayer Online Battle Arena (MOBA)
games, character classes in Massively Multiplayer Online (MMO) games, decks and
strategies in trading card games, and more. An example of such a relationship can be
observed in an older game called The Ancient Art of War, where the three fighting units
- knights, barbarians, and archers - exhibit clear examples of this type of relationship.
Barbarians are fast units that can close in on archers with minimal damage, but they are
weaker than knights. Knights, on the other hand, are slow but powerful units, which puts
them at a disadvantage against archers. As a result, each unit has an advantage over one
unit and a disadvantage against another. Fighting games like Street Fighter and Mortal
Kombat also feature similar relationships in their mechanics. Attacks are countered by
blocks, blocks are countered by throws and throw attempts are countered by attacks. In
many RTS games, such as the Warcraft series, aerial units beat infantry units, infantry
beat ranged units, and ranged units beat aerial units.

The complicated relationships among game entities in an intransitive mechanics
setting make it challenging to adjust their parameters to achieve the desired outcome.
Some examples of this are mentioned in Section 4. The strategically interdependent
behavior of different entities in such scenarios has been extensively studied in game
theory. Game theory encompasses a wide range of areas, including economics, biology,
politics, psychology, and more, where various problems are modeled as games and
analyzed. In our case, unit or character selection can be viewed as a metagame akin
to rock-paper-scissors where players choose their strategy among game units instead
of rock, paper, or scissors. Then the selected units confront each other. The outcome
of these confrontations is determined by the power differences between the units. In
game theory terminology, the outcome of the game for each player is referred to as a
payoff, and the term strategy is used to define a player’s plan of action, which, in our
case, corresponds to the unit or character selection. In game theory, payoff matrices are
used to express the outcomes of players’ strategy choices. It is like an abstract model of
a game. Figure 1b shows a payoff matrix for rock-paper-scissors game.

Topics of game theory cover finding optimal player strategies under given circum-
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stances. Nash equilibrium refers to a set of strategies, one for each player, where each
player’s choice represents the best response to the strategies of other players. In other
words, no player can benefit from changing their strategy given the current state. We
mentioned a few examples of intransitive relationships above, where a single (pure) best
strategy does not exist. No matter which strategy (game unit, or fight move) a player
chooses, the opponent can choose a better counter strategy. In such cases, the optimal
strategy a player can have is to choose according to a probability distribution over multi-
ple strategies. This is called a mixed strategy. In a rock-paper-scissors game, the optimal
strategy is to play each element with a probability of 1/3. The mixed strategy where each
pure strategy is selected with an equally distributed probability like this can be called
a uniform strategy [Maubert and Pinchinat, 2014]. According to the Nash theorem, all
finite games have at least one Nash equilibrium, whether composed of mixed or pure
strategies. However, computing an exact Nash equilibrium is a tricky subject. In many
cases, a solution called a near-Nash equilibrium or epsilon-equilibrium, which refers to
a solution very close to the Nash equilibrium, is preferred.

This study aims to provide a computational solution to balance game unit/character
powers. In the academic literature, the term game balance is used in different forms
depending on the problems addressed. Becker and Görlich analyzed fourteen authors’
concepts of game balancing [Becker and Görlich, 2020] and concluded that although
they agree on certain aspects, there is no central goal of balancing among them. One
thing they all agree on is that games should provide meaningful decision options to the
players. If one thing is always at a disadvantage against others, that option becomes
pointless. In this study, we define our balancing goal as each game unit being equally
preferable against a uniform opponent strategy. We utilize concepts from game theory to
detect imbalances and quantify the error based on unit parameters. We then optimize
unit parameters with gradient descent to minimize the error.

Game theory has a wide range of applications in different kinds of disciplines. A
common problem researchers work with in game theory is finding optimum strategies
under certain conditions. Examples of this are mentioned in Section 1.1. In a game design
context, the structure of the problem turns into designing an ideal gaming environment
that will favor a balanced strategy. Here the strategy distribution becomes an input to
the problem. The game unit parameters, which are used to construct payoff values, are
optimized in a way to make a uniform strategy set a Nash equilibrium. Details of the
algorithm are explained in Section 3.

1.1 Related Works

Game balancing is a multifaceted research area. Different aspects of it are covered in
various studies [Schreiber and Romero, 2021a, Beau and Bakkes, 2016, Morosan and
Poli, 2017, DeLaurentis et al., 2021, Jaffe, 2013, Beyer et al., 2016, Becker and Görlich,
2020]. There is no standardized technique to handle balancing in games. Balancing the
game manually based on observations from human playtests is a common practice in
the gaming industry. However, this approach has several drawbacks, which have been
discussed in different studies. Zook et al. [Zook et al., 2019] focus on updating the game
parameter set more efficiently by using active learning. They speed up the testing process
by reducing the number of playtests. Other studies try to remove human playtests at all
and use AI agents instead. Bergdahl et al. [Bergdahl et al., 2020] use a deep reinforcement
learning agent to find exploits, test map difficulty, and detect common problems that arise
during gameplay. Gudmundsson et al. [Gudmundsson et al., 2018] use a convolutional
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(a) The values in the cells
represent the power of the row
unit against the column unit.

(b) Payoff matrices for player1
and player2 colored by red and

blue respectively.

Figure 1: An intransitive power model defined on a power table (a) for a

rock-paper-scissors game scenario and the payoff matrices (b) derived from the power

table by taking the power difference of the confronting units against each other.

neural network-based agent trained on human-player data to estimate the difficulty level
in match-3 games.

The optimization and tuning process of game parameters constitute a more focused
research area. A group of approaches in this field are interested in tuning game parameters
regarding game-playing agents [Patel et al., 2011, Kocsis and Szepesvari, 2006, Sironi
and Winands, 2017]. However, the aspect of interest in our study is not optimizing
the agent behaviour but rather parameter tuning to balance game elements. There are
relatively fewer studies in this particular line of research. Quinones et al. [Quiñones
and Fernández, 2022] proposed an automated solution for parameter optimization by
conducting a hill-climbing search around different selected parameter sets. The value
of each parameter set is evaluated by executing the game with those parameters. Wang
and Zhang [Wang and Zhang, 2021] balance combat units with transitive mechanics by
minimizing the deviations of damage and loss values. They use an evolutionary algorithm
to find optimization solutions.

The concept of intransitivity became the subject of interdisciplinary discussions after
the studies of Gardner [Gardner, 1970, Gardner, 1974]. Intransitivity is also utilized
by game designers to provide more engaging gameplay. Some examples of games
using these mechanics are mentioned in Section 1. The engaging interaction provided
by intransitive mechanics comes with the price of design complexity [Schreiber and
Romero, 2021a, Morris and Rollings, 2004]. The balance between the elements of a
transitive game can be achieved simply by keeping the ratio between costs and benefits
constant [Schreiber and Romero, 2021a]. When it comes to complex interactions among
intransitive game elements, concepts from game theory are used to analyze those relations
[Schreiber and Romero, 2021a, Morris and Rollings, 2004]. Jaffe provides a detailed
example of this in his analysis of Street Fighter 4 [Jaffe, 2013]. He uses the community-
built matchup tier list as a 39x39 power table shown in Figure 2 and creates the payoff
matrix from this power table the same way we do. The entries in the table are the win rate
out of ten games. He defines the balance meant by the players in this game exactly the way
we define balance in our study. His studies are also only concerned with understanding
the balance. We haven’t encountered any study providing a computational solution for
balancing game parameters in an intransitive environment.

Game theory is actively used for parameter optimization problems. A common ap-
proach is to model a problem as a game and update the probability distributions of the
mixed strategies of the players using different techniques to converge to a Nash equilib-
rium [Meng et al., 2010, Cheng and Liu, 2020]. As one of many examples, Moolchandani
et al. [Moolchandani et al., 2021] model the path planning problem of an unmanned aerial
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Figure 2: Eventhubs Community Tier List for Street Fighter 4. The entries show the win

rates out of ten games. Units are ordered according to the total table score.

[Goldsberry, 2012]

vehicle as a game and calculate the Nash equilibrium using a software tool called Gambit,
developed for game theory related computations. Then, the strategies are mapped to the
optimal values of the tunable parameters. As mentioned at the end of Section 1, most
of the game theory studies focus on updating player strategies based on environmental
conditions. We encountered very few studies that make modifications to the payoff
values [Worden and Levin, 2007, Akçay and Roughgarden, 2011]. In a game design
context, the environment becomes an input to modify. In our study, we work in that
direction.

2 Problem Definition

In games featuring intransitive mechanics, the presence of imbalances among game units
or characters may not be immediately apparent. However, as players invest hours into
gameplay and explore various combinations, these imbalances which make some of
them redundant or more advantageous can become evident. This poses a challenge for
competitive games, as they often need to release multiple balance patches after the initial
release to address these issues. The industry currently lacks standardized computational
solutions for handling intransitive elements.

In our study, we defined our goal as each game unit being equally preferable against
a uniform opponent strategy. This also means modifying game parameters in a way
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that will make a uniform strategy set a Nash equilibrium for the game. In the scenario
of our methodology, initial power parameters decided by the designer are given to the
algorithm in a power table, and our method balances the game units with the smallest
changes to the given parameter set. An example representation of each confrontation
in a rock-paper-scissors game is shown in the payoff matrix in Figure 1b. The values
in payoff matrices are derived from the power differences of the corresponding units
defined in the power table in Figure 1a. To calculate the payoff value of the game when
the players choose a mixed strategy, the payoff value of each cell is multiplied by the
probability of that cell, then all the values are summed. The probability of each cell is
calculated by multiplying the strategy probabilities of players corresponding to that cell.
We calculate the payoff value of the game where player1 chooses a pure strategy, which
is selecting a single row unit with a probability of 1, against a uniform strategy played
by player2. We use this payoff value as an error indicating how balanced the unit chosen
by player1 is. The game is balanced if the payoffs for all units are zero. In addition to
detecting an imbalance, quantifying the error opens up the way to efficient parameter
updating. As the objective function, we minimize the sum of the squared payoffs of all
units using gradient descent. As a result, we balance the game with the minimal possible
changes to the given initial parameter set.

We define our game unit optimization problem as a mini-game where each of the
two players chooses a unit with a unique power profile to confront each other, as shown
in Figure 1. The power difference between the units is used as the payoff value. This
game fits the description of a two-player symmetric zero-sum game. It is symmetric
because the game units work the same way regardless of the player using them. During a
clash between two units, the power difference will affect one player positively and the
other negatively, resulting in a total payoff of zero for the two players. This makes it a
zero-sum game.

When we observe a row in a payoff matrix as in Figure 1b, we see that a unit can
be strong or weak against different units. This is something desired to provide diverse
strategies in a game. But at the same time, we want each unit to be equally valuable in an
overall evaluation against all units. In our scenario when the player2 (column selector)
plays with a uniform strategy, the payoff value for each pure strategy of player1 (row
selector) indicates how advantageous that row unit is against all units on average. That
payoff value acts as an error for balance. As an ideal example in the payoff matrix in
Figure 1b we see that the payoff value for each row selection against a uniform column
selection is zero.

We can modify the payoff value indirectly by modifying the power parameters in
the power table. However, changing a power parameter affects two symmetric entries in
the payoff matrix. So we can not optimize each row of the payoff matrix independently.
When all this is considered we define our optimization problem as minimizing the squared
sums of the row payoffs against a uniform strategy of column selector (player2). We
optimize with gradient descent to achieve the balance with minimal modification.

3 Methodology

For ease of expression, player1 (row selector) and player2 (column selector) will be
referred to as attacker and defender respectively. The payoff to the attacker in a con-
frontation is calculated by subtracting the defense power from the attack power. In a
game played with a mixed strategy, the influence of multiple entries in the power table
will be weighted according to the probability distributions of the players’ strategies. We
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(a) Strategy selections of players
indicated in parenthesis.

(b) Attack matrix: Attack
ratio of rock against all

units.

(c) Defense matrix: Defense
ratio of all units against

rock.

(d) Weight matrix: weights of
the entries of the power table
on the payoff to the attacker.

Figure 3: Attack(b), defense(c), and weight(d) matrices for a strategy set(a) where the

defender chooses each strategy by prob. dist. 1/3 and the attacker chooses rock by prob.

dist. 1 in a rock-paper-scissors game. The weight matrix is calculated by subtracting the

defense matrix from the attack matrix.

build an attack and defense matrix to represent those weights. The power table gives
the power of row units against column units. So to obtain the power of defense units
against attack units, we transpose the attack matrix. A final weight matrix is obtained by
subtracting the defense matrix from the attack matrix in Eq. 1 where i is the index of
the attacker’s strategy choice. This weight matrix is used to create payoff values from
the power table. In Figure 3 these matrices are displayed for the case when the attacker
chooses the first row against the defender who plays a uniform strategy. Each element in
the weight matrix expresses the weights of the corresponding entry in the power table on
the payoff. According to Figure 3d, entries (1,2) and (1,3) have a positive effect, while
entries (2,1) and (3,1) have a negative effect at the same magnitude. The other entries
have no effect. That means changing those values in the power table will not change the
payoff matrix. Therefore, it will not affect the outcome.

In the next step in Eq. 2, where m is the number of strategies, we sum the entries of
the element-wise multiplication of the weight matrix and power table (mentioned as the
power matrix in the equation) to find the payoff value of the game. This payoff value
corresponds to the error for the selected row unit, and the weight matrix contains the
mapping information to the power table that is responsible for this error. In other words,
the weight matrix gives information on how to distribute the required change over the
power table. So the product of the weight matrix and the payoff value gives us a gradient
matrix to update the values in the power table. We multiply the weight matrix and the
payoff values for each row unit and add them up to calculate a total gradient matrix in
Eq. 3 (We dropped the constant 2 obtained from the derivative of the square.). In the last
step, the gradient matrix is multiplied with a small learning rate, which is denoted as α
in Eq. 4, and the power table is updated with it. At each iteration, the sum of the squared
errors is measured and execution is stopped when it drops below a certain threshold.
Other types of convergence methods can be applied here. If we analogize this process
to a training step in a single-layered neural network, payoff values are the errors in the
output nodes, and the unit power parameters are updated in this process, similar to how
the weight parameters in the neural network are updated.
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WeightMatrixi = AttackMatrixi −DefenseMatrixi (1)

payoffi =

m∑
j=1

m∑
k=1

(WeightMatrixi � PowerMatrixi)jk (2)

GradientMatrix =

m∑
i=1

(WeightMatrixi ∗ payoffi) (3)

PowerMatrix −→ PowerMatrix− α ∗GradientMatrix (4)

4 Experiments and Discussion

4.1 Test Environment

Fictitious play [Brown, 1951] is a learning strategy initially proposed as a method for
computing Nash equilibrium. It is inspired by the ways that people would learn to play
a game. In fictitious play, each player selects their best response against the estimated
strategy of the opponent. In finite zero-sum games, fictitious play converges to a Nash
equilibrium [Robinson, 1951], although it should be noted that a game may have multiple
Nash equilibria.

We developed a testing environment inspired by the concept of fictitious play. The
strategies of players are equal in the Nash equilibrium of symmetric zero-sum games.
There is no need to search for separate strategies for different players. We run a simulation
where the game is played multiple rounds at each iteration. Player1 starts with an initial
strategy and he is opposed by all pure strategies. At the end of each iteration, player1
modifies his strategy to improve his performance against his opponent’s best strategy.
Here again, we used gradient descent for optimization. This time the payoffs remain
constant, and the strategy probabilities are optimized. In the end, the game with the
optimized parameters reaches a near Nash equilibrium.

It should be noted that in an environment with a limited number of players and slow
information exchange, the players’ strategies may not converge to a Nash equilibrium
quickly, but as long as the players act rationally, the change should be in that direction.

4.2 Three Units

In a rock-paper-scissors game with an ideal payoff matrix, the Nash equilibrium is
equally distributed. When player1 starts with a random distribution in Figure 4 we see it
converges to a uniform strategy in time, as expected.

In a game, ideal playing strategy may not be understood from the mere appearance of
a power table filled with random values. The payoff matrix gives a better understanding
since it shows the outcomes of each matching. A game designed with the power table in
Figure 5 favors the scissors. The payoff matrix reveals that there is no matching where
the scissors are at a loss. It is expected that the strategy to converge to a pure scissors
strategy, which is confirmed by the graph.

We optimized the power table in Figure 5 according to our algorithm. The resulting
power table, payoff matrix, and the simulation graph are shown in Figure 6. It shows the
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(a) Plot showing the strategy update at
each iteration.

(b) The payoff matrix of
the game to player1 and
the power table that the
payoff matrix is derived

from.

Figure 4: A rock-paper-scissors game is designed with an ideal power profile as defined

in (b). The simulation starts with a random initial strategy (e.g., 0.2 : 0.1 : 0.7 in the

graph) and converges to a uniform strategy.

Figure 5: The game is designed with random power parameters. The scissors have an

advantage in this set of parameters, as can be seen in the payoff matrix. The simulation

starts with a random initial strategy ( 0.2 : 0.1 : 0.7 in the graph) and converges to

0:0:1 which is a pure scissors strategy.

same pattern as Figure 4 and converges to a uniform strategy. Since the optimization is
performed with gradient descent, the parameters in the diagonal entries are not changed.
Because the change in those parameters does not affect the outcome of the game.

By making a small modification to the simple power model described for rock-paper-
scissors in Figure 4 and increasing the power of the rock against the scissors from 2 to 4,
as shown in Figure 7 we begin to see the complicated behavior of intransitive relations.
Despite having the highest total payoff value against all units, rock is not the most
preferred option. Paper becomes the highest strategy by 0.5, and the others become 0.25.
The initial instinct would be to select rock more frequently and scissors less frequently.
However, this creates a perfect environment for paper. A mathematical solution that
supports these results can be found [Schreiber and Romero, 2021b]. This implies that the
balance problem we are working on can not be easily addressed by intuitively modifying
the values in a payoff table.
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Figure 6: The power table is optimized with our algorithm and the game is played with

the payoff values derived from the optimized power table. The simulation starts with a

random initial strategy ( 0.2 : 0.1 : 0.7 in the graph) and converges to a uniform

strategy.

Figure 7: Ideal power profile for rock-paper-scissors is modified. The power of rock

against scissors is increased (*).

Figure 8: 5 units with unoptimized power table. The simulation is started with a uniform

strategy.

4.3 Multiple Units

As mentioned earlier, a game may have multiple Nash equilibria. Fictitious play may
converge differently depending on the initial strategies, but we expect the strategies
not to change when the simulation is started from a Nash equilibrium. In Figure 8,
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Figure 9: 5 units with optimized power table. The simulation is started with a uniform

strategy.

random initial values are entered into the power table of a game with 5 units. When the
simulation starts with a uniform distribution, since the game is not balanced yet, the
strategies diverge from the initial condition and converge to a Nash equilibrium in which
the strategy probabilities of two units are zero. This indicates that those two units have
become redundant in this Nash equilibrium.

When we optimize the power values, as shown in Figure 9, the strategy distribution
remains the same throughout the simulation, indicating that a uniform strategy is a Nash
equilibrium for the new game with the optimized power parameters.

Figure 10: 5 units with optimized power table. The simulation is started with a different

initial strategy (0.6 : 0.2 : 0.05 : 0.05 : 0.1 in the graph). It converges to a different

Nash equilibrium.

When the optimized game in Figure 9 started from a different initial strategy, it
converged to a different Nash equilibrium than the uniform strategy. This is shown in
Figure 10. However, when we designed a game with 3 optimized units, the simulations
always converged to the same strategy, regardless of the initial strategy, as seen in Figure
6.

The results presented in Figure 11 are the same tests conducted in Figure 8 and 9 with
a larger number of units. Both tests exhibit similar characteristics, albeit taking longer
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Figure 11: 50 units with unoptimized (left) and optimized (right) power table. The

simulation is started with a uniform strategy.

to complete. The optimization process in both cases is completed in under a second, as
indicated in Table 1.

Optimization Simulation

5 units 89 ms 1627 ms

50 units 742 ms 10231 ms

Table 1: Optimization and simulation times of tests performed with 5 and 50 units. The
algorithm is implemented in Python and tested on a Windows 10 machine with AMD

Ryzen 5 5600x processor.

4.4 Street Fighter Characters

Figure 12: 39 units from Street Fighter 4 with unoptimized (left) and optimized (right)

power table. The simulation is started with a uniform strategy.

Furthermore, we applied our method on Street Fighter 4 characters, using the com-
munity tier list in Figure 2 as a power table, which is also used in the same way in Jaffe’s
work [Jaffe, 2013]. An example of the situation experienced in Figure 7 exists here
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among a larger unit set. On the left graph in Figure 12 where we used the power table
directly as provided in Figure 2, the unit with the highest selection rate is Balrog with
0.27, shown by a gray line, followed by Akuma with 0.16, shown by a red line. They are
ranked 8th and 4th respectively on the tier list. Although they are in the top tier, they are
not 1st and 2nd. Similarly, Jaffe also reports Balrog as a dominant force of the game in
different Nash equilibria he found. The simulation result with the optimized power table
is shown on the right graph. This graph means that each unit is equally preferable in the
optimized game when all of the character relations are considered.

Here the power parameters in the initial power table are the win rates of players which
is not something to configure directly, but they are an indication of how advantageous
a character is in each confrontation. The updates to these parameters in the optimized
results can guide the modifications to adjust the character relations. For instance, if the
power parameters (win rates) of an imbalanced pair, such as a pair with a 3 to 7 win rate
against each other, remain unchanged after optimization, it implies that there is no need
to intervene in the power relation between those two characters. Conversely, in certain
cases, breaking a tie in a balanced pair with a 5 to 5 odds of winning against each other
can enhance the overall game balance.

For a scenario in which a character in a fighting game competes against all other
characters one by one in a tournament, the problem is to balance each unit against an
equally distributed strategy, which is the exact solution provided in our study. In a more
flexible scenario, such as a strategy game where armies composed of varying amounts of
different soldier units battle each other, a more generic problem definition is required. We
mentioned earlier that Becker and Görlich [Becker and Görlich, 2020] stated ”providing
meaningful decision options” as a commonly accepted concept in game balancing. This
concept, which entails each unit being a valuable selection in some strategy, can be
employed as a design consideration from a game design perspective. If a unit can be
profitably replaced by another unit in all possible strategies, then that unit becomes
useless. This issue can be solved by designing a game that has a Nash equilibrium that
incorporates this unit. In the examples given so far, we demonstrate that the algorithm
can optimize unit parameters to achieve a uniform Nash equilibrium that encompasses
all units.

4.5 Custom Strategy Distribution

Figure 13: A rock-paper-scissors game designed to have a specified (0.5 : 0.3 : 0.2)

Nash equilibrium. The simulation starts with a random initial strategy ( 0.1 : 0.1 : 0.8 in

the graph) and converges to the desired strategy (0.5 : 0.3 : 0.2).
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While a uniform strategy selection is not necessarily a requirement in a more flexible
scenario, if the designer requires it for game-specific reasons, the algorithm allows a
uniform or any other Nash equilibrium in the final optimized parameter set. The power
table presented in Figure 5 is optimized to have a game with a Nash equilibrium using a
specified strategy distribution of (0.5 : 0.3 : 0.2). In the optimization step if we assign
this specified strategy to player2 instead of a uniform strategy, the simulation conducted
on this game converges to the given strategy. The simulation result is depicted in Figure
13.

5 Use Cases

This methodology can be applied to different types of games and may need modifica-
tions based on specific design requirements. In this section, we briefly discuss some
considerations for its application.

In strategy games, there is a progression of soldier units that players can create. Elite
units, which can be created towards the end of the game, may cost more resources and
tend to be more powerful. The values assigned to the power table can be normalized
based on the creation cost of each unit. By normalizing the values, we can effectively
compare the relative power levels of different units, taking into account their resource
investment.

If the designer intentionally wants to favor a unit in terms of power, he can play with
the cost-power relation in the normalization step. However, if the goal is to increase the
utilization of a unit in the game, it is important to remember that simply strengthening
that unit does not necessarily mean that it will be preferred more. This is discussed in
Section 4 on Figure 7. Fortunately, the unit selection preference is directly adjustable
in our algorithm. The strategy used for player2 in the optimization step is exactly the
strategy that the Nash equilibrium is built up to. In the last example we gave in Section 4
a power configuration optimized to have a Nash equilibrium with the strategy of 0.5 :
0.3 : 0.2 instead of a uniform strategy.

In certain scenarios, game designers may have the requirement to maintain specific
parameters unchanged during the optimization process. For example, when introducing
a new character to the game, the designer may wish to preserve the existing parameters
without modification. To address this need, a selector matrix can be created, aligning with
the entries in the power table. By assigning ones and zeros to the corresponding entries,
the selector matrix acts as a control mechanism. During the update step, the gradient
matrix can be multiplied element-wise with the selector matrix. This operation ensures
that elements in the power table associated with entries marked as zeros in the selector
matrix remain unaltered. In this way, the designer retains control over which parameters
undergo modification during the optimization process. Furthermore, by assigning values
other than 0 and 1 in the selector matrix, the designer can fine-tune the extent of parameter
changes on an individual basis.

In strategy games, units often exhibit varying strengths against different unit classes
rather than individual unit types. To demonstrate this concept in a strategy game context,
we implemented an illustrative example. We considered a scenario where the game
designer categorizes fighting units into three distinct classes: infantry, ranged, and
mounted units. Each unit in the game has three distinct power parameters that determine
its effectiveness against these three classes. Instead of assigning separate power values
for each individual unit type, as outlined in the core algorithm template, we introduced a
class-specific mapping table for each soldier unit. This mapping table contains the class
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infantry ranged mounted

infantry1 350 200 800

infantry2 500 300 700

infantry3 550 350 650

ranged1 850 500 200

ranged2 700 600 300

mounted1 350 700 400

mounted2 400 900 550

Table 2: Initial power parameters entered by the designer. Each entry shows the power
of the row soldier unit against the column soldier class.

infantry ranged mounted

infantry1 411 280 861

infantry2 482 327 708

infantry3 505 360 640

ranged1 786 497 177

ranged2 644 602 283

mounted1 394 769 449

mounted2 294 869 500

Table 3: Power parameters optimized by the algorithm. Results are rounded to integer.
(ε = 0.01)

information, which is utilized to determine the corresponding power parameter during
the calculation process. The game designer’s objective is to establish an intransitive
power model, where infantry beats mounted, mounted beats ranged, and ranged beats
infantry. To achieve this, seven soldier units are defined, each with power parameters
calibrated to reflect this intransitive relationship. Tables 2 and 3 present the initial and
optimized power parameter sets, respectively, for the seven soldier units. Each row in
the tables corresponds to a unique soldier unit, with its power values against infantry,
ranged, and mounted units listed in the respective columns. The initial and optimized
payoff matrices are illustrated in Figure 14, where blue and red regions denote the desired
outcomes based on the intransitive relationship between soldier classes. Specifically,
blue cells indicate that the row unit is expected to defeat the column unit, whereas
red cells indicate the opposite. Consequently, the payoff values in blue cells should be
positive, while those in red cells should be negative. The gradient descent algorithm
yields results with the minimum possible change. In this example, we observe that the
desired intransitive superiority is preserved during optimization. Furthermore, the game
designer can intervene in the optimization process by utilizing a selection matrix to refine
the results.

6 Conclusion & Future Work

In this study, we have presented a computational solution for balancing units in games
that utilize parametric values in their fighting mechanisms. The proposed algorithm takes
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Figure 14: Initial (left) and optimized (right) payoff matrices. Blue and red cells

indicate encounters where units are expected to be superior and inferior according to

intransitive design concerns.

an initial parameter set and optimizes it to achieve a balanced state with minimal changes.
We have leveraged concepts from game theory to address the complexities of intransitive
relationships in game environments. The imbalance has been detected and quantified by
calculating the total payoffs associated with the selection of each game unit against a
uniform strategy. In the end, the power parameters are optimized using gradient descent,
minimizing the imbalance.

During the game balancing process, the game is typically tested either by human
players or AI bots. The test results are then analyzed to identify any imbalances, and based
on these evaluations, the game designer makes adjustments to reduce these imbalances.
The updated version is subsequently tested again to assess the effectiveness of the changes.
Various studies have focused on different aspects of game balancing, providing solutions
for different stages of this iterative cycle. Our algorithm addresses all stages of parameter
balancing, eliminating the need for human intervention entirely. To the best of our
knowledge, our work is the only one that offers a computational solution for parameter
balancing in intransitive game environments. Moreover, the computational cost of our
algorithm is negligible. In our tests, it successfully optimized 50 unit parameters in under
a second. To evaluate and validate our optimization results, we developed a testing
environment inspired by fictitious play and conducted experiments in various scenarios.
Additionally, our algorithm is flexible and open to modifications to accommodate specific
design requirements, as discussed in Section. 5.

In our research, our primary focus has been on games where the power values of
characters are defined parametrically. However, as an alternative approach, we can also
consider utilizing statistical gameplay data collected from players to construct a power
table, similar to the approach taken in Jaffe’s study. This opens up the possibility of
using our method to balance units in games where gameplay data can be obtained from
the player community. In the presence of successful game-playing AI agents, we can
gather valuable information from these agents to fine-tune and balance the game during
the development phase before its release. Such applications could serve as compelling
case studies.

Furthermore, it would be intriguing to explore the application of this technique in
contexts beyond games, where the problem structure aligns with the setting considered
in our study. By expanding our scope to other domains, we can assess the effectiveness
of our approach in addressing similar challenges.
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