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Abstract: Synthetic data generation is a promising alternative to traditional data anonymization,
with Variational Autoencoders (VAEs) excelling at generating high-quality synthetic tabular
datasets. However, VAE hyperparameter selection is often computationally expensive or subop-
timal. We propose a meta-learning (MtL) method for hyperparameter recommendation, which
achieves competitive performance to state-of-the-art Bayesian Optimization (BO) with median
AUC values of 0.660 + 0.038 (MtL) and 0.650 = 0.041 (BO), showing no statistically significant
difference. Notably, our approach reduces configuration time to under three minutes, compared to
BO’s multi-hour requirement, while also enabling incremental improvements through new data
integration. This combination of efficiency, adaptability, and performance establishes MtL as a
practical solution for hyperparameter tuning in synthetic data generation.
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1 Introduction

Deep generative models such as VAEs [Kingma and Welling 2022] have shown great
potential in various tasks, including unsupervised disentangled representation learning
[Locatello et al. 2019] and generative modelling of tabular or image datasets [Mami
et al. 2022, Lucas and Verbeek 2019]. However, like any deep learning model, they have
hyperparameters that greatly affect their performance, and their optimal configurations
are often complex and dependent on the dataset properties [Brazdil et al. 2022]. Therefore,
Hyperparameter Optimisation (HPO) is a crucial factor in obtaining optimal performance
from these models.

HPO is often treated as an expensive black-box problem where only a few function
evaluations are feasible, and no gradient is available. As such, BO [Jones et al. 1998] is a
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popular and effective approach to obtain well-performing hyperparameter configurations
[Bergstra et al. 2013, Eriksson et al. 2019, Snoek et al. 2012]. Nevertheless, BO exhibits
potential drawbacks, including computational cost when applied to high dimensional
problems, as the search space expands exponentially with the number of hyperparameters.
Furthermore, the assumption of a smooth and continuous objective function, which
underpins the BO method, may not always hold in practice, leading to challenges in
finding the true optimum.

On the other hand, one of the available methodologies for HPO is MtL [Brazdil et al.
2008], which allows us to learn from past experiments and leverage this prior experience
to design algorithms and optimise hyperparameters more effectively. The primary ad-
vantages of using MtL in hyperparameter tuning include the ability to efficiently reduce
the search space [He et al. 2021] of promising hyperparameters and improve general-
isation, which results in significant computational savings. Notably, MtL’s improved
generalisation is not limited to the specific dataset or task used for training, but rather, it
enables transfer learning across multiple datasets and tasks [Franceschi et al. 2018, Li
et al. 2018, Attig and Perner 2009, Martins et al. 2023].

Inspired by the approach adopted by Eggensperger et al. in [Eggensperger et al. 2015]
and [Eggensperger et al. 2018] our proposed solution aims to tackle the problem of ob-
taining optimal hyperparameters for a given machine learning (ML) problem without the
need for any expensive function evaluation. To achieve this, we leverage the knowledge
of a large collection of previously solved problem instances with the same model.

The key idea is to treat each previously solved problem instance as an instance of
a dataset and learn a meta-model that approximates the performance evaluations in
different hyperparameter configurations for any new dataset. The meta-model can be
optimised inexpensively to determine the optimal hyperparameters recommendation,
thus reducing the overall computational requirement and avoiding any configuration
evaluation.

Our contribution is a novel and task-specific hyperparameter recommender system
designed for VAEs used in generating synthetic tabular datasets. VAEs have proven
effective in synthesizing tabular data, as they can capture complex data distributions
while maintaining privacy and utility, as highlighted in recent studies [Wan and Zhang
and He 2017, Greco et al. 2020]. Specifically, we focused on tuning a small set of crucial
hyperparameters to optimise performance: the coefficient 5 of the KL divergence term
in the loss function, the latent dimension, and the encoder-decoder architectures. By
carefully selecting and optimizing these parameters, our approach streamlines the tuning
process, reducing computational overhead.

We compared our method’s performance against BO, observing that while the median
AUC achieved by our approach (0.660 + 0.038) is slightly higher than that of BO (0.650
+ 0.041), the Wilcoxon signed-rank test indicates no statistically significant difference
between the two methods. However, our method demonstrates a substantial advantage
in computational efficiency. Unlike BO, which requires 30 VAE trainings—taking
anywhere from 1 to 6 hours depending on the dataset—our approach completes the
configuration suggestion process in under three minutes, with times ranging from 74
seconds to 2 minutes and 22 seconds. Additionally, our approach offers several advan-
tages, including a reduced search space, effective exploration-exploitation trade-offs,
improved generalization, and enhanced transfer learning capabilities. These strengths
enable incremental enhancement of meta-databases (i.e., historical data) while mini-
mizing computational overhead. Collectively, these benefits establish our method as a
practical and efficient alternative for tuning VAEs, particularly in applications focused
on generating synthetic tabular data.
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2 Theoretical Background

The present study is grounded in three principal domains, namely VAEs, HPO, and MtL.
The primary concepts and relevant literature related to this investigation are delineated
in this section.

2.1 Variational Autoencoders

VAE’s [Kingma and Welling 2022] are deep probabilistic generative models that made
use of variational inferernce and an encoder-decoder structure to generate data following
the same distribution of the original dataset. The encoder network maps the original
data to a probability distribution in the latent space, while the decoder network maps the
latent variables back to the original data space [Rezende et al. 2014].

The objective of training a VAE is to maximize the likelihood of the latent samples be-
ing drawn from the same distribution as the original data. This is achieved by minimising
the reconstruction loss, which measures the difference between the original and recon-
structed data. Moreover, VAEs impose a prior distribution on the latent variable using
the Kullback-Leibler (KL) divergence. Specifically, the estimated distribution is com-
pared to a predefined prior P, which is typically Gaussian. This regularisation technique
enables the VAEs to learn a smooth latent space, which improves the interpretability and
generative capability of the model.

The VAE loss function comprises two terms: the reconstruction loss and KL diver-
gence. Mathematically, the VAE loss function can be expressed as:

L=- Z B gzl [logpy(z|2)] + B - D r(gs|P), (1)
xzeT

where x represents the original data, z the latent variable, g, (z|z) the encoder network,
py (x]%) the decoder network, T the training set, D, the KL divergence, and 3 is a
hyperparameter introduced in [Higgins et al. 2017] that controls the strength of the KL
divergence term. This parameter is extremely relevant. The two terms in the loss are
in fact adversarial: minimising the reconstruction loss increases the KL term and vice
versa. During training they converge to an equilibrium, and 3 controls the balance of
this equilibrium.

2.2 Hyperparameter Optimisation

The performance of ML algorithms is significantly influenced by their hyperparameters
[Lavesson and Davidsson 2005]. HPO or algorithm configuration (AC) is the task of
finding the optimal hyperparameter settings for a particular task. Algorithm selection
is a special form of HPO where the choice of algorithm is encoded as an additional
hyperparameter [Thornton et al. 2013]. Combined algorithm selection and HPO (CASH)
involve optimising the choice of algorithms and their hyperparameters simultaneously.
The effect of hyperparameter configurations on performance is complex and dependent
on the dataset properties.

Formally HPO is an optimisation problem [Hutter et al. 2019]: Given a problem
instance or dataset d defined in the set of all possible problems D, and a chosen model m
whose hyperparameters can be expressed as a parameter vector 8 defined in a parameter
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space O, and a performance metric £,, : D X © — R that assesses the goodness of the
model, finding the best hyperparameters 6*, corresponds to solving the HPO problem:

0" = argming L,,(d,0) )

This problem is often efficiently tackled with the usage of BO [Jones et al. 1998]
which reduces the number of function evaluations to obtain the optimal solution [Eriksson

et al. 2019]. Our proposal instead uses MtL to suggest 0%, a surrogate for 8* obtained
without the need for massive experimental evaluation.

2.3 Meta-Learning

Different alternatives have been proposed to address the HPO problem, one of which is
MtL [Brazdil et al. 2008]. MtL has been successfully applied across various academic
domains, as evidenced by several recent studies [Oyamada et al. 2023, Martins et al.
2023, Aguiar et al. 2022, Hospedales et al. 2022, Huisman et al. 2021]. The technique
leverages ML methods to recommend optimal algorithms or configurations for new
datasets. This is accomplished by incorporating knowledge gained from applying multiple
algorithms or configurations to diverse datasets.

MLL involves learning at two levels: base-level and meta-level. To the base-level
correspond traditional ML modelling: conventional algorithms are used to perform a
typical ML task, (e.g. classification or regression) to solve the problem at hand. At
the meta-level, the algorithms learn how to learn, inducing meta-models. The meta-
models map the characteristics of each dataset to describe its performance when a set of
algorithms or configurations are applied to it. Further details on MtL can be found in
[Brazdil et al. 2008].

To conduct MtL experiments, datasets are first selected. Meta-features of each dataset
are then extracted to create a meta-instance within a “meta-dataset”. The algorithm or
configuration space is then sampled for each dataset, and a performance metric (e.g.,
Accuracy, F-Score, Root Mean Squared Error, etc.) is used to determine which algorithm
or configuration delivers the best performance. The performance evaluation is used to
identify the target of the MtL procedure, also referenced as the meta-target.

Our approach considers all available data during meta-inference, not just measures
of optimal configurations. For each performance measurement of a configuration, a
corresponding meta-instance is created within the meta-dataset. These meta-instances
are then used to train the meta-model covering different performances (meta-targets)
identified.

3 Related Work

Different approaches have been studied to find the optimal dimension for the latent
variable for a VAE, which is one of the most important hyperparameters of the model. Mai
Ngoc and Hwang [Ngoc and Hwang 2020] suggested an empirical search by increasing
the dimension until the reconstruction loss doesn’t improve anymore, while Bonheme
and Grzes [Bonheme and Grzes 2022] presented a different algorithm that gain efficiency
by stopping the trainings after few epochs. However, these methods only address one of
the many hyperparameters that affect the performance of VAEs and not the others.

To tackle the general HPO problem, Bergstra et al. [Bergstra and Bengio 2012] sug-
gested random search as a better alternative to grid search, while Snoek et al. [Snoek et al.
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2012] showed that BO is able to outperform human experts in selecting hyperparameters.
To improve the efficiency of BO, Deng et al. [Deng and Lindauer 2022] proposed some
advancements that reduce the number of function evaluations needed to obtain a good
hyperparameter configuration, which is the most relevant component of these procedures.

In the field of MtL, surrogate regression models have been extensively explored
for predicting algorithm performance across various datasets based on dataset features
[Brazdil et al. 2008, Aguiar et al. 2022]. However, these models require information on
optimal parameters for every dataset, which may not always be readily available.

Inspired by the methodology proposed by Eggensperger et al. in [Eggensperger
et al. 2015] and [Eggensperger et al. 2018], we present a novel methodology that con-
structs surrogate models to approximate the performance landscape. Subsequently, a
cost-effective optimisation technique is employed to minimise the performance land-
scape. Our proposed approach does not necessitate configuration evaluation, resulting in
swift results.

4 Meta-Learning for Variational Autoencoders

In recent years, synthetic data generation has gained significant traction across various
domains, leveraging diverse methodologies such as generative adversarial networks
(GANSs), VAEs, and other deep learning approaches. Each of these methods offers unique
advantages, making the choice of an appropriate technique crucial for the success of
the application. This paper focuses on the use of VAEs for synthetic data generation,
motivated by their ability to effectively capture the underlying distribution of the data
while providing a straightforward framework for generating new data points. Unlike
GANSs, which often suffer from training instability and mode collapse, VAEs offer a
more stable training process and a principled approach to learning latent representations.
Additionally, VAEs facilitate better interpretability of the latent space, making them
particularly suitable for applications where understanding the data generation process
is as important as the data itself. Thus, while acknowledging the merits of alternative
methods, our decision to utilize VAEs is driven by these compelling factors.

Our proposed approach aims to obtain optimal hyperparameters for a given ML
problem without function evaluation. Our solution relies on leveraging the knowledge of
a large collection of previously solved problem instances.

For the particular MtL problem at hand, it is essential to determine the meta-instances
and meta-targets to construct the meta-model. In our proposal, a meta-instance refers
to a VAE that has been trained with a specific dataset and a precise hyperparameter
configuration. The corresponding meta-target is the quality of the dataset generated by
the model. Subsequently, the meta-model is trained to anticipate the meta-target when
provided with a new dataset and a set of hyperparameters.

More formally we consider a previously solved meta-instance (problem instance)
as a dataset d;, for which we have one or more performance evaluations £(d;, Hj) in
some hyperparameter configuration €;, which may not necessarily correspond to the
optimal 8*. Each couple (d;, 6;) is treated as a meta-instance, while the performance
measurement is considered our meta-target for the MtL problem.

The objective is to learn a meta-model that approximates £(d, ). For this purpose,

we first need to map each dataset d into its meta-feature representation d. Using this

representation, we can then induce a regression meta-model \Il(ci, 0) that approximates
L(d,0).
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Evaluating this regression model ¥(d, 8) in a given configuration should be way
cheaper than evaluating the original £(d, 8) and can be therefore inexpensively optimized.

By cost-effective optimisation of ¥(d, 8), we can obtain 8*, a surrogate for 6*.

To achieve a good surrogate model W, it is essential to have a large meta-dataset. This
is due to the fact that a good sampling of D x O is required to model the performance
dependence on both meta-features and configurations, where D is the space of all possible
meta-datasets (or problem) space and O is the configuration space.

An overview of the proposed methodology is shown in Figure 1. And we discuss
each step in depth at the following subsections.

Optimal
— Configuration —  Surrogate Model —
Search

Generate Problem Extract Meta
Instances Features

Optimize it for
Recommendations

Figure 1: Overview of the proposed method

4.0.1 Generate Problem Instances

The specific instance of the VAE model that was used in the experiments was provided by
the partner company Aindo. It is designed for generating synthetic tabular data including
two additional layers, the embedding and inverse embedding layers, which map the input
columns into an embedded space and map the synthesised data back into the original
space. This instance of VAE is capable of handling columns of different data types,
including text, categorical, numerical (float and integer), datetime, and UnixTime data.

For this work, only datasets made up of numerical and categorical columns have
been considered due to the absence of literature on meta-features for general data types.
Each column has a different pre-processing and post-processing pipeline according to
the data type.

For numerical columns, a quantile transformer was used to transform the distribution
of each column into a standard normal distribution. If the numeric column was an
integer one, the generated samples were rounded to the closest integer value to maintain
consistency with the original data type.

For categorical columns, a one-hot encoding procedure was used to transform the data
into a numerical form that can be embedded. A threshold was applied to the maximum
number of categories to reduce memory demand. Low-frequency categories are grouped
into a single ’other’ category, which was re-mapped to the original categories in the
generated samples based on the initial marginal probabilities.

4.0.2 Extract Meta-features

We conducted experiments using the PyMFE(Python Meta-Feature Extractor) package
[Alcobaga et al. 2020]. This package provides a comprehensive set of meta-features
extraction routines. Through these routines we accomplished the mapping from the
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dataset to a fixed size feature space, that was used to define the dataset part of the meta-
instances. To enhance computational efficiency, we constrained the hyperparameter
search space to focus on tuning only the network architecture, the weight of the KL term
in the loss (3), and the latent dimension. The network architecture was encoded using
three integer parameters, representing the width of the first and last layers as a base 2
logarithm of the number of neurons and the network depth. The number of units in the
intermediate layers was determined through exponential interpolation, and we enforced
reflection symmetry between the encoder and decoder architectures. By employing these
constraints, we reduced the search space to five dimensions, improving the efficiency of
our optimisation process. A summary of the 5 hyperparameters is presented in Table 1.

Hyperparameter Description
15} Weight of the KL regularisation term in the loss function
latent dimension Dimension of the latent variable
depth Layers of the MLP encoder and decoder
minimum width |Width of the last (or first) layer of the encoder (or decoder)
maximum width |Width of the first (or last) layer of the encoder (or decoder)

Table 1: Hyperparameter summary.

To evaluate the performance of a configuration, thus obtaining the meta-target for the
corresponding meta-instance, the trained VAE model was used to generate a synthetic
dataset that aims to mimic the distribution of the one seen during training. We then
randomly split the original and synthesised datasets into halves that were used for training
and evaluation of a discriminator. The discriminator is a binary classifier trained to
correctly classify original instances of the dataset and the ones that have been synthesised
by the VAE. To fulfill this task we relied on a XGBoost [Chen and Guestrin 2016] model,
a widely-used algorithm known for its accurate modelling ability. The employed instance
was characterised by a maximum tree depth of 6 and 10 estimators. The performance of
this discriminator on the evaluation set represents the desired meta-target. In fact, the
worse a model is able to distinguish between original and synthesised data, the better the
VAE performed. Between the possible evaluation metrics for binary classification, the
ROC-AUC was used.

4.0.3 Optimal Configuration Search

The data used to train the meta-model was provided by Aindo. The meta-dataset is
composed of 23009 configuration performance measurements regarding 423 artificially
crafted tabular datasets. The datasets were generated by sampling from Gaussian mixture
models and introducing non-linearities. The resulting data were then binned to obtain
categorical values. The evaluation set is composed of 45 datasets generated with the same
procedure. Table 2 presents the details regarding the proposed meta-dataset structure.

The training and all the other computations were performed on a computing node
provided by Aindo, mounting an AMD Ryzen Threadripper 2950X 16-Core Processor
and a NVIDIA RTX A5000 GPU. The training exploited the computing capabilities of
the available GPU accelerator.
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Value sampling method Values
Row number ||exp (u * (In(M) — In(m)) + In(m))|| [m, M] = [10%,10°]
Column number| | exp (u * (In(M) — In(m)) + In(m)) | [m, M] = [4,39]
Number
Gaussian c C={1,2,3,4,5}
Components
Gaussian mean (th, %) x 30 teR
Gaussian Y= ((u't, ,julm),
Covariance DESIDY .,

Matrix (u™,  umm))
Non C = {(x — 2?),
linear ctifu* < py ~U(0,1) (x — 23), (x — tanh(x)),

transformation (x — ReLU(x))}
Categorical [[exp (u * (In(M) — In(m)) + In(m)) |
Binning if [m, M] = [2,103]
Number u* < p.~U(0,1)

*The value is extracted for every column in the dataset

Table 2: Meta-dataset details: the variable u stands for a random variable sampled
uniformly from U (0, 1), the variable ¢ stands for a random extraction form the set C, t;
for a sampled value from a student t distribution with i d.o.f.

4.0.4 Surrogate Model

The Surrogate Model or meta-model was built using the XGBoost [Chen and Guestrin
2016] algorithm. This model is trained for the purpose of approximating the performance
of the model based on the meta-instance data (hyperparameter configuration and meta-
features of the dataset). The hyperparameters of the surrogate model are presented in
Table 3.

Parameter |Value|Description
n_estimators | 1500 |Number of trees in the ensemble.

max_depth 7 |Maximum depth of a tree.
eta 0.015 |Learning rate.
subsample 0.65 |Subsampling ratio of the training instances when

constructing each tree.
colsample bytree| 0.9 |Subsampling ratio of columns when constructing
each tree.

Table 3: Meta model parameters.

The choice of XGBoost as a surrogate model for the meta-dataset is grounded in its
proven efficacy in handling structured data and its robust performance across various
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predictive modeling tasks. These attributes are particularly beneficial for our meta-
dataset, which requires a model that can efficiently manage high-dimensional features
and deliver reliable performance. Therefore, the selection of XGBoost aligns with our
objective to achieve high predictive accuracy while maintaining model interpretability
and computational efficiency.

To assess the significance of the meta-features, we conducted a SHAP (SHapley
Additive exPlanations) analysis [Mitchell et al. 2020], which is a game-theoretic approach
that explains the output of any ML model. These values represent the influence of the
absolute value on the model’s prediction. We recognised the need to extract only a limited
number of meta-features, which are presented in Table 4.

Meta-feature name] Description \
nr_attr number of attributes
cat_ratio fraction of categorical columns
mad median absolute deviation [Ali and Smith 2006]
sparsity discreteness of the input data set [Salama et al. 2013]
attr_conc concentration coefficient [Kalousis and Hilario 2001]
eigenvalues eigenvalues of covariance matrix [Ali and Smith 2006]
attr_entr entropy of attributes [Michie et al. 1994]
two_itemset correlation information of the attribute pairs [Song et al. 2012]
t mean truncated mean

Table 4: Meta-features: for each of the meta-features presented in the table and the
following aggregated statistics have been considered: mean, standard, kurtosis,
quantiles {0, 0.25, 0.5, 0.75, 1}, range and skewness.

4.0.5 Optimisation Baseline

For each instance in the test set, we employed Gaussian process-based BO to obtain an
optimal value for the model hyperparameters. The minimisation technique relied on the
scikit-optimize package [Head et al. 2020]. The search was initialised with two fixed
configurations (as presented in Table 5) and eight randomly selected ones, followed by
a 20 evaluation budget search. We considered these results as a baseline to compare
against the performance of the recommended configuration obtained by minimising our
surrogate model.

5 Results

5.1 Recommendation Performance

As stated in the previous section our performance metric is the ROC-AUC of a dis-
criminator. The objective of the proposed model is to suggest the hyperparameter for
a realistic synthetic data generator, therefore the best solutions are the one with lower
values for the discriminator ROC AUC. More specifically the desired values ROC-ACU
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Configuration 1|Configuration 2
(cfg 1): (cfg 2):
latent dimension 30 10
beta 1 1
depth 2 2
minimum width 7 5
maximum width 7 5

Table 5: Hyperparameter configurations for the first two fixed configurations.

is 0.5, which correspond to the performance of a random classifier that is not able to
distinguish between the two datasets. For this reason, we can consider that an optimal
result is found when the ROC-AUC value is below 0.6. When comparing the results
of different methodologies for HPO, in our case, we have to look for evidence of one
method performing better than the other.

We observed that our hyperparameter recommender system provided statistically
comparable model recommendations to those obtained with BO using 30 evaluations.

The Wilcoxon signed rank test failed to reject the null hypothesis (p=0.003) that the
baseline population (median (MD) = 0.650 £ 0.041, median absolute deviation (MAD) =
0.100) is not greater than the population obtained with our system (MD = 0.660 £ 0.038,
MAD = 0.110). A paired comparison of the results obtained by the two methodologies
are presented in Fig. 2a while the box and whiskers plot in Fig. 2b presents a comparison
between the two populations.

Discriminator ROC AUC for

hyperparameters recommendation Discriminator ROC AUC for distributions

MtL
Bayesian Optimization

08 0.8

0.7
0.7

0.6
0.6

Discriminator ROC AUC
Discriminator ROC AUC

0.5 .'
0.5

0 10 20 30 40

Dataset
atase! Bayesian Optimization MtL

(a) Comparison of the best ROC-AUC values
obtained using the MtL recommender pipeline
and the BO baseline. Both methods achieve
suboptimal results (ROC-AUC < 0.6) for only
a small number of datasets.

(b) Box-and-whisker plot comparing
ROC-AUC distributions from MtL and BO.
Despite MtL showing a slightly higher median,
the Wilcoxon test (p = 0.003) indicates no
significant difference between the two methods.

Figure 2: Performance comparison of the MtL recommender pipeline and Bayesian
Optimization (BO): (a) Best ROC-AUC values across datasets; (b) Distribution of
ROC-AUC results.
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5.2 Time cost

Our MtL method has demonstrated comparable performance to BO. However, these two
approaches differ significantly in terms of execution time, in which our recommender sys-
tem required only a few minutes from meta-feature extraction to configuration suggestion,
whereas BO required 30 VAE trainings that took several hours to complete.

The time required for BO with a budget of 30 evaluations corresponds roughly to
the processing time demanded by 30 VAE training, required from a minimum of 1h
(1:00:43) to a maximum of 6h (6:00:12) depending on the dataset. The time required to
generate the MtL recommendation varied between a maximum of less than 3 minutes
(0:02:22) and a minimum of 74 seconds (0:01:14). These values are illustrated in Fig. 3.

Time for optimal hyperparameters

10h

3h

Time

10m

3m
=
[ —

1m
Bayesian Optimization MtL

Figure 3: The box and whiskers shown in the present Figure compare the distributions
of computation time required from the BO baseline and the MtL suggestion. It can be
seen that there’s a huge gap between the quantities. In fact the time axis is presented in
logarithmic scale due to the high differences in the time scales for the different
quantities.

5.3 Proposal Limitations

By modelling the knowledge gained from previously solved problems, our system can
guide the search for optimal configurations. However, while the meta-model provides
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reasonable insights, it cannot fully explain the dependence of the meta-target in terms of
configuration and meta-features.

To improve the accuracy of the meta-model, more data is needed and more informa-
tive meta-features are required. Specifically, real-world datasets and optimal configura-
tions on available datasets are needed to enhance the precision of the recommendations
and the generalisation capability of the model. Additionally, further research on meta-
features is necessary to increase the informative power of dataset representation that the
meta-model can exploit.

Despite these limitations, our system has the potential to significantly reduce human
and computational effort and can be further improved for enhanced performance and it
can be updated with new data for increased accuracy over time.

An extension of this tool could also be adapted for use with multi-table relational
databases, leading to the development of an AutoML tool for relational databases’
generative models. However, such an extension would require developing new techniques
for meta-feature extraction that take into account the relationships between tables in a
relational database.

6 Conclusions and Future Work

This paper proposes a MtL procedure for recommending hyperparameters for VAEs. Our
experimental results show that our approach achieves performance statistically similar to
that of the BO technique used to train it while offering the added advantage of efficiency.
Specifically, our approach is able to provide recommendations in a matter of minutes
rather than hours.

The system developed can serve as a foundation for an AutoML tool for synthetic
tabular data generation. Future research could be conducted to identify additional in-
formative meta-features that could enhance the performance of the regression model.
Additionally, the tool could be extended to handle other data types such as datetime and
text columns, which would involve identifying a set of meta-features to describe the
properties of these data types.
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