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Abstract: Fuzzing has emerged as a vital technique for discovering vulnerabilities in software 
systems. American Fuzzy Lop (AFL) is a widely used fuzzer known for its effectiveness and 
efficiency. However, optimizing fuzzing strategies to enhance coverage and bug discovery 
remains a significant challenge. This paper introduces an innovative approach by integrating an 
Adaptive Reward Mechanism within the Proximal Policy Optimization (PPO) framework to 
improve AFL fuzzing performance. Our method dynamically adjusts rewards based on the 
fuzzing feedback, guiding the learning agent to prioritize paths with higher potential for 
uncovering vulnerabilities. Experimental evaluations demonstrate a clear trend of improvement 
in both code coverage and unique crashes found as model iterations increase. The Adaptive PPO 
method consistently outperforms the traditional AFL and standard PPO techniques across all 
iterations. By the 100th iteration, Adaptive PPO achieves 90% code coverage and discovers 25 
unique crashes, compared to AFL's 60% coverage and 11 crashes, and PPO's 78% coverage and 
17 crashes. This data highlights the effectiveness of the adaptive reward mechanism in enhancing 
exploration and vulnerability detection capabilities, supporting the assertion that Adaptive PPO 
is a superior approach for fuzz testing. The incremental improvements observed with each 
iteration underscore the method's potential for sustained performance gains over time, advancing 
the state-of-the-art in software testing and vulnerability analysis. Additionally, performance 
overhead analysis shows the method’s practical feasibility." to emphasize overhead validation. 
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1 Introduction 

In recent years, the software development industry has witnessed rapid growth, 
characterized by increasing complexity of software functionalities and significantly 
shortened development cycles. The rise of data governance and AI-assisted 
development has posed significant challenges to software testing. Additionally, the 
escalating severity of cybersecurity threats has led to an increased frequency of attacks 
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on software vulnerabilities, further highlighting the importance of automated security 
testing. Among various software testing techniques, the concept of fuzz testing was 
initially proposed by Miller in 1990 [Miller et al., 1990], fuzz testing (Fuzzing) has 
emerged as a critical technology in the field of software security testing [Li et al., 2018] 
due to its high degree of automation, superior testing efficacy, broad applicability, 
minimal requirement for understanding program internals, and exceptional reusability, 
achieving remarkable success in practical applications. 

There are different kinds of fuzz testing, black-box, white-box and gray-box 
fuzzers [Godefroid et al., 2012]. The field of fuzz testing widely employs a code 
coverage-based testing approach, with Google’s AFL tool, released in 2014, being a 
prominent example. AFL guides the testing process through edge coverage, marking a 
significant advancement in fuzz testing technology and spearheading the development 
trend of mutation-based fuzz testing tools. These tools typically begin with one or more 
initial seed test samples, which can be either program-recognizable files or arbitrary 
byte sequences. Fuzz testing tools apply diverse mutation operations to these seeds, 
including random byte insertion and bit-level operations, with the mutated samples 
serving as input data to assess the program’s security. 

Building on AFL, researchers have proposed various innovative fuzz testing 
strategies to enhance testing performance. These studies encompass optimizations in 
seed generation [Wang et al., 2017], improvements in seed selection mechanisms, 
enhancements in testing efficiency, and the integration of other technologies with fuzz 
testing. These efforts collectively drive the advancement of fuzz testing technology, 
yielding significant results in practical applications. 

Reinforcement learning (RL), a subset of machine learning, offers a promising 
approach to enhance the capabilities of fuzz testing tools like AFL. RL involves an 
agent learning to make decisions by taking actions in an environment to maximize some 
notion of cumulative reward. In the context of fuzz testing, the agent can be the fuzzer 
itself, learning to generate more effective test cases that are more likely to expose 
vulnerabilities. Recent research has begun to explore the integration of RL with AFL. 
For instance, Böttinge et al.formalized fuzzing as a reinforcement learning problem 
using Markov Decision Processes (MDPs) [Böttinger et al., 2018]. Their work 
demonstrated that a fuzzy agent could learn a policy by observing the rewards induced 
by mutations of a particular set of actions performed on the initial program input. This 
learned policy is then used to generate new inputs that are more likely to trigger crashes 
or reveal vulnerabilities, thereby improving the quality of test cases. 

Deep Reinforcement Learning Fuzzer (DRLFuzzer) is another notable example 
that utilizes MDP and deep Q-learning algorithms to assist the fuzzer in automatically 
selecting mutation operations [Chen, 2021]. This approach not only enhances the 
diversity of test cases but also improves the path coverage and execution efficiency of 
fuzzing. Similarly, RLFUZZ proposed a method based on the Deep Deterministic 
Policy Gradient (DDPG) reinforcement learning algorithm to improve traditional 
fuzzing techniques [Zhang, 2021]. By modeling traditional fuzzing as an MDP, 
RLFUZZ employs an integrated value function and policy function to select an optimal 
action selection strategy, reducing the blindness of sample mutation and improving the 
efficiency of traditional fuzzing techniques. 

AFL and similar fuzzing techniques face inherent challenges in optimizing the 
balance between code coverage and the discovery of unique crashes. To address these 
challenges, the integration of reinforcement learning, particularly Proximal Policy 
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Optimization (PPO), presents a promising avenue for enhancing fuzzing performance. 
PPO is known for its robustness and efficiency in policy gradient methods, making it 
suitable for complex decision-making tasks. However, standard PPO approaches may 
not fully exploit the intricacies of fuzzing, where both code coverage and the 
identification of unique crashes are critical objectives. 

Recent advances reveal three complementary directions that motivate our 
Adaptive-PPO design. 

Stabilising deep-policy updates. Wang et al. show that standard PPO can still suffer 
from large policy deviations in sparse-reward environments [Wang et al.,2019]; their 
trust-region variant constrains the step size and yields more consistent exploration—an 
insight we exploit when calibrating the learning rate of our fuzzing agent on-the-fly. 
Scaling to large, structured action spaces. Multi-agent reinforcement learning (MARL) 
has begun to disentangle protocol grammars and transaction dependencies that defeat 
single-agent methods. MARLFuzz assigns a master agent to preserve semantic validity 
of industrial-control messages while a slave agent mutates bit-fields, boosting 
previously unseen state-code coverage by 32 % on Modbus-TCP and IEC-60870-5-
104. Likewise, the comprehensive survey by Wan et al.on smart-contract fuzzing 
concludes that dynamic reward re-weighting between transaction-level and EVM-state-
level objectives is the missing ingredient—an observation that directly supports our 
adaptive reward mechanism. Targeting specific vulnerability classes and DL systems. 
Song et al. embed an Cross-Site Scripting (XSS)-specific semantic embedding layer 
into a Deep Q-Network (DQN) agent, doubling the detection rate of reflective XSS 
with the same execution budget. Jeon & Moon go beyond pure black-box mutation by 
coupling RL-guided concolic execution with a path-first search heuristic, achieving 
1.87 × deeper call-depth coverage than AFL on LAVA-M. Finally, Muhammad et al. 
invert the telescope: they fuzz the deep RL system itself, demonstrating that neuron-
level coverage guidance can expose policy failures that never manifest as crashes—
underscoring the need for multi-objective reward signals that balance structural (code) 
coverage with semantic (behavioural) anomalies. 

This paper proposes the application of an Adaptive Reward Mechanism within the 
PPO framework to tackle these dual objectives effectively. By dynamically adjusting 
rewards based on real-time fuzzing feedback, this mechanism guides the learning agent 
to prioritize exploration paths that are more likely to uncover vulnerabilities while 
simultaneously maximizing code coverage. The necessity for such an adaptive 
approach is underscored by the need to navigate the vast input space efficiently and to 
focus computational resources on high-potential areas that traditional methods might 
overlook. 

Our approach aims to bridge the gap between maximizing code coverage and crash 
discovery, offering a balanced and strategic method to enhance fuzz testing efficacy. 
This adaptive methodology not only improves the efficiency of fuzzing processes but 
also significantly contributes to advancing the state-of-the-art in software vulnerability 
analysis, ensuring more secure software systems. 

Figure 1 illustrates the overall architecture of AFL, including the seed queue, 
mutator, program execution, and feedback loop. 
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Figure 1: AFL structure 

2 Background and Related Work 

2.1 Coverage-Guided Greybox Fuzzing 

Coverage-guided greybox fuzzing (CGF) has become the dominant paradigm in 
automated software vulnerability discovery. The foundational work by Böhme et al. 
[Böhme et al., 2016] modelled CGF as a Markov chain and introduced AFLFast, which 
directs energy towards low-frequency paths, exposing significantly more unique 
crashes than the original AFL. This probabilistic framework established the theoretical 
basis for power schedule optimization that subsequent research has widely extended. 
Fioraldi et al. [Fioraldi et al., 2020] consolidated many of these incremental advances 
in AFL++, an open-source community fork that integrates custom mutators, persistent-
mode instrumentation, and the MOPT mutation scheduler into a single extensible 
platform, and has since become a standard baseline in fuzzing benchmarks. Manès et 
al. [Manès et al., 2019] provided a comprehensive survey of the fuzzing landscape, 
classifying fuzzers by input generation strategy, coverage metric, and target interface, 
and identifying seed scheduling and mutation operator selection as the two most critical 
determinants of fuzzing efficiency. 

Mutation operator selection has also attracted sustained attention. Lyu et al. [Lyu 
et al., 2019] introduced MOPT, which uses a customised Particle Swarm Optimization 
(PSO) algorithm to learn the optimal probability distribution over AFL’s mutation 
operators dynamically, yielding a 170% increase in unique vulnerabilities compared 
with AFL on real-world targets. She et al. [She et al., 2022] proposed seed scheduling 
based on Control Flow Graph (CFG) centrality, showing that seeds whose execution 
paths are close to many unvisited edges should receive higher energy, a structural 
insight that complements the history-based heuristics used by AFLFast and MOPT. 
Yue et al. [Yue et al., 2020] framed energy assignment as an adversarial multi-armed 
bandit problem in EcoFuzz, achieving comparable crash discovery to AFL++ while 
consuming substantially less CPU time, illustrating that adaptive energy allocation is 
an orthogonal and complementary dimension to mutation strategy selection. 
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2.2 Reinforcement Learning for Fuzzing 

The integration of reinforcement learning (RL) into fuzzing has been a growing 
research direction. Böttinger et al. [Böttinger et al., 2018] were among the first to 
formalise fuzzing as a Markov Decision Process (MDP), demonstrating that an RL 
agent can learn a policy for selecting mutation actions that increases crash discovery 
compared with random mutation. Böhme et al. [Böhme et al., 2021] subsequently 
reviewed the broader challenges of applying machine learning to fuzzing, cautioning 
that evaluation protocols must carefully control for seed selection bias and execution 
time to produce reproducible comparisons. Choi et al. [Choi et al., 2023] proposed a 
seed scheduling method that directly employs an RL agent trained on edge coverage 
feedback, reporting improvements in branch coverage over AFL on standard 
benchmarks and establishing that single-agent RL is a viable and efficient seed 
scheduler when the state space is appropriately designed. Complementing single-agent 
approaches, the AFL-RL framework [AFL-RL, 2023] demonstrated that RL-based 
mutation scheduling can be integrated with minimal changes to the AFL pipeline, 
yielding consistent coverage improvements across diverse target programs. Zhu et al. 
[Zhu et al., 2022] provided a roadmap survey of fuzzing, identifying the transition from 
fixed heuristics to adaptive, learning-driven strategies as the principal trend, and 
concluding that reward signal design is the most underexplored aspect of RL-based 
fuzzers. 

Deep reinforcement learning has further expanded the capability of RL-based 
fuzzers. Jeon and Moon [Jeon et al., 2022] combined deep RL with concolic execution 
in Dr.PathFinder, achieving 1.87× deeper call-depth coverage than AFL on the LAVA-
M benchmark by using a path-first search heuristic to resolve hard constraints that 
mutation alone cannot satisfy. Song et al. [Song et al., 2023] embedded an XSS-specific 
semantic layer into a DQN agent for web application fuzzing, doubling the rate of 
reflected XSS detection compared with black-box scanners, showing that domain 
knowledge encoded in the reward signal can dramatically improve targeting of specific 
vulnerability classes. Pan et al. [Pan et al., 2020] applied curiosity-driven RL to 
Android application testing, using novelty bonuses to encourage exploration of rarely 
visited UI states, a technique that is directly analogous to the coverage-weighting 
mechanism in our adaptive reward design. 

2.3 Proximal Policy Optimization and Adaptive Reward Mechanisms 

Proximal Policy Optimization (PPO), introduced by Schulman et al. [Schulman et al., 
2017], addresses instability in policy gradient methods through a clipped surrogate 
objective that constrains the magnitude of each policy update. PPO has become the 
default algorithm for complex, high-dimensional decision tasks owing to its sample 
efficiency and ease of implementation. Wang et al. [Wang et al., 2019] extended PPO 
with a trust-region constraint that further stabilises learning in sparse-reward 
environments, providing a theoretical basis for adaptive learning rate control that we 
adopt when calibrating our fuzzing agent. The design of reward signals for multi-
objective RL problems has been studied in the context of smart-contract fuzzing by 
Wan et al. [Wan et al., 2024], who concluded that static reward weighting between 
transaction-level and EVM state-level objectives is a fundamental bottleneck, and that 
dynamic reweighting is necessary to prevent one objective from dominating training. 
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This observation directly motivates the sigmoid-based adaptive weighting scheme 
introduced in our work. 

Mallissery and Wu [Mallissery and Wu, 2023] performed a comprehensive survey 
of fuzzing methods that includes machine-learning-augmented techniques, concluding 
that the coupling of adaptive reward design with policy gradient methods represents the 
most promising near-term research direction. Their survey also highlights the scarcity 
of evaluations that simultaneously track both code coverage and unique crash counts as 
joint optimisation objectives, a gap that the experimental design in this paper directly 
addresses. DocFuzz [Xie et al., 2024] demonstrates the practical benefit of combining 
taint analysis with an RL mutator in a directed fuzzing setting: by identifying high-
value bytes through sanitiser-guided instrumentation and then applying RL mutations 
only to those bytes, DocFuzz achieves superior target-site coverage compared with 
undirected RL fuzzers. These works collectively confirm that the combination of RL, 
adaptive reward signals, and coverage feedback is a productive research direction, and 
that the principal unsolved challenge is how to balance multiple competing 
objectives—namely maximising code coverage while simultaneously maximising 
unique crash discovery—without manually tuning fixed weights throughout the fuzzing 
campaign. 

3 Methods 

3.1 AFL Structure and Reinforcement Learning 

Fuzz testing is a method of software evaluation where the system or function being 
tested is provided with synthetic input data that may be malformed. The goal is to 
activate code pathways that result in unexpected behaviors, such as memory corruption 
or sudden program crashes. As highlighted in the introduction, fuzz testing can 
primarily be conducted through two strategies: one involves mutating data derived from 
an existing input corpus, while the other involves generating input data from scratch 
using programmatic techniques. A notable example of a general-purpose mutation-
based fuzzer is the American Fuzzy Lop (AFL), renowned for its effectiveness in 
identifying software bugs. In contrast, generation-based fuzzing lacks a universally 
recognized exemplar, as these tools are typically custom-designed to address specific 
input data structures. Nonetheless, they offer the advantage of having hardwired input 
specifications, allowing them to concentrate on the variable components of the input 
structure. Regardless of the chosen approach, it is essential to properly configure and 
fine-tune fuzzers to prevent them from becoming trapped in specific areas of the code. 

Reinforcement learning is a form of weakly supervised machine learning. It 
involves enabling an agent to learn optimal actions or decision-making strategies 
through trial and error within a dynamically changing environment [Wan et al., 2024]. 
The process entails developing appropriate decision-making strategies across a series 
of dynamic environments and achieving desired objectives through a sequence of 
suitable actions. The choice of sample mutation strategy in this project essentially 
constitutes a model-based reinforcement learning process. In the context of the input 
sample mutation problem, a single-step decision is only informed about the immediate 
gain from the current mutation, while the optimization objective is to maximize the 
overall cumulative reward after multiple decisions [Li et al., 2006]. 
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The entire process of reinforcement learning can be described as follows: At a 
given reinforcement learning time step , the agent perceives its environment state from 
the current state  and selects an action from the action space  to execute the next 

step . Upon receiving the action executed by the agent, the environment provides 

feedback in the form of a reward  associated with the action, and transitions its 

current state to the next state , awaiting the agent's subsequent action. The agent is 
only informed about the immediate gain from the current mutation, while the 
optimization objective is to maximize the overall cumulative reward after multiple 
decisions.Figure 2 illustrates the single-step interaction between the fuzzing agent and 
the target program, which forms the basis of our MDP formulation. 

 

 

Figure 2: Agent interaction 

The ultimate goal of this reinforcement learning strategy is to maximize the final 
reward obtained from the environment after taking actions. Therefore, each step must 
consider how to maximize the overall reward, rather than simply focusing on achieving 
the maximum reward at each individual step, as different actions can lead to varying 
rewards in subsequent steps. Reinforcement learning uses a value function to determine 
rewards and compares these values to assess the quality of actions taken during the 
decision-making process. A reward function is introduced in reinforcement learning to 
represent the reward function value of a particular state at a given time step. 

 

           (1) 

 
Here γ ∈ [0,1]  is the discount factor. To compare the rewards obtained, the value 

function is used to quantify the magnitude of the rewards. 
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                   (3) 

 
Proximal Policy Optimization (PPO) is a powerful policy gradient method [Song 

et al., 2023] in reinforcement learning that balances the complexity of the optimization 
process with robust policy updates. It is widely used due to its simplicity and 
effectiveness across various tasks. 

3.2 PPO Algorithm 

PPO is designed to address the instability issues in policy gradient methods by ensuring 
that policy updates are not too large, which is achieved through a clipped surrogate 
objective function. This approach simplifies the optimization process while 
maintaining performance stability. 

The PPO algorithm optimizes a clipped surrogate objective function that constrains 
the policy update to stay within a predefined range. The objective function is defined 
as: 

 
4L""#(θ) = E9$:min=r$(θ)A9$, clip(r$(θ), 1 − ϵ, 1 + ϵ)A9$EFG              (4) 

 
Where: 
 
Hr$(θ) =

!!(&"|(")
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I is the probability ratio of the new policy to the old policy. 

 
A9$	is the estimated advantage function, often computed using Generalized 

Advantage Estimation (GAE). 
(ϵ)	is a small hyperparameter that defines the clipping range, typically set to values 

such as 0.1 or 0.2. 
The clipping function ensures that the change in policy is limited, preventing large 

updates that could destabilize learning. 
The complete training procedure is summarized in Algorithm 1. 
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Input: Initial seed corpus S0, AFL fuzzer F, PPO policy πθ with value function V
φ, clipping ε 
Output: Mutated test cases maximizing coverage and unique crashes 
1 Initialize πθ, Vφ, seed queue Q ← S0 
2 for iteration = 1 to N do 
3 # Generate mutated inputs with AFL as the environment/action executor 
4 X ← AFLMutate(Q)                      # batch of mutated inputs 
5 Runcases(X) to collect feedback: 
6 C ← coverage gained by X          # e.g., new edges/paths 
7 K ← unique crashes found by X 
8 # Compute adaptive reward 
9 wc, wk ← ComputeWeights(C, K)   # from Dynamic Reward Adjustment (Sec. 2.2) 
10 R ← wc · C + wk · K         # scalar or per-episode aggregation 
11 # Estimate advantages (e.g., GAE) with adaptive reward 
12 A ← Advantage(R, Vφ)                  # e.g., GAE-based advantage 
13 # PPO policy update with clipping 
14 Optimize θ by maximizing: 
15 Lclip(θ) = E[min(rθ · A, clip(rθ, 1−ε, 1+ε) · A)] 
16 # (Optional) value-function and entropy updates 
17 Update Vφ to fit returns; apply entropy bonus if used 
18 # Maintain/refresh seed queue with interesting inputs 
19 Q ← UpdateSeeds(Q, X, C, K)      # keep inputs that improve coverage/crashes 
20 end for 

Algorithm 1: Adaptive Reward PPO for AFL 

After defining the PPO algorithm and presenting the overall training loop 
(Algorithm 1), we introduce how dynamic rewards are integrated into the policy update 
process. 

3.3 Dynamic Reward Adjustment 

The weights(W*) and (W+) are adjusted based on feedback from the fuzzing process. 
This can be done using a simple feedback mechanism: 
 

LW* =
,

,-.&'()*+,,-."&)"/,0-"1
M                           (5) 

 

LW+ =
,

,-.&2(3"/,0-"&3*+,,-."1
M                           (6) 

 
Where: 
(C*/00.1$) is the current code coverage. 
=C$&02.$E is the target or maximum expected coverage. 
(K*/00.1$)	is the current number of unique crashes found. 
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=K$&02.$E is the target or desired number of crashes. 
(α) and (β) are scaling factors that determine the sensitivity of the weights to 

changes in coverage and crash discovery. 
With the adaptive weights defined, we incorporate the reward into the PPO 

objective and detail the resulting policy update in Section 2.4. To clarify the weight 
calculation process, we explain that W* (coverage weight) and W+ (crash weight) are 
dynamically adjusted based on the gap between current progress and target 
objectives. W*  decreases as code coverage approaches its target (via Equation (5)), 
while W+ increases when the number of unique crashes is far from its target (via 
Equation (6)). This adaptive adjustment enables the reward mechanism to dynamically 
prioritize either coverage exploration or crash discovery, balancing the dual goals of 
fuzzing. 

Unlike prior PPO-based fuzzers that rely on static reward weights or single-
objective optimization, our Adaptive Reward Mechanism is the first to dynamically 
rebalance coverage and crash priorities in real time. While RLFuzz uses a fixed DDPG 
policy and DRLFuzzer employs static Q-value thresholds, our method leverages 
Equations (5)–(6) to adjust W* and W+ based on current fuzzing progress, enabling 
more nuanced trade-offs between exploration (coverage) and exploitation (crashes). 

 

3.4 PPO Policy Update with Adaptive Rewards 

To incorporate an Adaptive Reward Mechanism into PPO, the reward signal is adjusted 
dynamically to better guide the learning process, allowing the agent to adapt to different 
objectives or environmental changes. 

The PPO algorithm updates its policy using the adaptive rewards. The objective 
function for PPO is typically given by: 

 
4L345"(θ) = E9$:min=r$(θ)A9$, clip(r$(θ), 1 − ϵ, 1 + ϵ)A9$EFG            (7) 

 
Where: 
=r$(θ)E is the probability ratio of the new policy to the old policy. 
=A9$E is the advantage estimate, which includes the adaptive reward (R$). 
(ϵ) is a hyperparameter for clipping to ensure stability. 
This theoretical framework and equations provide a structured way to implement 

an Adaptive Reward Mechanism in PPO for AFL fuzzing. By dynamically adjusting 
the weights of coverage and crash rewards based on feedback, the algorithm can more 
effectively prioritize actions that lead to increased code exploration and crash 
discovery. This adaptability enhances the overall effectiveness of the fuzzing process. 

4 Experiment 

4.1 Experimental Setup 

We conducted evaluations on one industry-representative proprietary industrial control 
software (susceptible to protocol parsing errors and memory corruption vulnerabilities) 
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and two widely-used open-source programs: LibPNG 1.6.39 (prone to image parsing 
flaws and buffer overflows) and SQLite 3.40.0 (known for database logic errors and 
injection-related vulnerabilities). These were selected to cover diverse code 
architectures, real-world deployment scenarios, and typical vulnerability classes in both 
proprietary and open-source software ecosystems, ensuring the experiment’s relevance 
to practical fuzzing applications[Li et al., 2022, Si et al., 2025]. These programs were 
selected due to their diverse code structures and real-world relevance, providing a 
robust testing ground for assessing the efficacy of our approach, in addition we compare 
AFL, DQN, PPO and PPO-Reward Weights methods for coverage and crashes fuzzing 
testing. 
 

Component Parameter Value 
AFL timeout per execution 1000 ms 

memory limit 2048 MB 
power schedule fast 

DQN learning rate 1e-4 
replay buffer size 100,000 
batch size 32 
epsilon decay 0.995 
epsilon min 0.01 
discount factor γ 0.99 

PPO learning rate 3e-4 
batch size 64 
clipping factor ε 0.2 
GAE λ 0.95 
entropy coefficient 0.01 

PPO-Reward Weights α (coverage sensitivity) 0.2 
β (crash sensitivity) 0.2 
C_target (coverage) 95% 
K_target (crashes) 30 

 
Table 1: Parameter Configuration 

Table 1 summarizes the hyper-parameters adopted in our experiments. For AFL we 
retain the default timeout (1 s) and memory cap (2 GB) while running in “fast” power 
schedule. The PPO agent is trained with learning rate 3 × 10⁻⁴, mini-batch size 64, 
clipping factor ε = 0.2, GAE-λ = 0.95 and an entropy bonus of 0.01. To ensure a 
competitive RL baseline we additionally tuned a DQN model: replay-buffer capacity 
100 000, batch size 32, target-network update every 500 steps, ε-greedy decay 0.995 
down to 0.01, and discount γ = 0.99. Adaptive reward weights (α, β) were set to 0.2 
after a brief grid-search, with coverage target 95 % and crash target 30; the same values 
are used for all compared RL-based fuzzers to guarantee fairness.The detailed 
computation environment used throughout all experiments is given in Table 2. 
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Configure Detail 
Operation system Linux 
GPU GTX1080Ti 
num of GPUs 1 
num of CPUs 8 

Table 2: Computation environment 

All experiments were conducted on a Linux workstation equipped with a single 
NVIDIA GTX 1080Ti GPU and multiple CPU cores, providing sufficient 
computational resources for both fuzzing tasks and reinforcement learning model 
training[Papatheocharous et al., 2012]. 

Our experimental setup involved integrating a Proximal Policy Optimization (PPO) 
algorithm with an adaptive reward mechanism into the AFL fuzzing framework. This 
mechanism was designed to dynamically adjust reward signals based on two primary 
objectives: maximizing code coverage and identifying unique bugs. The reward 
processing system assigned higher weights to actions that led to the discovery of new 
execution paths or resulted in the identification of previously undetected vulnerabilities. 
The overall workflow of integrating the adaptive reward mechanism into PPO is 
depicted in Figure 3. 

 

Figure 3: Adaptive reward PPO 

This adaptive weighting was crucial in guiding the learning process of the PPO 
agent [Andrijasa et al., 2024], allowing it to prioritize fuzzing strategies that were more 
likely to yield valuable insights. Our results demonstrated that the adaptive reward-
enhanced PPO significantly outperformed traditional AFL fuzzing and standard PPO 
implementations in terms of code coverage and bug discovery. Specifically, the 
adaptive mechanism enabled more efficient exploration of the software’s execution 
space, leading to a higher rate of unique crash findings and improved coverage metrics. 
These findings underscore the potential of adaptive reward mechanisms in enhancing 
the capabilities of reinforcement learning-based fuzzing techniques, offering a 
promising avenue for advancing automated software testing methodologies [Shukla et 
al., 2019]. 
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4.2 Results and Analysis 

In addition to the baseline AFL and standard PPO, we evaluated our Adaptive PPO 
method over 100 iterations to measure code coverage and unique crash discovery as 
illustrated in Figures 4–6. As shown in Figure 4, code coverage steadily increases with 
iterations, with Adaptive PPO consistently outperforming PPO and AFL. 

 

Figure 4: AFL test Coverage over iterations for PPO 

For all clipping values, coverage improves as the number of iterations increases, 
which indicates that the PPO-based fuzzing approach is progressively exploring and 
testing more parts of the target code. A higher clipping value (0.3) leads to greater 
coverage compared to lower clipping values (0.2 and 0.1) across the iterations. This 
suggests that allowing slightly more aggressive policy updates might enable the 
exploration of a broader or more diverse set of inputs, which in turn, results in higher 
coverage. 

Specifically, the green line (clipping value 0.3) consistently outperforms the other 
two throughout the iterations, indicating a clear advantage in terms of coverage 
efficiency. 

While higher clipping values yield better coverage, it is crucial to balance this with 
the risk of instability in the training process. The depicted clipping values manage to 
improve coverage without causing apparent instability over the span of 100 iterations 
shown in the graph. 

 

Method Average Iteration Time 
(s) 

Peak Memory Usage 
(GB) 

AFL 42.3 1.8 
DQN 78.6 3.2 
PPO 65.4 2.9 
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Adaptive PPO 83.7 3.5 
 

Table 3: Memory Usage VS iterations of different methods 

AFL exhibits the lowest overhead due to its lightweight mutation-based design, 
while Adaptive PPO’s higher time and memory usage are attributed to the dynamic 
reward calculation and policy optimization. However, the 2.0x improvement in unique 
crashes and 1.5x improvement in code coverage compared to AFL justify this moderate 
overhead, as the method delivers significantly higher testing efficacy in vulnerability 
detection. 

 
The data demonstrates a clear trend of improvement in both code coverage and 

unique crashes found as model iterations increase. The Adaptive PPO method 
consistently outperforms the traditional AFL and standard PPO techniques across all 
iterations. By the 100th iteration, Adaptive PPO achieves 90% code coverage and 
discovers 25 unique crashes, compared to AFL's 60% coverage and 11 crashes, and 
PPO's 78% coverage and 17 crashes. This data highlights the effectiveness of the 
adaptive reward mechanism in enhancing exploration and vulnerability detection 
capabilities, supporting the assertion that Adaptive PPO is a superior approach for fuzz 
testing. The incremental improvements observed with each iteration underscore the 
method's potential for sustained performance gains over time [Kaksonen et al., 2001].  

 

Figure 5: AFL test Coverage over iterations for AFL, DQN, PPO, Adaptive PPO 

Figure 5 reports the unique coverage percentages at every 10th iteration for the 
three main methods, and Figure 6 reports the corresponding counts of unique crashes 
found. Figures 4–6 visualize these results and trends across iterations [Park et al., 2015]. 
Below we analyze coverage trends, crash discovery, and the effect of PPO clipping and 
adaptive reward on exploration [Jeon et al., 2022].  
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Figure 6: AFL test crashes over iterations for AFL, DQN, PPO, Adaptive PPO 

This data illustrates the effectiveness of the Adaptive Reward Mechanism in 
guiding the learning process over 100 iterations. As the iterations progress, both the 
coverage and crash reward values increase, reflecting the adaptive mechanism's role in 
prioritizing and enhancing exploration strategies.  

The steady increase in coverage and unique crashes found supports the hypothesis 
that adaptive rewards can significantly improve the performance of fuzz testing by 
dynamically adjusting the focus of the exploration process. By iteration 100, the 
Adaptive PPO method achieves 90% code coverage and discovers 25 unique crashes, 
with high reward values indicating successful adaptation to the testing environment. 
This data highlights the potential of adaptive reward strategies to optimize fuzz testing 
outcomes [Pan et al.,2020], making them a valuable addition to reinforcement learning-
based testing methods. Figures 7 and 8 illustrate how the adaptive reward weights 
change as coverage and crashes accumulate. Specifically, Figure 7 shows that the 
coverage weight decreases as coverage saturates, while Figure 8 shows that the crash 
weight increases as more crashes are found. 
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Figure 7: Coverage weight function of Adaptive PPO 

 
Figure 8: Crash weight function of Adaptive PPO 

The figures (Figure 7: Coverage Weight Function and Figure 8: Crash Weight 
Function of Adaptive PPO) demonstrate that the adaptive reward mechanism 
effectively adjusts weights for coverage Wc and crashes Wk based on current progress. 
As coverage increases from 0% to 100%, Wc decreases more sharply with higher 
\(\alpha\) (e.g., 0.3), while Wk rises steeply with β = 0.3 as crash counts grow, 
indicating a dynamic shift toward crash-focused exploration. 

This complementary adjustment supports the paper's claim of enhanced fuzzing 
performance, with an optimal α	= 0.2 and β = 0.2 likely balancing the 90% coverage 
and 25 unique crashes achieved by the 100th iteration. The tunable parameters offer 
practical control, validating the superiority of Adaptive PPO over traditional methods 
[Woo et al., 2013]. 
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5 Conclusion 

In this paper, we have presented an innovative approach to optimizing AFL fuzzing 
strategies by integrating an Adaptive Reward Mechanism within the Proximal Policy 
Optimization (PPO) framework. This method dynamically adjusts reward signals based 
on real-time feedback from the fuzzing process, guiding the learning agent to prioritize 
actions that maximize code coverage and uncover vulnerabilities more effectively. Our 
experimental evaluations demonstrate that the Adaptive PPO method significantly 
outperforms traditional AFL and standard PPO techniques across all iterations, 
achieving 90% code coverage and discovering 25 unique crashes by the 100th iteration, 
compared to AFL's 60% coverage and 11 crashes, and PPO's 78% coverage and 17 
crashes. The adaptive reward mechanism enhances both exploration and vulnerability 
detection. It also demonstrates potential for long-term performance improvements, 
pushing the boundaries of state-of-the-art software testing and vulnerability analysis. 

Future work will focus on three concrete directions: first, explore combining the 
adaptive reward mechanism with multi-agent reinforcement learning (MARL) to 
handle distributed software systems and complex protocol interactions; second, 
validate the method on embedded system software (e.g., Contiki-NG) and IoT device 
firmware to test its scalability in resource-constrained environments; third, design a 
hybrid reward mechanism that integrates semantic vulnerability features (e.g., XSS, 
buffer overflow signatures) to further improve the targeting of specific vulnerability 
classes. In addition to test the method on a broader range of software systems to further 
validate its practical applicability and scalability [Mira et al., 2024]. 
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