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Abstract: Veritas Gateway is a zero-knowledge verification layer that acts as an intermediary 
between AI agents and diverse data stores through the Model Context Protocol (MCP). Database 
snapshots are committed to with Poseidon based Merkle commitments and query answers are 
returned with succinct SNARK proofs that can be locally verified without satisfying predicates 
on raw values or trusted hardware. The prototype implements this stack across relational, 
NoSQL, time-series and vector databases through generic adapters and is empirically evaluated 
along four dimensions: scalability across MySQL as snapshot size and Merkle height varies, a 
hash-primitive ablation study with Poseidon, MiMC-7 and SHA-256, a proof-system ablation 
across Groth16, PLONK and STARKs on a common circuit, and horizontal portability across 
SQLite, PostgreSQL, MongoDB, InfluxDB and Qdrant under a fixed workload. Measurements 
include build time, proving time, query time, query assembly time, query verification, memory 
footprint, and derived throughputs. It is found that build time increases predictably with snapshot 
size and height, proving cost is driven by path depth and is consistent across iterations, query 
assembly time is consistently sub-second, and verification completes in ≈ 8 − 12 ms across all 
settings. Poseidon incurs the lowest in-circuit latency and variance, with SHA-256 only 
competitive for out-of-circuit pre-hashing. Groth16 results in the shortest verified-latency path, 
PLONK results in a reduction of proving time, and STARKs result in transparent setup at a higher 
memory cost. Cross-backend variation is dominated by build overhead and the data-path 
overheads for each backend’s cryptographic verification, for which cost is never a bottleneck. 
These results suggest that Veritas Gateway provides backend-agnostic, verifiable querying with 
predictable latency, improving trust in the MCP-driven agent workflow while maintaining the 
benefits of tool-based integration and facilitating deployment in privacy-sensitive environments. 
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1 Introduction 

According to the traditional paradigm of modern data outsourcing, clients have no way 
to inspect the correctness of query results returned by untrusted database servers [Yeh, 
24]. These serious issues caused by the absence of built-in integrity verification in 
mainstream database systems are unacceptable in many security-critical applications 
[Chen, 24]. 

Data outsourcing can save cost but makes data vulnerable to tampering. Breaches 
due to data tampering are often undetected until great losses have been incurred [Chen, 
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24]. To address the above issues, researchers have developed verifiable database 
systems that embed cryptographic proofs or tamper-evident data structures into query 
processing [Zhang, 20] [Yang, 20]. By verifying proofs of query correctness, customers 
can detect malicious modifications or incorrect results returned by the server. Since 
these protocols can be very complicated, using zero-knowledge (ZK) proof techniques 
gives strong evidence of correctness without revealing private data [Wang, 22b]. 
Recently, advances in making ZK proofs SNARK-friendly (e.g., introducing SNARK-
friendly primitives like the Poseidon hash) have made it much more practical to 
generate proofs in databases [Guo, 24]. In parallel, trusted execution environments 
(such as Intel SGX) can run queries inside secure enclaves to enforce integrity with 
near-native performance. However, these approaches rely on hardware trust and have 
suffered multiple security breaches [Fei, 21]. These attacks motivate the need for 
defenses beyond hardware. 

As more AI systems depend on databases and external tools, new attack surfaces 
arise. Large-language-model (LLM) agents often call external data sources; without 
verification, cross-component calls between AI agents and external tools are vulnerable 
to malicious tampering. For example, recent work shows that, absent cryptographic 
authenticity, agent–tool communications can be subverted via protocol-level exploits 
[Ferrag, 25]. Meanwhile, some initial prototypes have begun exploring cryptographic 
assurances in LLM-to-tool interactions (e.g., adding cryptographic signatures or proofs 
to database query results in an AI workflow [Hou, 25]), but a general solution is still 
missing. 

This study provided three innovations: 
System architecture: Veritas Gateway is a backend-agnostic verification layer 

between AI agents and heterogeneous production databases. Proof-carrying queries are 
exposed through MCP interface: database snapshots are committed as Poseidon-based 
Merkle roots and query results are accompanied by Groth16 proofs. Snapshots and 
proofs can be verified locally by clients without requiring trusted hardware or raw data 
disclosure. 

Security binding mechanism: In addition to zero-knowledge proofs, the design 
also includes transport-level binding. Specifically, TLS 1.3 secures communication 
channels and an Ed25519-signed transcript binds the query, the committed snapshot 
root and the proof such that splicing and replay across multi-hop MCP interactions are 
prevented. 

Empirical evaluation: Veritas Gateway provides adapters to relational, NoSQL, 
time-series, and vector databases, their scalability, choice of hash primitive, and 
backend portability are empirically evaluated. The evaluation shows negligible 
verification overhead compared to end-to-end latency, and consistent reduction of 
proving time and total execution time given circuit-bound workloads for Poseidon. 

2 Related Work 

Previous work has demonstrated that cryptographic proofs can be used to verify query 
results on untrusted databases without revealing the underlying data. For example, 
Zhang et al.’s vSQL system allows clients to verify arbitrary SQL query results over 
dynamic outsourced databases via interactive proofs (albeit with high overhead) [Zhang, 
17]. A subsequent system, ZKSQL, improved efficiency and flexibility by using 
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succinct ZK-SNARKs in a designated-verifier protocol where the query was 
decomposed into sub-circuits – running the prover was much cheaper than using a 
single monolithic circuit (though ZKSQL remained interactive and not reusable by third 
parties) [Li, 23]. Very recently, Gu et al. proposed PoneglyphDB, a non-interactive 
framework that uses PLONK-like circuits and recursive composition to eliminate 
interaction with the prover and efficiently verify analytical SQL queries (e.g., TPC-H) 
[Gu, 25]. Meanwhile, Wang et al. demonstrate verifiable arbitrary query processing on 
decentralized storage with zero-knowledge confidentiality [Wang, 24]. Concurrently, 
researchers have also explored generic techniques to further scale ZK proofs for 
database workloads (such as folding schemes for proof recursion) [Derei, 23]. 
Verifiability beyond standard relational queries has been studied for other data models 
as well: for instance, VeriDKG applies zero-knowledge proofs to verify SPARQL 
queries over decentralized knowledge graphs [Zhou, 23], and verifiable similarity 
search queries have been implemented in blockchain settings [Yin, 25]. Another line of 
work has focused on proving the integrity of entire transactions: the Litmus system co-
designs the DBMS with cryptographic protocols to provide proofs of ACID properties 
(atomicity and serializability), achieving practical throughput on TPC-C while ensuring 
transactions execute correctly [Yu, 22]. These prior works demonstrate the feasibility 
of verifiable database computation, but each of the above introduces a specialized 
service or query engine separate from mainstream data management tools. 

Integrity can also be ensured via authenticated data structures or ledger-style 
databases. Ledger-based solutions use hash chains and Merkle trees to authenticate 
answers; for example, Amazon’s QLDB maintains an immutable, append-only journal 
of transactions with a SHA-256 hash chain and Merkle tree to detect any tampering 
[Amazon Web Services, 18]. There are also open-source ledger databases that take a 
lighter-weight embedded approach to proving the integrity of each entry—for instance, 
immudb provides a lightweight immutable database that embeds cryptographic proofs 
within the data [Codenotary, 20]. Academic designs have followed this approach as 
well: Wang et al.’s vChain+ system uses a sliding-window accumulator to enable 
verifiable boolean range queries on blockchain data without maintaining a full copy of 
the chain [Wang, 22a]; Alibaba’s LedgerDB is a high-throughput centralized ledger 
with tamper-evidence and strong auditability, achieving over 80× higher throughput 
than comparable blockchain systems by removing the decentralization overhead [Yang, 
20]. GlassDB extends the ledger concept using a two-level Merkle tree to protect both 
content and history, allowing clients to efficiently audit all committed states to ensure 
none were modified without authorization [Yue, 23]. Sun et al. further propose a 
verifiable query scheme that uses accumulators to minimize storage overhead while 
supporting rich query capabilities on blockchain [Sun, 25]. Xu et al. introduce 
ChainSafari to improve real-time synchronization in blockchain query verification [Xu, 
24]. These designs, however, either expose the entire query result to the verifier or 
assume the presence of a third-party auditor to check integrity, which may not be 
desirable for privacy or trust in certain settings. 

Another variant ensures integrity via trusted execution environments. Systems like 
VeriDB run queries inside Intel SGX secure enclaves and maintain Merkle hash 
structures in enclave memory; through remote attestation, a client obtains cryptographic 
proof that the query was executed on untampered data [Zhou, 21]. This achieves 
integrity with low runtime overhead close to native performance. However, TEE-based 
solutions require trusting the hardware and have been susceptible to exploits – indeed, 
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numerous SGX vulnerabilities (e.g., Foreshadow, Plundervolt) have been disclosed in 
recent years [Fei, 21]. Additionally, TEE-based approaches do not hide data from the 
service operator. Veritas Gateway, in contrast, avoids trusted hardware entirely: all 
verification proofs are cryptographic and can be checked by the client with no special 
hardware or auditors. 

A key challenge for practical ZK databases is optimizing cryptographic primitives 
for speed. SNARK-friendly hash functions such as Poseidon significantly reduce the 
number of arithmetic constraints compared to generic hashes like SHA-256, making 
them attractive for large circuits [Grassi, 21]. Veritas Gateway adopts Poseidon for 
Merkle tree commitments and for hashing records/documents/vectors in the system, 
maintaining collision resistance while keeping proving costs practical at scale – an 
approach aligned with modern ZK-SNARK-based systems like PoneglyphDB [Gu, 25] 
and supported by recent benchmarking results on zkSNARK performance [Guo, 24]. 
By using ZK-friendly primitives and succinct proofs (e.g., PLONK and Groth16), 
Veritas Gateway can handle non-trivial datasets with proof generation times acceptable 
for interactive agent workflows. 

Previous verifiable database implementations cannot be integrated with AI tool 
frameworks such as Anthropic’s Model Context Protocol (introduced in late 2024 as an 
open standard for model–tool interactions) [Anthropic, 24]. Existing ZK database 
implementations ship as standalone services, and are not intended to be queried by LLM 
agents. As LLM agent hosts converge on MCP, Veritas Gateway aligns with this 
trajectory by exposing a first-class MCP server surface that lets models invoke 
verifiable queries via standard tool calls. In contrast, prior systems expose no MCP-
compatible interface, so LLM agents cannot call them directly without bespoke 
adapters. Veritas Gateway is the first to provide verifiable multi-database queries 
(across relational, NoSQL, time-series, and vector stores) through MCP – allowing a 
model to issue a request and receive both the query result and a zero-knowledge proof 
of the result’s correctness. Veritas Gateway implements six MCP-compliant endpoints 
and adds a cryptographic assurance layer (ZK proofs and Merkle commitments) on top 
of each, enabling AI assistants to return mathematically assured answers from multi-
backend queries, which is lacking today because AI tool APIs have no built-in result 
verification [Hou, 25]. While initial efforts have shown how to make cryptographically 
verifiable queries possible in AI workflows (proof-carrying vector search, 
reproducible-query data assistants, etc.) these are not available in any production AI 
agent toolkit today. This work is a first step in filling that gap by providing formal 
verifiability at the AI tool–database interface. 

Recent international work further suggests that both sides of this interface are 
becoming active research targets. On the AI-agent side, MCIP analyzes missing safety 
mechanisms in MCP and proposes a contextual-integrity-oriented protocol for safer 
MCP interactions [Jing, 25], while MCPTox studies tool poisoning attacks on real-
world MCP servers and shows that malicious tool metadata can create new attack 
surfaces in agent workflows [Wang, 25]. On the verifiable-data side, De Angelis et al. 
use SNARKs to support trustworthy outsourced query computation for blockchain 
superlight clients [De Angelis, 25], and qedb explores expressive modular verifiable 
databases without relying on SNARKs [Botta, 25]. These studies reinforce the need for 
a verification layer at the boundary between tool invocation and data access, which is 
the deployment gap targeted by Veritas Gateway. 
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3 Methodology 

3.1 System Overview, Problem Setting, and Threat Models 

Conventional database execution leaks record-level information and lacks end-to-end 
integrity guarantees. The objective is to return query results accompanied by succinct, 
locally verifiable proofs that the results originate from an authenticated database 
snapshot and the rows satisfy declared predicates, without revealing raw values 
[Kothapalli, 22] [Kothapalli, 24]. 

The system comprises a relational store, a cryptographic layer (Merkle 
commitments and ZK-SNARK circuits), and a Model Context Protocol (MCP) server 
that exposes standardized tools to clients (LLMs/agents). The MCP server executes 
queries, derives commitments, and produces proofs; the MCP client receives results 
and verifies proofs locally before use. The operation method of the entire system is 
shown in Figure 1. 

 

 

Figure 1: UML of Veritas Gateway (End-to-End Sequence) 

Adversaries may attempt to tamper with rows or substitute snapshots. The verifier 
is assumed to hold the public verification key and to reject invalid proofs. A structured 
reference string (CRS) for the chosen SNARK is assumed available. The baseline 
guarantees soundness of included results with respect to the stated predicates and 
snapshot ρ; completeness guarantees for arbitrary negative queries are backend-
dependent and optional. Formally, it is assumed that: 
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A PPT adversary may control the network (full Dolev–Yao channel control), 
compromise the database backend (stale/modified data, snapshot substitution, row 
omission), or compromise the MCP/Gateway process (attempting to tamper with 
responses or replay transcripts). The verifier (agent host) is honest and runs local 
verification. Availability/DoS and compromise of the verifier host are out of scope. 

The SNARK CRS is correctly generated; Poseidon Merkle provides collision 
resistance; transport uses TLS 1.3; and each tools/call reply is transcript-bound with an 
Ed25519 signature over {method, args_hash, merkle_root=ρ, proof_digest, 
snapshot_version, ts} that the verifier checks before SNARK verification. The verifier 
pins the circuit verification key vk (e.g., via a hashed resource). 

The SNARK is zero-knowledge: the proof reveals nothing beyond public inputs 
(snapshot root ρ, a commitment to the predicate H(P), and minimal context). The 
Merkle root acts as a binding commitment and leaks no row values; reusing the same ρ 
reveals snapshot equality/linkability (not contents). With padding to a fixed tree size, ρ 
does not reveal exact row count. Application-level return of sanitized rows is optional; 
side-channels (timing/size/access pattern) are out of scope. Given these boundaries, the 
design requires a snapshot commitment authenticating a concrete database state and a 
circuit that enforces both membership and predicate satisfaction under a controlled 
leakage profile. Section 3.2 specifies the Poseidon-based Merkle commitment and the 
Circom/R1CS formulation of the NP relation. 

3.2 Commitments and Zero-Knowledge Circuit 

This section describes how database snapshots are encoded into a Poseidon-based 
Merkle root and how the verification relation is arithmetized in Circom/R1CS. The 
presentation also fixes the leakage boundary and domain constraints relevant to 
soundness and practicality. 

3.2.1 Poseidon-based Merkle Commitments for Snapshots 

A Merkle tree commits to a multiset of leaves through a single root hash. Let 𝐻:𝔽! →
𝔽 be a collision-resistant permutation-based hash (Poseidon). For a table snapshot 𝑇 =
{𝑟", … , 𝑟#}, define leaf encodings as formula (1) 

𝐿$ 	 = 	𝘓𝘦𝘢𝘧𝘌𝘯𝘤(𝑟$)	 and	 𝘳𝘰𝘰𝘵(𝑇) 	 = 	𝘔𝘦𝘳𝘬𝘭𝘦𝘙𝘰𝘰𝘵(𝐿", … , 𝐿#; 𝐻).      (1) 

A membership proof for 𝑟$ is a path π$ = {A𝑠% , 𝑏%D}%&'()", where 𝑠% is the sibling at 
level	𝑗	and 𝑏% ∈ {0,1} indicates left/right. Verification recomputes as follows 

 ℎ' = 𝐿$ 	, ℎ%*" = I
𝐻(ℎ% , 𝑠%), 𝑏% = 0,
𝐻(𝑠% , ℎ%), 𝑏% = 1, 	and	accepts	if	and	only	if	ℎ( = 𝑟𝑜𝑜𝑡(𝑇). (2) 

The proof size is 𝑂(log 𝑛), while the root is constant-size. 
In this project design, the implementation treats each row 𝑟 =

(id,account,amount,ts, … ) as a fixed-arity field tuple and uses a chained Poseidon leaf 
function in formula (3) 

𝘓𝘦𝘢𝘧𝘌𝘯𝘤(𝑟) 	 = 	Poseidon(Poseidon(Poseidon(id,account),amount),ts),     (3) 
enabling consistent encoding in both software pre-checks and circuit constraints. 
Snapshot versioning binds proofs to a specific root value. 
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With a binding to a concrete snapshot established, the remaining requirement is to 
verify membership and query predicates in zero-knowledge. The next subsection details 
the NP relation and its arithmetization. 

3.2.2 Circom Design 

The verification goal is cast as an NP relation. Let the public statement:  

𝑥	 = 	 ( 𝘳𝘰𝘰𝘵(𝑇), 	θ)                                                (4) 
contain the Merkle root of the committed snapshot and the public predicate parameters 
(e.g., θ = (minAmount,maxAmount)). A witness:  

𝑤	 = 	 (𝑟, 	π)                                               (5) 
consists of a single matching row 	𝑟  and its Merkle path π.  Define the relation 
𝑅(𝑥,𝑤) = 1 iff the following constraints hold simultaneously: 

(Membership)	 𝘝𝘦𝘳𝘪𝘧𝘺𝘔𝘦𝘳𝘬𝘭𝘦A𝘓𝘦𝘢𝘧𝘌𝘯𝘤(𝑟), π, 𝘳𝘰𝘰𝘵(𝑇)D = 1,              (6) 
(Predicate)	 𝘗𝘳𝘦𝘥+(𝑟) = 1	 (e.g., minAmount ≤ amount ≤ maxAmount).    (7) 
A zero-knowledge proof system (Groth16) enables a prover to convince a verifier 

that ∃𝑤:𝑅(𝑥,𝑤) = 1 without revealing 𝑤. As summarized in Table 1, public/private 
signals and their leakage boundaries are categorized for the circuit. 

 

Symbol Type Visibility Role / Leakage 

𝘳𝘰𝘰𝘵(𝑇),minAmount, 

maxAmount 
Inputs Public Bind snapshot and expose only 

predicate parameters. 

𝑟
= (id,account,amount,ts) Inputs Private 

(witness) 
Used only inside constraints; not 

revealed to the verifier. 

π = (𝑠$ , 𝑏$) Inputs Private 
(witness) 

Membership path; hidden by zero-
knowledge. 

𝐿,  ℎ$ Internals Private Intermediate Poseidon states; 
hidden. 

valid Output Public 
(constant 1) 

Indicates all constraints satisfied; 
carries no record content. 

publicAmount Output Public 
(optional) 

If exported, reveals the amount 
only; other fields remain private. 

Table 1: Signal visibility and leakage boundary 

During the whole ZKP process, only 𝑥 is provided as public inputs to the verifier; 
the row 𝑟 and path π live exclusively as witness variables inside the circuit. Groth16 
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provides (computational) zero-knowledge: there exists a simulator that, given 𝑥	and the 
CRS (but not 𝑤 ), can produce proofs that are indistinguishable from real ones. 
Consequently, the verifier’s view— (𝑥,proof)—leaks no information about (𝑟, π) 
beyond the truth of the statement “some private row in the committed table satisfies the 
predicate and membership.” Knowledge‑soundness further ensures that producing a 
valid proof implies knowledge of a corresponding 𝑤. 

Circuits are written in Circom and compiled to R1CS. Public signals comprise 
𝘳𝘰𝘰𝘵(𝑇) and θ; private signals comprise the field tuple of 𝑟 and the sibling path π. 
In‑circuit constraints implement: 

(i)the leaf hash 𝘓𝘦𝘢𝘧𝘌𝘯𝘤(𝑟) via Poseidon gadgets, 
(ii)the iterative path recomputation enforcing ℎ( = 𝘳𝘰𝘰𝘵(𝑇), 
(iii)arithmetic range checks for 𝘗𝘳𝘦𝘥+(𝑟) .A WASM witness generator creates 

𝑤𝑡𝑛𝑠, and Groth16 produces a constant‑size proof and public‑signal vector. Prover cost 
is linear in path length; verifier cost is constant‑time pairings independent of 𝑛. 

A software pre‑validation recomputes the Poseidon path before invoking the prover 
to avoid wasting proving time on malformed inputs.  

Arithmetization introduces field and range constraints that affect witness shape and 
potential leakage. These constraints are formalized next, together with the explicit 
leakage boundary adopted in this work. 

3.2.3 R1CS Implementation 

As part of this work, the membership-with-predicate circuit is implemented in Circom 
and compiled into an R1CS instance. The public inputs are the Merkle root ρ, the query 
predicate parameters θ (e.g., range bounds), and the result digest 𝑅. Private inputs are 
the row tuple 𝑥, the Merkle authentication path 𝘱𝘢𝘵𝘩, and the predicate witness 𝑤+. 

The total constraint count decomposes as 
#𝒞 = ℎ ⋅ #ℋPoseidon 	+ 	#𝒞pred 	+ 	#𝒞,/.,                                (8) 

where #ℋPoseidon  is the constraints per Poseidon invocation (state width and round 
schedule dependent). This decomposition lets us scale experiments by varying ℎ and 
the predicate mix while keeping the arithmetization constant. 

Given the relation and constraints, the choice of in-circuit hash directly determines 
gate counts and latency. The following subsection motivates the selection of Poseidon 
relative to alternatives in this setting. 

3.2.4 Hash Primitive Rationale 

The biggest performance limiter for ZK prover is usually the number of non-linear gates 
as dictated by cryptographic primitives in the circuit. Under this high-level look, CPU-
native hashes (e.g., SHA-256, BLAKE2) are fast in software, but the bit-level 
representation means that thousands of constraints per invocation in R1CS 
arithmetization makes SHA-256/BLAKE2 relatively bad candidates for in-circuit 
Merkle trees. Thus Veritas Gateway will use SNARK-friendly permutations to limit the 
number of non-linear gates. 

Poseidon instantiates a sponge over a field-native permutation with few full rounds 
and many partial rounds, applied S-box of the form 𝑥/ and an MDS linear layer. For a 
128-bit security target, the resulting permutation uses substantially fewer S-boxes 
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(hence constraints) than bit-oriented hashes, and in practice fewer than MiMC-7, which 
require more rounds to resists algebraic attacks. 

The above rationale fixes the commitment and hashing choices used throughout. 
End-to-end latency, however, is dominated by witness assembly and prover scheduling. 
The next section therefore addresses the proving pipeline and engineering 
considerations. 

3.3 Proving Pipeline, Concurrency, and Scalability 

The end-to-end path is decomposed into fetch/encode, witness assembly, proving, and 
verification. The implementation employs SLO-aware queueing and backpressure, 
NUMA-conscious parallelism, optional GPU offload, and incremental Merkle 
maintenance to stabilize tail latency under load. 

Query handling can be split into four stages and pipe them line by line: 
(i)Fetch & Encode. Talk to database, canonical encode, optional out-of-circuit 

prehash (e.g., SHA-256/BLAKE2) for compatibility. 
(ii)Witness Assembly. Fetch merkle path, pack direction, build predicate witness. 
(iii)Proving. Synthesize circuit, FFT/NTT, commitments, MSM (Pippenger). 
(iv)Verification & Response. Verify proof and package result. 
Stages are communicated with bounded queues and backpressure. End-to-end TPS 

is approximately 
TPS ≈ min t "

0[2!]
, "
0[2"]

, 4
0[2#]

, "
0[2$]

u                                      (9) 
where 𝑊 is the number of prover workers. 

To optimize prover, each worker is scheduled to run on a separate NUMA node to 
maximize CPU parallelism, and the thread pool is tuned such that its peak resident set 
size (RSS) falls within the allocated memory budget. When enabled, CUDA is used to 
optionally offload computationally expensive kernel routines such as multi-scalar 
multiplication (MSM) and number-theoretic transform (NTT) to the GPU. These 
operations are run using bucketed Pippenger in parallel on the device, with host/device 
streaming used to overlap memory copies and computation. The CRS and verification 
keys (VK) are memory-mapped and pinned such that they remain in the hot cache, and 
Poseidon round constants and MDS matrices are shared between workers in read-only 
memory segments. 

For append-heavy workloads, Veritas Gateway implements an incremental Merkle 
tree by maintaining the frontier (i.e., the rightmost path) of the Merkle tree and caching 
relevant subtrees. Updates can be applied in 𝑂(𝑙𝑜𝑔𝑛) time without rebuilding the entire 
tree; periodic background compaction compiles the incremental Merkle tree into a 
balanced tree structure. When only certain subtrees are updated, verifiers run only 
affected subtrees and reuse previously valid authentication paths to avoid redundant 
work. 

Because multiple concurrent queries are possible, the scheduler uses a queuing 
policy based on a service-level objective (SLO). When a new request arrives, it is 
annotated with a soft priority (e.g., interactive vs. batch) and a dispatcher dequeues and 
dispatches the job with the shortest expected remaining processing time (SERPT) that 
has enough available memory to run. When possible, the backend groups small proofs 
into batches to amortize the cost of FFT and MSM, and verifiers run batch verification 
to reduce per-proof overhead. 
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When the system is under heavy load, it may be unstable to accept new proofs. To 
prevent this, backpressure is used: if the length of the queue or the RSS exceeds certain 
thresholds, the API will reject new requests with HTTP 429 responses and set the 
header retry-after to guide clients on how to behave. 

With the prover path stabilized, protocol correctness must be bound to transport to 
preclude splicing and replay across agent chains. Following section formalizes 
transcript signing and maps the verification surface to MCP discovery and invocation. 

3.4 Protocol Binding and MCP Mapping 

3.4.1 Transport Security & Transcript Signing 

Veritas Gateway introduced the threat model. The generated proofs attest to correctness 
with respect to a snapshot ρ. Transport is additionally protected and all message fields 
are bound to prevent an active network adversary from splicing results across requests 
or replaying stale answers. All transport channels use TLS 1.3 with modern AEAD 
ciphersuites. For deployments requiring mutual authentication, mTLS (client 
certificates) is enabled. 

To maintain message-level integrity, the server signs a transcript 
𝒯 = (query 𝑄, 	snapshot root ρ, 	result  𝑅, 	proof π, 	vk id, 	timestamp, 	nonce) 

using Ed25519 and includes the signature σ = SignskA𝘏(𝒯)D. The client verifies σ and 
then verifies π. Binding (𝑄, ρ, 𝑅, π) prevents cut-and-paste and downgrade attacks; 
(timestamp,nonce) prevents replay. For multi-hop deployments, intermediate services 
forward 𝒯 verbatim and attach audit metadata instead of re-signing. 

TLS keys are rotated with short-lived certs; signatures include a vk id to pin the 
verifying key version. All security decisions and verification outcomes are logged and 
auditable. 

3.4.2 MCP Endpoints and Verification Flow 

MCP is an open standard introduced by Anthropic to standardize how AI applications 
connect to external tools and data sources. It defines a simple, language-agnostic 
contract between clients (e.g., LLM hosts, agent runtimes) and servers (integration 
endpoints that expose capabilities), enabling secure, two-way exchange of context and 
actions. Conceptually, MCP plays the role of a “universal connector” that lets a model 
discover and invoke external functionality without bespoke integrations. 

At the protocol level, servers advertise tools—named, typed functions with 
JSON-Schema input/output—alongside optional resources and prompts. The minimal 
tool interface comprises two RPC methods: tools/list (capability discovery) and 
tools/call (invocation with structured arguments). This paper relies on the tool primitive 
to expose database-verification actions; tool metadata (name, description, input 
schema) is discoverable at runtime, allowing agent frameworks to plan calls and 
validate arguments before execution. 

For completeness, Veritas Gateway implements the full six-endpoint surface 
defined by the standard: tools/list (capability discovery) and tools/call (typed 
invocation) for actioning verification; resources/list and resources/read for exposing 
read-only artifacts such as verification keys and committed snapshot manifests; and 
prompts/list and prompts/get for host-side access to built-in, parameterised prompt 
templates. The gateway strictly conforms to Anthropic’s MCP specification (schemas, 



   1299 
 

Xu Z.: Veritas Gateway: A Framework for Zero-Knowledge Proofs ... 

method names, and error semantics), so it runs out-of-the-box with MCP-compatible 
hosts—e.g., Anthropic Claude—using the standard MCP server installation/registration 
steps, with no host-specific adapters. 

In this experiment, the MCP client (agent host) initializes a session, calls tools/list 
to discover the database verification tools and then issues tools/call with the query 
string, table identifier, and predicate parameters. The MCP server executes the query, 
derives or retrieves the table’s Merkle root, assembles public inputs and a private 
witness, generates a Groth16 proof, and returns sanitized rows + proof + public signals. 
The client verifies the proof locally and only then releases the result to the downstream 
LLM/agent chain. This mapping preserves a clean separation: MCP provides the 
standardized discovery/invocation channel, while correctness and privacy are enforced 
by the cryptographic layer. 

4 Experiments 

4.1 Goals and Research Questions 

Veritas Gateway is evaluated on the following four dimensions: scalability across a 
homogeneous MySQL stack as data size 𝑛 and Merkle height ℎ increase; the impact of 
a hash-primitive ablation (Poseidon, MiMC-7, SHA-256) on in-circuit commitments, 
on microbenchmarks and end-to-end latency; proof-system comparison (Groth16, 
PLONK, STARKs) on an identical Circom/R1CS relation under an identical workload; 
and horizontal portability across SQLite, PostgreSQL, MongoDB, InfluxDB, and 
Qdrant. 

The corresponding research questions are: (i) how do 𝑛  and ℎ  impact 
build/prove/verify/query latencies and throughputs? (ii) what are the in-circuit effects 
of swapping the hash primitive on microbenchmarks and end-to-end latency? (iii) how 
do Groth16, PLONK, and STARKs trade proving time, verified latency, and memory 
at identical ℎ? (iv) under a common workload, which back ends dominate performance, 
and is verification not a bottleneck? 

4.2 Experimental Setup 

All experiments run on a 13th-Gen Intel Core i9-13900H with 32 GB RAM and 
Windows 11 (24H2). The software stack includes Node.js 22.14.0, snarkjs 0.7.5, 
circom 2.2.2, Python 3.11.11, and database servers MySQL 8.0.36, SQLite 3.41.2, 
PostgreSQL 17.2, MongoDB 8.0.4, InfluxDB 2.7.12, and Qdrant 1.15.1. The MCP 
caller is Claude Sonnet 4 (w/o thinking) with Claude Desktop for all trials. Unless stated 
otherwise, Groth16 over BN254 with Poseidon (t = 3, nRoundsF = 8, nRoundsP = 57) 
is used. Merkle heights are {12, 14, 16} with padding to 25 leaves. Other important 
metrics are shown in Table 2 below. 
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Metric Symbol Unit Definition 

Merkle build time 𝑡build ms 
Wall-clock time to construct the Merkle root for 
snapshot 𝑇 (padding, leaf hashing, internal-node 

hashing). 
Average proving 

time (per iteration) 𝑡prove ms/it Groth16 proof generation for one witness (𝑟, 𝜋) 
at fixed height ℎ, including witness generation. 

Query latency 𝑡query ms 
Database fetch + witness assembly + 

serialization, excluding ZK proving and 
verification. 

Verification latency 𝑡verify ms SNARK verification on public inputs 𝑥 and proof 
𝜋. 

DB connect time 𝑡conn ms 
Time to obtain a usable backend connection 
(driver handshake; pooling disabled for this 

measure). 

Network delay 𝑡net ms End-to-end RPC overhead for one MCP tools/call 
(client–server round trip). 

Average memory 𝑀avg MB Time-weighted mean RSS during the full 
pipeline. 

Proof throughput 𝑄prove ops/s Sustained proving rate: 𝑄prove =
"

6prove/"'''
. 

Query throughput 𝑄query ops/s Sustained query handling rate: 𝑄query =
"

6query/"'''
. 

Build throughput 𝑄build rec/s Snapshot construction rate: 𝑄build =
#

6build/"'''
. 

Table 2: Metrics and measurement protocol 

4.3 Scalability on MySQL 

The storage engine is fixed to MySQL, sweeping ℎ ∈ {12,14,16} while scaling the 
snapshot size from 𝑛 ≈ 107 to 𝑛 = 65,536. For each (𝑛, ℎ), 𝑡build, 𝑡prove, 𝑡query, 𝑡verify, 
𝑡conn , 𝑡net , memory A𝑀avgD , and the derived throughputs 𝑄build , 𝑄prove , 𝑄query  are 
recorded. All runs use Groth16/BN254 with Poseidon and are repeated 50 times; means 
are reported. 

Time. Across scales,𝑡build grows monotonically with both 𝑛 and ℎ, reflecting the 
increased leaf and internal-node hashing; for example, at ℎ = 16 it rises from ~32.9 s 
at 𝑛 = 16,384 to ~54.7 s at 𝑛 = 65,536. In contrast, 𝑡prove remains essentially flat for 
a fixed ℎ  because cost is driven by path depth rather than table size (at 	ℎ = 16 : 
~1.15 − 1.24 s/it across all 𝑛). End-to-end data retrieval and witness assembly keep 
𝑡query in the sub-second regime with only mild sensitivity to ℎ (~416 − 439 ms at ℎ =
16). Cryptographic verification is negligible relative to the other stages: 𝑡verify clusters 
around ~9.5 ms (8.31 − 10.40 ms across 𝑛 = 1,024 − 65,536), consistent with the 
fixed pairing count in Groth16. Connection and loopback overheads (𝑡conn, 𝑡net) are 
stable and secondary in this local setup, and do not change the qualitative trends shown 
in Figure 2. 



   1301 
 

Xu Z.: Veritas Gateway: A Framework for Zero-Knowledge Proofs ... 

 

Figure 2: Time Metrics across (h, n) 

Memory. As	𝑛 increases, 𝑀avg rises in step with the working set for hashing and 
staging; however, the per-record footprint improves with scale. Using 𝑀rec =

"'!8⋅:avg
#

, 
a marked decline is observed—for instance, at ℎ = 16  the value drops from 	6.94 
KB/rec at ~16 k rows to 3.03  KB/rec at 	65,536  rows—indicating favorable 
amortization of in-memory structures and minimal overhead beyond the Merkle path 
state. Detailed data is shown in Figure 3. 

 

Figure 3: Memory Metrics across (h, n) 

Throughput. Derived rates are correspondingly stable. Proving sustains 𝑄prove ≈
0.9 − 1.23𝑜𝑝𝑠 · 𝑠)" across scales; querying maintains 𝑄query ≈ 1.75 − 2.40𝑜𝑝𝑠 · 𝑠)", 
reflecting the sub-second 𝑡query. Snapshot construction benefits most from amortization: 
𝑄build improves from ~0.31 × 107 to ~1.20 × 107𝑟𝑒𝑐 · 𝑠)" as 𝑛 grows from 1,024 to 
65,536  (representative ℎ ∈ {12,16} ), matching the linear work profile with 
diminishing fixed costs. Overall, the MySQL results confirm the intended scaling 
behavior: 𝑡build  and 𝑀avg  increase predictably with 𝑛, while 𝑡prove , 𝑡verify , and the 𝑄-
metrics remain stable and deployment-practical.The overall throughput trends are 
shown in Figure 4. 
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Figure 4: Throughput Metrics across (h, n) 

4.4 Hash Function Ablation 

Three hash choices are compared for the Merkle commitment used by Veritas Gateway: 
Poseidon, MiMC-7 and SHA-256. The following are reported: end-to-end latencies 
𝑡build , 𝑡prove , and the application-level query time that includes in-line verification 
A𝑡query + 𝛴𝑡prove + 𝑡verifyD. 50 trials are performed at Merkle height ℎ = 14.  
 

 
(a) Build time 𝑡build (b) Proving time 𝑡prove (c) Verified query A𝑡; +

∑ 𝑡< + 𝑡=D 

Figure 5: Hash Function Ablation Result. Panels (a)–(c) 

In Merkle building, Poseidon achieves lowest time (~16.8±0.5s), MiMC-7 is higher 
(~25.7±0.3s), and SHA-256 is one order of magnitude slower in-circuit (~85.4±0.2s). 
For proving, Poseidon minimizes proving time (~1.11±0.04s/it), MiMC-7 is 
~1.93±0.77s/it, and SHA-256 reaches ~2.53±0.66s/it. For end-to-end verified query, 
Poseidon minimizes latency (~23.75±0.35s), MiMC-7 increase latency by ~27% to 
~40%, and SHA-256 further doubles latency (~60.22±0.78s). As illustrated in Figure 
5, the three hashes differ in build time, proving time, and verified latency. 

In-circuit, Poseidon mitigates non-linear constraints and memory pressure, 
translating into faster proving and lower verified latency. SHA-256 remains a 
reasonable choice as an external prehash for compatibility, but is ineffective inside ZK 
circuits. MiMC-7 is serviceable, but is consistently slower than Poseidon across all 
security parameters and implementation. 
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4.5 Proof System Comparison 

This experiment re-use the same Circom/R1CS circuit and predicate across three 
proving systems—Groth16, PLONK, and STARKs—to isolate system-level trade-offs. 
In light of these methodological considerations, the Merkle tree height is fixed to ℎ =
16 while the dataset size varies over 𝑛 ∈ 16𝑘, 32𝑘, 49𝑘, 65𝑘. The experiment report 
Merkle build time, proving time, end-to-end query latency (including witness 
assembly), verification time, and peak RSS memory. 

Figure 6(a-e) summarizes the findings. For Merkle build time, Groth16 consistently 
builds fastest, PLONK is second, and STARKs is the slowest. This performance gap 
tends to widen with n, seemingly reflecting the different hashing pipelines.  

For Proving time, PLONK yields the lowest proving latency overall, Groth16 is 
moderate, and STARKs is the highest. Concretely, PLONK is ~22–28% faster than 
Groth16 at n=16k/32k, ~3% faster at n=49k, and ~28% faster at n=65k; versus STARKs, 
PLONK is faster by ~17–53% across scales.  

Groth16 gives the lowest verified query latency, with PLONK and STARKs higher 
by ~7–32% and ~10–25%, respectively. The delta is driven by the combination of 
Merkle build and prover cost. Verification is not the bottleneck for any system, 
remaining within ~9–13 ms across all n. This corroborates main claim that verifier cost 
is negligible compared with proving and data preparation.  

 

 
(a) Merkle Tree 

Construction Time 

 
(b) Proving Time  

(c) End-to-End Query 
Latency 

 
(d) Verification Time 

 

 
(e) Memory Usage During 

Proving 

Figure 6: Comparative Performance of ZK Proof Systems. 
Panels (a)–(e) 
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Peak memory is comparable for Groth16 and PLONK; STARKs is higher, ~1.6× 
vs. Groth16/PLONK. 

Among these ZK proof systems, Groth16 offers the best trade-off for use case, 
delivering the lowest end-to-end query latency and minimal memory footprint—both 
critical for real-time verifiability in database pipelines. Although it requires a circuit-
specific trusted setup, this one-time cost is acceptable in exchange for its compact 
proofs and fast proving times. 

4.6 Cross-Backend Evaluation 

With workload held constant and ℎ = 16, this paper compares SQLite (embedded), 
PostgreSQL, MongoDB, InfluxDB, and Qdrant. For external database servers, DB 
connect time and network delay are also recorded; for embedded stores, local I/O 
overheads are emphasized. 

Across back ends (fixed workload, h = 16), the time profile is shaped chiefly by 
build and query stages. For t>?@AB, InfluxDB delivers the fastest builds (∼24–27 s across 
n = 16 − 65k ), followed by Qdrant (∼ 29–30 s) and PostgreSQL (∼ 31–51 s); 
MongoDB sits higher (∼34–62 s), while embedded SQLite is the slowest (∼44–102 s). 
tCDEFG  reflects engine-agnostic path depth but shows clear dispersion: SQLite and 
InfluxDB cluster around 0.40–0.42 s/it, Qdrant around 0.50–0.56 s/it, PostgreSQL 
0.67–0.74 s/it, and MongoDB the highest at 1.28–1.49 s/it. tH?GDI is for data fetch and 
witness assembly, SQLite is the outlier low (2.6–7.3 ms), InfluxDB and Qdrant remain 
in the 9–18 ms range, MongoDB is 11–29 ms, and PostgreSQL is markedly higher 
(356–390 ms). Connection and transport terms explain much of this spread: servered 
deployments add stable overheads—PostgreSQL shows large tconn (≈340–387 ms) and 
tnet (≈171–193 ms), whereas MongoDB’s are small on-box (≈13–20 ms / 6–10 ms); 
embedded SQLite avoids both. tFGD@JI (cryptographic verification only) is essentially 
constant across stores at ≈8–12 ms and never the bottleneck. 

Average memory Mavg increases with n in all systems, but the per-record footprint 
Mrec  improves with scale and converges: SQLite drops from 5.00→2.28 KB/rec, 
PostgreSQL 5.15→2.31, MongoDB 6.59→2.91, InfluxDB 7.48→2.46, and Qdrant 
10.33→3.29 (from n = 16k	to	65k). Thus, despite different engines and data models, 
Mrec  at large n concentrates in a narrow 2.3–3.3 KB/rec band, with Qdrant slightly 
higher but amortizing. 

Derived rates follow the inverse of the corresponding t -metrics. Qbuild  ranks 
InfluxDB >  Qdrant ≈  PostgreSQL >  MongoDB >  SQLite, mirroring build times. 
Qprove is highest for SQLite/InfluxDB (≈ 2.4 − 2.5ops · s)"), mid for Qdrant (≈1.8–
2.0), lower for PostgreSQL (≈1.3–1.5), and lowest for MongoDB (≈0.7–0.8). For 
queries, Qquery is dominated by data-plane/transport effects: SQLite leads by orders of 
magnitude due to 2–7 ms tquery ; InfluxDB/Qdrant/MongoDB form a middle tier 
(roughly 50 − 100 + ops · s)" ); PostgreSQL trails because tconn + tnet  dwarfs local 
fetch. Overall, with tverify near-constant, cross-backend differences are driven by build 
pipelines and data-path overheads, while memory efficiency converges at scale. A 
consolidated comparison across backends is presented in Figure 7. 
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Figure 7: Cross-backend averages (h=16, n∈{16k,32k,49k,65k}) 

4.7 Complex SQL Queries & Head-to-Head Comparison 

TPC-H is a decision-support benchmark with 8 relational tables and 22 business-
oriented, ad-hoc queries that mix multi-table joins, selective predicates, and heavy 
aggregations [TPC, 23]. Joins blow up intermediate cardinalities, group-by and order-
by increase the number of constraints in a query, and nested predicates increase the 
depth of circuits. Hence, TPC-H is a good proxy for complex analytical workloads 
rather than trivial point queries. 

This experiment evaluates complex, multi-table, and nested query patterns by 
running five of the canonical TPC-H queries on snapshots containing 60k rows. These 
queries are Q1 (pricing summary), Q3 (shipping priority), Q5 (local supplier volume), 
Q8 (national market share), and Q9 (product-type profit). Then measure end-to-end 
verified latency (s) per query, i.e., from client invocation to returning rows + proof 
including witness assembly, proving, and local verification. 

The experiment also compares Veritas Gateway (Groth16 + Poseidon, non-TEE) 
against ZKSQL (interactive, SNARK-based) and PoneglyphDB (non-interactive 
PLONK-like with recursion). For each system using its default proving pipeline and 
query semantics that match TPC-H logic. Any one-time setup (e.g., CRS) are not 
included and the whole experiment keep the network path local to avoid bandwidth 
confounds. The detailed end-to-end verified latency for the five TPC-H queries is 
summarized in Table 3. 
 

System / Query Q1 Q3 Q5 Q8 Q9 
ZKSQL 328.75 435.82 650.95 760.03 1,245.98 

PoneglyphDB 280.22 392.23 558.1 626.95 705.14 
Veritas Gateway 290.33 302.54 387.13 494.2 638.35 

Table 3: End-to-End Verified Latency on TPC-H Complex Queries (s) 

Veritas Gateway achieves the lowest average end-to-end verified latency (422.51 
s) among these multi-join and aggregation-heavy queries, w.r.t. ZKSQL (684.31 s) and 
PoneglyphDB (512.53 s), i.e., −38.3% and −17.6% on average, respectively; 
verification takes negligible time (≈8–12 ms in total), so the latency difference mainly 
comes from witness assembly and prover scheduling. These results provide the 
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requested test data for complex query scenarios and serve as a direct comparison with 
existing verifiable database systems, showing that Veritas Gateway can still provide 
predictable latency even when query plans lead to more relation depth and more 
complex circuits. 

This comparison also clarifies the system-level distinction between Veritas 
Gateway and recent international work. ZKSQL focuses on efficient zero-knowledge 
SQL evaluation, and PoneglyphDB focuses on non-interactive analytical SQL 
verification with recursive proof composition [Li, 23] [Gu, 25]. Recent verifiable-
database work such as qedb further explores expressive and modular verification 
without SNARKs [Botta, 25]. In contrast, Veritas Gateway does not aim to replace the 
underlying database engine or introduce a new standalone query processor. Instead, it 
exposes proof-carrying query execution through an MCP-compatible interface and 
supports heterogeneous backends. Therefore, the results in Table 3 should be 
interpreted not only as a latency comparison, but also as evidence that verifiable query 
processing can be integrated into AI-agent tool workflows as a reusable verification 
layer. 

4.8 Discussion 

Across the four experimental axes, results match the intended design properties. On 
MySQL, 𝑡build grows with both 𝑛 and ℎ due to costs associated with leaf hashing and 
internal node computation, while 𝑡prove is approximately a function of ℎ alone and flat 
in 𝑛. End-to-end 𝑡query  remains < 1s across scales, and 𝑡verify  is ∼ 9 − 13ms across 
scales, making cryptographic verification a negligible fraction of total query cost 
compared to data-path and witness assembly costs. As a result, 𝑄prove and 𝑄query are 
stable, and 𝑀rec declines with scale, suggesting good amortization of fixed structures. 

The hash-primitive ablation suggests that Poseidon’s ≈ 3 × micro-advantage over 
MiMC-7 translates to lower 𝑡build, more stable 𝑡prove, and lower verified query latency. 
SHA-256 is competitive for out-of-circuit prehashing but has a markedly higher in-
circuit cost: both 𝑡prove and 𝑡build of the integrated path are longer than other primitives, 
confirming Poseidon as the default in-circuit primitive. 

The proof-system comparison under a fixed relation suggests that Groth16 achieves 
the lowest verified-latency path, PLONK achieves shorter proving time at the expense 
of a moderately higher 𝑡verify, and STARKs achieve transparent setup and competitive 
proving time at the expense of the highest memory footprint. In all cases, 𝑡verify remains 
small and never a bottleneck; this confirms that system-level throughput is dominated 
by proving and snapshot construction. 

Cross-backend measurements suggest that performance differences are driven by 
snapshot build and data-path behavior: SQLite achieves lowest 𝑡query but the slowest 
𝑡build ; InfluxDB achieves fastest 𝑡build  and one of the lowest 𝑡provevalues among all 
backends; PostgreSQL’s 𝑡conn + 𝑡net  dominates query latency; MongoDB achieves 
highest-order of magnitude in 𝑡prove  due to overhead from BSON decoding and 
serialization; Qdrant falls in the middle of most engine metrics across evaluation points. 
Notably, 𝑀rec declines to ∼ 2.3 − 3.3 KB/record across engines at large 𝑛. 

With realistic multi-join and nested predicates, Veritas Gateway maintains the 
“verification-is-cheap” property and achieves the lowest verified end-to-end latency on 
4/5 TPC-H queries (reduce average latency by 38.3% relative to ZKSQL and by 17.6% 
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relative to PoneglyphDB at 60k rows). This implies the MCP-facing design will scale 
beyond simple selections to analytical queries without letting verification be the 
limiting factor. 

The experimental results are consistent with recent international research on 
verifiable databases, zero-knowledge query processing, and secure AI-agent tool 
invocation. Existing verifiable database and query-verification systems show that 
correctness can be enforced at different layers: Litmus protects transaction correctness 
and ACID properties [Yu, 22], ZKSQL verifies SQL query evaluation with zero-
knowledge proofs [Li, 23], PoneglyphDB advances non-interactive analytical SQL 
verification [Gu, 25], De Angelis et al. apply SNARK-based verification to outsourced 
blockchain queries for superlight clients [De Angelis, 25], and qedb explores modular 
verifiable databases without SNARKs [Botta, 25]. Compared with these systems, 
Veritas Gateway targets a narrower but timely deployment problem: making 
heterogeneous database query results locally verifiable when they are consumed 
through MCP-style AI-agent tool calls. 

The MCP-related results and threat model are also aligned with recent MCP safety 
research. MCIP argues that MCP’s decentralized client-server architecture introduces 
underexplored safety risks and proposes a contextual-integrity framework for safer 
MCP interactions [Jing, 25]. MCPTox further shows that tool poisoning through server-
supplied metadata can compromise real-world MCP tool ecosystems [Wang, 25]. These 
studies focus mainly on whether tool interactions are safe and trustworthy from the 
agent-control perspective. Veritas Gateway addresses a complementary data-integrity 
layer: after a database tool is invoked, the client can verify that the returned result is 
bound to an authenticated snapshot, predicate, and proof transcript. Thus, the 
Discussion results do not only report latency and throughput; they also position Veritas 
Gateway as a cryptographic integrity mechanism for recent MCP-driven agent 
workflows. 

On aggregate, Veritas Gateway provides latency and throughput profiles that are 
predictable and amenable to MCP workflows, with verification cost uniformly 
negligible. Future work on engineering faster snapshot constructions via 
parallel/incremental Merkle updates, prover acceleration across proof systems, and 
lowering of network overheads in high-latency backends. 

5 Conclusion 

This work demonstrates Veritas Gateway as a viable implementation of a zero-
knowledge layer interposed between modern agent workflows and cryptographically 
verifiable data access. Agents consuming query answers are provided with succinct 
proofs that locally verify the correctness of retrieved data, while the protocol 
orchestration (MCP) is decoupled from correctness and privacy (Merkle commitments 
and SNARKs). Downstream reasoning is thus left with mathematically attested 
evidence, rather than having to implicitly trust either a database server or transport 
layer. 

In practice, this study finds that four key insights hold. First, on a homogeneous 
MySQL stack, performance as designed scales: Merkle build time increases with 
snapshot size and tree height, while proving cost varies with path depth and is stable 
for per-iteration proving times at fixed height. Query assembly takes sub-second times, 
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and verification is consistently negligible (≈ 8–12 ms) and suitable for interactive agent 
use. Memory behaviour is improved with scale: per-record footprint decreases as fixed 
costs are amortised, and derived throughputs are stable, suggesting practical 
deployment behaviour for moderate data volumes. 

Second, the hash-primitive ablation finds Poseidon to be the best-in-circuit 
primitive. Compared to MiMC-7, Poseidon achieves lower mean latency and tighter 
variance, while offering significantly shorter verified query paths; SHA-256 remains 
competitive for out-of-circuit pre-hashing and offers significantly higher in-circuit 
costs, suggesting it is infeasible for Merkle construction inside the proof circuit. 

Third, the proof-system comparison finds Groth16 to achieve lowest verified-
latency path, PLONK to achieve shorter proving time at the cost of moderately higher 
verification latency, and STARKs to offer transparent setup and, in practice, 
competitive proving performance with highest memory footprint. In all cases, 
verification time is small and never a bottleneck, confirming that system-level 
throughput is instead dominated by proving and snapshot construction. 

Fourth, cross-backend evaluation finds system bottlenecks to be dominated by 
data-plane and engine-specific costs rather than by zero-knowledge verification. 
InfluxDB achieves fastest snapshots. SQLite remains cheap fetch-wise. PostgreSQL 
connection and transport terms dominate PostgreSQL query latency. MongoDB incurs 
higher proving costs under the evaluated workload. Qdrant lies in between across 
metrics. Verification time remains near-constant across stores, confirming that the 
cryptographic layer is not the bottleneck. 

Beyond the four axes, the TPC-H study confirms that the conclusions drawn from 
simpler workloads transfer to complex multi-table and nested queries. Under a MySQL 
backend with Groth16 proofs and a 60k-row snapshot, Veritas Gateway achieves the 
lowest average end-to-end verified latency while keeping 𝑡=KL$MN within ∼9–13 ms. The 
horizontal comparison against ZKSQL and PoneglyphDB on the same hardware shows 
consistent advantages as join depth and aggregation pressure increase, indicating that 
system-level throughput remains dominated by witness construction and prover 
orchestration rather than cryptographic verification. 

Veritas Gateway provides an avenue to reliable agent–database interactions even 
without reliable hardware or data disclosure. Shortcomings include: root-build costs of 
semantics that are based on snapshots; completeness of negative queries depends on the 
backend; Groth16 requires a CRS; and today’s circuits support membership checks 
with predicate masks only. Future work includes a parallel and incremental Merkle 
construction, batched and aggregated proofs for multiple rows and joins, prover 
acceleration (GPU/IPC pipelines), and different proof systems to avoid any trusted 
setup. With these extensions, Veritas Gateway will enable large-scale, low-latency, 
cryptographically verifiable data flows to support AI agents in diverse operational 
environments. 
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