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Research Article

Abstract

This paper examines whether large language models (LLMs) can qualify as scientific 
co-authors, situating the debate within broader epistemological and philosophical tra-
ditions. Distinguishing between “instrumentalist” and “purist” perspectives, the authors 
analyse empirical evidence on artificial intelligence (AI) use alongside critiques con-
cerning opacity, accountability, and epistemic authority. Drawing on Plato’s concept of 
the pharmakon and Derrida’s theory of textual mediation, the paper argues that while AI 
increasingly participates in knowledge production, authorship entails normative respon-
sibility and answerability that AI systems cannot bear. The authors conclude with practi-
cal principles for governing AI use in scientific writing, emphasising collective epistemic 
stewardship over technological determinism.
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1. AI in research as an Epistemological Challenge

Geographers seem to have been fairly quick, amongst the academic disciplines, 
to both embrace and to challenge the use of artificial intelligence—especially the 
use of generative models like ChatGPT, Copilot, etc.—in scientific work. For ex-
ample, the UK-based Royal Geographical Society hosted a September 2025 we-
binar exploring the “disruptions and opportunities” related to AI use in geograph-
ical research. Particularly noteworthy about this event is that it encompassed 
much more than the (mere) extension of existing technical capabilities related 
to coding or GIS, including also “trust and transparency” and “ethical frame-
works” as topics of discussion. Discussed, but unsurprisingly not resolved, were 
questions related to bias in Large Language Models (hereafter abbreviated as 
LLMs) outputs, equity of access and environmental sustainability.

LLMs are now widely used to assist with drafting, editing, summarising lit-
erature, and improving clarity and structure of manuscripts, with some studies 
showing that researchers who adopt AI tools can significantly increase the qual-
ity and quantity of their publication output, particularly benefiting non-native En-
glish speakers. There are even instances where human authors have proposed 
listing LLMs as full co-authors (Stokel-Walker 2023). Surveys suggest that a 
majority of academics find AI acceptable for tasks like editing and translating 
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but are much more divided about using it to generate original text (Kwon 2025; 
Nature Editorial 2023). Some researchers even contend that further AI integra-
tion presents an existential threat to academic principles and integrity. While AI 
can improve efficiency and help manage complex information, concerns per-
sist about accuracy, hallucination of content, and risks to credibility. This has 
prompted calls for ethical safeguards, clear disclosure practices, and critical hu-
man oversight in scientific research and communication (Nature Editorial 2023).

Organisations concerned with protecting integrity of scientific writing such 
as the Committee on Publication Ethics (COPE) and International Committee of 
Medical Journal Editors (ICMJE) have kept their guidance on AI in science use 
under constant review as AI capabilities have rapidly expanded (COPE Council 
2024; ICMJE 2026). Confusingly, however, journal publishers currently offer a 
range of sometimes contradictory guidelines about how AI can be used in jour-
nal articles. Elsevier (publisher of Geoforum, Applied Geography, The Journal 
of Historical Geography and others) allows for AI use for “efficiency, readabili-
ty, and language improvement” but prohibits it from generating scientific ideas, 
analysis, or interpretations. Sage (publisher of Environment and Planning D: So-
ciety and Space and others) is differently permissive, classifying uses as “assis-
tive”, “generative” and “prohibited”. By contrast, Taylor & Francis (publisher of the 
Annals of the Association of American Geographers, Economic Geography and 
others) allows the use of AI for all aspects of scientific practice but requires a 
clear AI use statement and a collective authorial affirmation to “take responsibil-
ity and be accountable for the contents of the article”. Springer Nature (publish-
er of GeoJournal and others) is even more relaxed, dispensing with the explicit 
requirement for an AI use statement where only copy editing was involved. May-
be such variation is only to be expected at the beginning of an innovation wave, 
but geographical scientists, and particularly early career researchers, can surely 
be forgiven if they’re finding this to be complicated and confusing territory.

Beyond debates about the “rules of engagement”, there are (or should be) 
concerns about how AI mainstreaming in scientific practice may fundamentally 
change the scientific enterprise itself. A central concern is the opacity of many 
AI systems, particularly those based on LLMs, whose internal operations are 
often inaccessible even to their own creators. Critics argue that this ‘black-box’ 
nature undermines scientific understanding as the predictions they generate 
are decoupled from explanation and users may be unable to explain or perhaps 
even understand results (Alvarado 2023; Burrell 2015). Closely related is the 
worry that AI prioritises correlation over causation, producing models that are 
highly predictive yet explanatorily shallow, thereby weakening the causal aims 
traditionally associated with scientific inquiry (Pearl and Mackenzie 2019). 
Epistemologists also worry about the theory-ladenness of data used to train 
AI systems: datasets (for example, datasets from police facial recognition sys-
tems) can embed prior assumptions, measurement practices, and social bias-
es, which may systematically disadvantage some communities (Leonelli 2025). 
As AI systems gain epistemic authority, researchers may defer to their outputs 
without adequate understanding or independent validation, raising questions 
about epistemic responsibility and trust (Humphreys 2004) and about the pos-
sibility of negative impacts on the human scientific capabilities (Tang 2025). 
Finally, critics note that AI-driven research may constrain conceptual innovation 
by operating within fixed representational frameworks, potentially reinforcing 
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existing paradigms rather than enabling conceptual breakthroughs and revolu-
tions (Humphreys 2004). Taken together, these critiques suggest that while AI 
can enhance scientific output it also challenges core epistemic norms.

In this paper, we explore what seem to be the two main camps in the “AI in 
science” debates: ‘instrumentalists’ and ‘purists’. Instrumentalists focus on ef-
ficiency, scalability, and workflow optimisation and are relatively unconcerned 
with issues of deeper philosophy of science. Purists, on the other hand, empha-
sise epistemic integrity, responsibility, and the nature of scientific knowledge it-
self. While both positions acknowledge the transformative potential of artificial 
intelligence, they differ fundamentally in how they understand AI’s role in knowl-
edge production, evaluation, and communication. For geographic researchers 
and for the editors of the journals they publish in, this debate is not merely an 
intellectual abstraction. It directly informs research practice and editorial poli-
cy, peer review standards, and ultimately the credibility of published research. 
Examining this divide through recent empirical and conceptual studies reveals 
why the distinction between instrumentalists and purists matters for everyday 
scientific practice. Inspired by Calderon and Herrera’s (2025) excellent recent 
article on “AI and Plato”, our argument leans heavily into philosophical under-
standings of ‘science’, ‘knowledge’ and ‘authorship’ and concludes with prac-
tical suggestions for geographical science writers and editors. We also note 
some areas for future consideration.

2. How do LLMs work?

Where does the current (early 2026) crop of AI tools fit into these deeply phil-
osophical debates about epistemology and science? To answer this question, 
we first need to consider more carefully what exactly LLMs are doing when 
asked questions or given textual prompts. 

LLMs do not “think” in the sense that humans do; instead, they predict like-
ly successful responses to prompts very, very quickly, whilst drawing on stu-
pendously large, but not “complete” volumes of data of all types (text, images, 
etc.).  In order to do this, they must perform three functions: interpretation of 
the input question, application of the existing model iteration, and translation of 
model predictions into desired outputs (Burrell 2015; Leonelli 2025). Any LLM, 
when given a user question in natural language, first resolves the question into 
“tokens”, which are representations of the essential elements of the question. 
These tokens are then mapped into numerical representations and processed 
through the existing trained model. The model generates a probability distribu-
tion over possible next tokens, selects or samples from that distribution, ap-
pends the selected token to the context, and repeats this process to construct 
a response. Finally, predicted “next tokens” are translated back into natural lan-
guage outputs as specified by the user.

Many contemporary LLMs are trained on broadly overlapping categories of 
data, differing mainly in how they access, update, and contextualise information. 
They do not possess understanding, beliefs, or intelligence in the human sense; 
instead, they operate as probabilistic systems trained to generate narrativised 
predictions that a human user might find satisfactory. For example, ChatGPT 
models are trained on a stupendously enormous collection of written materi-
al obtained from publicly available sources, data licensed through third-party 
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partnerships, and human-generated content produced by trainers and research-
ers (OpenAI 2025). Grok (xAI) incorporates internet search and direct access to 
content from X (formerly Twitter), including posts, users, threads, uploaded doc-
uments, images, and videos (xAI 2026). Claude AI also uses ChatGPT-like collec-
tions but also (and controversially) can be configured to retrieve enterprise-level 
content when connected to organisational data sources such as Slack, Micro-
soft 365, Google Drive, and SharePoint (Claude 2026a, 2026b). LLMs then use 
filtration systems to control outputs to users. For example, OpenAI uses a filtra-
tion system where all data is processed to expunge some personal data from 
the training dataset and a moderation endpoint to (ideally) prevent any content 
that might be harmful or sensitive (OpenAI 2024, 2025).

Errors and so-called hallucinations arise because the LLM is optimised to 
produce likely and fluent responses, not verified knowledge. A study related to 
healthcare questions (Arora et al. 2025) found that GPT-4o achieved the stron-
gest overall performance amongst competing LLMs, combining consistently 
high correctness with comparatively better hallucination control across diverse 
task categories. GPT-4 Turbo followed closely, with slightly greater variability 
but broadly similar strengths. Claude 3.5 Sonnet demonstrated strong correct-
ness and contextual alignment, particularly in explanatory and conversational 
tasks, though with marginally less consistency in epistemic restraint. LLaMA-4 
performed well overall but exhibited more pronounced drops in correctness 
and hallucination-related metrics in complex or ambiguous scenarios. GPT-3.5 
ranked lowest across most categories, with noticeably weaker correctness and 
the highest susceptibility to hallucination. Of course, the story of LLMs in re-
cent months has been about newer models being progressively less likely to err 
or hallucinate. OpenAI decreased the hallucination rate in ChatGPT-5-main by 
26% compared with GPT-4o (OpenAI 2025) and Claude also reduced hallucina-
tion from 16.3% in Claude 3 to 4.4% in Claude 3.7/4 Generation (Pangan 2025).

These statistics show that AI companies are investing in newer model gener-
ations to reduce error rates and improve reliability, seeking greater correctness 
through improved training regimes, retrieval mechanisms, and evaluation bench-
marks. But clearly, LLMs are not truly engaging in conscious thought or con-
ceptual understanding, but rather executing a learned procedure that explores 
multiple textual pathways before selecting an output that best satisfies training 
objectives such as coherence, usefulness, and built-in policy constraints such 
as the well-known “affirmation bias” in many LLMs, tendencies to “hallucinate” 
and arbitrary cut-offs in data access (Mayo-Yáñez et al. 2024; OpenAI 2025).

We contend that what LLMs do is not the same as “thinking” and that this 
fact is critically important for scientific integrity. To develop this point, we must 
take a brief excursion into the history of scientific practice.

3. “Instrumentalist” versus “Purist” perspectives on AI in scientific 
inquiry

The word “science” comes from the Latin scientia, meaning “knowledge,” de-
rived from “scire” (“to know” or “to distinguish”), emphasising understanding 
through discernment rather than mere accumulation of information. The “sci-
entist” is the entity—until recently always a human entity—that exercises this 
facility of “discernment”. Context always matters, and so we can see that sci-
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entists and science have often been enmeshed in sociocultural contexts (e.g. 
the current wave of populist-inspired anti-expertise). Scientists have also had 
to adjust scientific practice to the capabilities inherent in new scientific tech-
nologies. To take just one example from the many possible, the invention of the 
‘laboratory’ in the 17th century innovation was always political as well as scien-
tific, designating spaces from which knowledge claims could be developed and 
disseminated by those ‘licenced’ to do so.

The laboratory was therefore a disciplined space where experimental, discur-
sive, and social practices were collectively controlled by competent members. 
(Shapin and Schaffer 1985, p. 39)

The key point here is that the activity we call ‘science’ has always had to 
contend with both changing sociopolitical context and an ever-growing range 
of technological capabilities. As with the laboratory in the 17th century and 
programmable calculators in the 1990s, so it is with AI now: new technological 
capabilities have triggered debate over who gets to do what, where and with 
what tools “in the name of science”.

From an instrumentalist standpoint, AI is primarily valued for its capacity to 
enhance efficiency, consistency, and productivity. Giray et al. (2024) explicitly 
adopt this orientation, characterising ChatGPT as a tool whose “strengths” in-
clude rapid literature synthesis, language support, and assistance with drafting 
and organising academic texts. To these benefits we can add generation of 
code as much of modern science is increasingly code dependent. At the same 
time, they caution that weaknesses such as hallucinated citations and lack of 
fact-checking necessitate human oversight. The underlying assumption, how-
ever, is that these limitations are merely technical problems to be managed 
rather than challenges to the nature of science itself. Within this view, scientific 
knowledge remains fundamentally human-generated, with AI functioning only 
as an accelerator of existing workflows.

Much empirical evidence from applied research aligns with this instrumen-
talist framing. Reis et al. (2024) identify a number of ways in which LLMs can 
be used in health research mostly related to report generation, specialised 
insights and pattern recognition. In their view well-known LLM defects such 
as the tendency to ‘hallucinate’ can be overcome with better prompts to the 
LLM. Tuncer and Tuncer’s (2025) methodological evaluation of ChatGPT-4o in 
nursing research demonstrates both promise and limitation. Their study shows 
that AI-based assessments of risk of bias in clinical reviews can save time, 
but that agreement with expert human judgments (measured statistically) is 
still unacceptably low, indicating that such models cannot be used in an ‘unsu-
pervised’ way. The authors conclude that “ChatGPT-4o requires substantial en-
hancements before it can be used as a reliable tool for bias risk assessments,” 
and should therefore be used only “under continuous human oversight” (Tuncer 
and Tuncer 2025). This is really important because in clinical settings, unac-
knowledged bias could result in asymmetric or less effective health outcomes. 
While insisting on the importance of human experts within medical knowledge 
creation, there is a tendency to see LLM deficiencies as remediable.

In contrast, the purist perspective interrogates whether AI tools merely “as-
sist” research or whether they actually “alter” its epistemic foundations. Cal-
deron and Herrera (2025) argue that the key issue with LLM use in science 
is not efficiency but the potential erosion of scientific thought—“discernment” 
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itself. Drawing on Plato’s Phaedrus, they warn that AI may function as a ‘phar-
makon’—both remedy and poison—by generating persuasive texts that create 
“the illusion of wisdom” without genuine understanding: “Statistics could sup-
plant truth, as, in the past, writing attempted to supplant logos” (Calderon and 
Herrera 2025). Plato’s definition of “pharmakon” is intentionally ambiguous: it is 
something whose effects are ambivalent. In the specific case he is concerned 
with in the Phaedrus dialogue it is writing that is a “pharmakon” because it is 
both a cure for forgetting and a poison that leads to more forgetting. Plato’s 
intention here is to say that the ultimate knower must therefore be the philoso-
pher himself who knows through a kind of a protean act of intellectual projec-
tion. As with “writing” in Plato’s critique, LLMs risk producing the appearance of 
knowledge without genuine understanding, dialogue, or responsibility, thereby 
threatening memory, critical reasoning, and truth-seeking if used uncritically. 
This risk may be especially acute where the AI contribution to a scientific claim 
emerges from a ‘black box’ (Burrell 2015), devoid of a clear and transparently 
documented stepwise generative logic but nonetheless unwittingly accorded 
an epistemic authority (Humphreys 2004). Tang (2025) adds that there are ad-
ditional epistemic risks, including dependency and “cognitive dulling”.

The ‘pharmakon’ is more than a glib metaphor here—it helps us to better under-
stand both the irresistible allure and the deadly danger inherent in mainstreaming 
AI in scientific practice. In the next section, we will explore this a little further.

4. AI as a “Pharmakon”?

In the Phaedrus, Plato associates the idea of the ‘pharmakon’ with what he 
understood to be the dangerous power of writing (a technology for capturing, 
or attempting to capture, knowledge in text) to function either as a “remedy” 
that supports living understanding or as a “poison” that replaces it—depending 
on whether it is governed by dialectic, responsibility, and a philosophically pre-
pared mind. Plato claims that true intelligence is vested ultimately in the human 
mind’s capacity to know truth through dialectical reasoning, to judge responsi-
bly, and to respond meaningfully to questioning—rather than to (merely) store, 
reproduce, or persuade with information alone. Plato’s worry here is that writing 
potentially weakens memory and produces only the appearance of wisdom, 
not dissimilar to Tang’s (2025) concern about the “illusion of understanding” 
potentially created by LLMs. On this view, although LLMs can produce fluent 
academic writing, they lack the ability to distinguish between verisimilitude, 
truth and beauty and therefore cannot participate in the dialogical practices 
that ground knowledge. When users rely on AI-generated explanations, sum-
maries, or hypotheses, they may mistake epistemic convenience for epistemic 
achievement. Knowledge seems present because answers are available, but 
the user may not understand the underlying reasons, evidence, or limits. Thus, 
the challenge of AI is precisely that it can both enhance and undermine human 
intellectual capacity at the same time—leading us straight back into the “cave” 
from which Plato extracted us!

The central element of Plato’s critique of writing—and by extension a powerful 
critique of AI in science—is quite simply that AI cannot exercise epistemic authority:

Written words are like paintings: they seem to talk to you as if they were intelligent, 
but if you ask them anything they remain solemnly silent. (Phaedrus, line 275)
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It is the worry about the “appearance” of wisdom that is crucial here: the 
worry that uncritically adopted AI decouples accuracy and understanding from 
responsibility. Knowledge appears to reside in an external artifact—the output 
of an AI model—while the epistemic labour required to justify and defend it atro-
phies. This is also the chief concern of Alvarado (2023), Burrell (2015), Hum-
phries (2004), Tang (2025) and others currently writing about AI and science.

This purist critique has practical implications for scientific authorship, evalu-
ation, and communication. While instrumentalists increasingly support the ac-
ceptance of “hybrid” human–AI outputs, purists are more likely to categorically 
reject AI authorship, emphasising that authorship entails responsibility, moral 
identity, and the capacity to defend claims within a scientific community. Like 
Plato in the Phaedrus, purists cannot accept uses of AI that are not wholly under 
the direct control and cognition of the human scientist. The nursing study by 
Tuncer and Tuncer (2025) discussed above provides concrete support for this 
concern: ChatGPT-4o performed particularly poorly in domains requiring con-
textual and interpretive judgment, such as missing outcome data and selective 
reporting. Mayo-Yáñez et al (2024) had similar findings about variation in error 
patterns in their study of LLM performance in medical examinations. These an-
alytical failures—the sorts of things we attempt to train out of our students—un-
derscore the purist argument that certain forms of judgment cannot be reduced 
to mere pattern recognition and statistical prediction.

Other critics have raised related concerns with the acceptance of AI as a 
co-author of scientific papers. Zielinski (2025) writes that since AI in its various 
forms is not a legal person, it absolutely cannot have the same legal or ethical 
responsibilities as a human author:

Chatbots have no legal personas: you cannot sue, arraign, fine, imprison, or 
otherwise punish a chatbot. In every sense of the word, they are unaccountable. 
They own nothing and are not subject to shame or pain. But those who use them 
do and are. (Zielinski 2025, p. 3)

To this very obvious concern, Zielinski adds that AI is always the product, 
and the property, of other groups of humans who may therefore have indirect 
rights, prerogatives and responsibilities as a result of the uses of their AI soft-
ware.  They make different AI capabilities available to different user categories 
through transactional terms, including the ability to pay and, in the case of Grok, 
their owner’s ideological biases, which are potentially contentious.

5. What kind of Pharmakon is AI?

This epistemological critique of writing, and by extension of AI, does have de-
tractors, including the French philosopher Jacques Derrida, who argued in Dis-
seminations that Plato’s “metaphysics of presence” as expressed in dialogues 
like Phaedrus is logically inconsistent (Derrida 1981). He famously argued that 
“there is nothing outside of the text” on the grounds that all knowledge expres-
sions are already mediated (linguistically, socially, politically, etc.). For Derrida 
and other poststructuralists, there can be no “prime knower” or pure intellect. 
To prioritise the speaker/writer over the thing spoken/written ignores the real-
ity that all of knowing is ultimately based on shared signs (spoken or written), 
which the speaker must assume that her listeners understand her, or the act 
of communication fails. For Derrida, this is unavoidable in any type of commu-
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nication and cannot be remedied by merely giving epistemic privilege to the 
human participants in the “conversation”.

If writing already undermines a Platonic epistemology built on pure presence 
and control, then AI does not introduce a fundamentally new dimension—repre-
sentation was already there when the first clay tablet was inscribed in ancient 
Babylonia. Human scientists have always relied on externalised, iterable rep-
resentations—diagrams, equations, models, simulations and now “tokenised 
prompts”—that operate independently of their creators. AI merely intensifies 
this externalisation.

Derrida’s solution is not to abandon the idea of epistemic authority but to as-
sign it to a “collective iterative practice”. As such, it is outside the control of any 
individual scientist. Scientists are not Protean knowers but rather members of 
a community of practice. Scientific claims are not isolated truths but relational 
constructions. Therefore, integrity requires awareness of context, assumptions, 
and alternatives. It requires exchange. This is only possible through collective 
practices of critique, response, correction, and reinterpretation—what Derrida 
describes as practices of reading, counter-reading, and institutional vigilance.  
From a Derridean perspective, excluding AI on the grounds that it lacks interior-
ity risks reinstating the very metaphysics of presence he claims is impossible, 
since scientific authority has never rested on pure consciousness but on pub-
licly contestable inscriptions embedded within institutional networks of respon-
sibility. This realisation that all knowledge is fundamentally relational has been 
articulated by other scholars, including Donna Haraway (1988), Bruno Latour 
(1993) and Michel Foucault (1973). This line of reasoning brings us back to how 
institutions and collective practices such as scientific journals can adapt to the 
increasing normalisation of AI in scientific practice.  

6. Conclusion and advice for writers and editors in geographical 
science

Ultimately, the disagreement between purist and instrumentalist views is not 
best understood as a binary choice, something that Derrida would also caution 
against, but rather as a question of boundaries, practices and responsibilities. 
Instrumentalist evidence shows that AI can meaningfully support certain re-
search tasks, while purist critique highlights domains such as interpretation, 
theory-building, and ethical judgment where human agency remains indispens-
able. What this debate reveals is not whether AI should or should not be used in 
science, but instead how its use reshapes the conditions under which scientific 
knowledge is produced, communicated and defended.

From a Derridean perspective, it would be a mistake to frame AI as just a 
neutral tool or a corrupting force (the crudest sort of binary). Doing either hy-
postatises AI in the same way that Plato hypostatised writing. We should insist 
instead that philosophy, science and geography have always operated through 
extra-somatic technological mediation (e.g. paper maps or GIS systems). The 
ethical and epistemic question, therefore, is not whether mediation exists, but 
rather who is answerable for the claims that circulate through these mediations. 
Derrida would presumably insist that those answerable must be collectives of 
practice (“il n’y a pas dehors le texte”). Seen this way, epistemic authority in 
contemporary science must be understood as a distributed and practice-based 
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achievement. Responsibility is enacted not only at the moment of authorship, 
but across workflows, collaborations, review processes and institutional norms. 
For Derrida, readers are also part of the process of creating scientific meaning. 
Thus, AI becomes just another part of the material and cognitive infrastructure 
of scientific practice, reshaping how judgement is exercised, deferred or dis-
placed but without a privileged place.

The risk, therefore, is not simply that AI produces error or hallucination, but 
that it encourages forms of epistemic complacency or Tang’s (2025) “illusions 
of understanding” in which plausibility substitutes for understanding, speed for 
deliberation and stylistic polish for defensible reasoning. This perspective also 
helps explain why debates about AI cannot be resolved solely through disclo-
sure requirements or technical safeguards. What is at stake is how scientific 
communities cultivate epistemic competence, reflexivity and accountability un-
der conditions of increasing automation and pressure—after all this is happen-
ing in a context of other challenges to the Academy. AI literacy, in this sense, 
is not merely technical but epistemic. It involves knowing when and why AI 
assistance is appropriate, recognising its limits and remaining capable of artic-
ulating and defending scientific claims independently of the tools that helped 
produce them. And this can only happen in the epistemic context of Derrida’s 
“distributed epistemic authorities”. We arrive then at the need to set norms for 
responsible use: deciding not only how AI can be used efficiently, but where 
it must not substitute for the collective human practices that give science its 
meaning, credibility, and truth-seeking orientation. A series of potential editorial 
principles follow:

Editorial policies should prohibit AI authorship and require that all scientific judg-
ments remain attributable to identifiable human authors. Even if we have aban-
doned the idea of the protean scientist (as Derrida and others wish us to), some-
body must take legal and ethical responsibility for what is said in scientific papers. 
We call these somebodies “authors”, and they cannot be non-human entities. 

Editors should require authors to specify not only how AI was used, but why 
its use was epistemically appropriate in that context. Efficiency gains alone are 
insufficient justification, particularly where AI may introduce hidden biases or 
obscure inferential steps. It is important that authors acknowledge this latter 
risk and indicate appropriate mitigations. 

Editorial guidelines should clearly distinguish between tasks where AI assis-
tance is relatively uncontroversial (e.g., language editing, formatting, summarisa-
tion of clearly cited material, creation of illustrations) and tasks where AI use pos-
es greater epistemic risk (e.g., interpretation of results, theory construction, bias 
assessment, and normative evaluation). This could take the form of Sage Pub-
lishing’s distinction between “assistive”, “generative” and “prohibited” AI uses.

Although plagiarism assessment tools (e.g. Turnitin, Originality.ai, etc.) are 
used by some publishers, editors should not permit AI systems to replace hu-
man reviewers or editorial judgment in decisions that affect acceptance, rejec-
tion, or methodological credibility.

Editorial standards should prioritise clarity “that can be defended” over mere 
stylistic polish generated by AI, echoing Plato’s concern that writing alone may 
give the appearance of knowledge without understanding.

Geographers involved in writing for and the editing of scientific journals 
should view AI governance not merely as an ethical or compliance issue, but as 
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a matter of “epistemic stewardship”. Efficiency gains, while real, cannot over-
ride the norms that give science its credibility and truth-seeking orientation. 
The challenge is not to exclude AI from scientific practice, but to embed it with-
in institutional arrangements that preserve responsibility, reflexivity and collec-
tive judgement as irreducibly human achievements. 
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