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Abstract

Fine-grained  recognition  of  biological  morphology  remains  constrained  by  subtle

structural  variation,  limited  anatomical  information  from  single-view  imaging,  and

inefficient integration of heterogeneous visual  evidence. This study developed a multi-

view  deep  learning  framework  for  squirrel  skull  classification.  Multi-view  images  are

utilized as  inputs  to  construct  a  deep  learning  framework  that  converts  multi-source

perceptual information into highly discriminative feature representations. The architecture

integrates  multi-view  collaborative  feature  extraction,  cross-view  dynamic  fusion,  and

fine-grained anatomical region enhancement within an end-to-end recognition pipeline.

Specifically, multi-view collaborative encoding preserves view-specific cranial variation,

dynamic  fusion  adaptively  weights  complementary  features  across  perspectives,  and

regional enhancement strengthens diagnostic responses from key anatomical structures,

thereby improving sensitivity to fine-grained morphological differences. Comprehensive

evaluation on a newly constructed multi-view squirrel skull dataset demonstrated that the

proposed method significantly outperformed multiple mainstream deep learning models,

including  ResNet,  ViT,  and  Swin  Transformer.  The  proposed  model  achieved  an

Accuracy of 92.37%, Precision of 92.05%, Recall of 91.62%, an F1-score of 91.83%, and

a Macro-F1 of 91.24%. Ablation analyses confirmed the contribution of each module, with

the full framework increasing accuracy by more than 8 percentage points relative to the

single-view baseline. Analysis of input-view number showed a progressive improvement

in classification  performance  as  the  number  of  views  increased  from  one  to  five,

confirming  that  multi-view  anatomical  information  substantially  strengthened structural

representation.  These  results  indicate  that  coordinated  multi-view  feature  learning

provides a robust and generalizable framework for fine-grained biological classification

and morphology-oriented intelligent sensing.
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Introduction

Squirrel  skull  classification is central  to zoological  taxonomy, comparative morphology,

digital curation of museum specimens, and ecological monitoring (Swati et al. 2023). As a

stable  anatomical  record  of interspecific variation, the skull  preserves phylogenetically

informative  traits  across  multiple  structures,  including  rostrum  configuration  structure,

orbital  contour, zygomatic  arch  architecture,  dental  organization,  and  cranial  vault

proportions  (Schwartz  et  al. 2023).  Unlike  conventional  natural  image  classification,

squirrel  skull  recognition  depends  on  the  precise  extraction  of  fine  anatomical

differences, where  discriminative  cues often  arise  from subtle, spatially localized, and

morphologically conserved differences rather than conspicuous global variation (Yalin et

al. 2025). Cao et al. (2026) developed a dual-stream architecture that integrates global

cranial morphology with local diagnostic signals from teeth and auditory bullae, a design

that may better align with  the workflows of experts in  rodent taxonomy. Consequently,

squirrel  skull  classification  exhibits  strong  domain  specificity,  high  complexity,  and

pronounced fine-grained characteristics. Traditional  identification has relied on manual

examination, morphometric measurement, and specialist expertise. Although effective for

small-scale sample sets, these approaches are time-consuming, labor-intensive, subject

to  observer  bias,  and  difficult  to  scale  for  large  museum  collections  or  automated

analytical  pipelines  (Miard  et  al.  2025).  As  natural  history  collections  undergo  rapid

digitization  and  transition  toward  intelligent specimen  management,  computer  vision-

based skull classification provides an important route toward scalable, reproducible, and

efficient morphological analysis (Blair 2024).

Conventional squirrel skull classification has largely depended on manual morphological

assessment and  handcrafted  feature  extraction  (Xiaokai  Yang et al. 2025). Landmark-

based approaches typically quantify diagnostic traits, including skull  length  and width,

dentition, interorbital  distance, and zygomatic arch  angle, before  species identification

using  taxonomic  keys.  Feature-engineering  approaches  instead  extract  predefined

contour, texture, edge, and geometric descriptors and use conventional machine learning

classifiers, such as support vector machines or random forests, for species discrimination

(Pillay et al. 2024). Although these strategies can achieve reasonable performance with

small-scale datasets acquired under controlled imaging conditions, several  constraints

limit  broader  application.  First,  manual  morphometrics  require  substantial  taxonomic

expertise, resulting  in  low  efficiency  and  limited  inter-observer  consistency.  Second,

handcrafted  descriptors  also  provide  limited  representational  depth  and  cannot  fully

encode the hierarchical, multi-scale organization of cranial  structures. Third, traditional

approaches  are  sensitive  to  background  heterogeneity,  viewpoint  shifts,  specimen
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degradation, scale differences, and partial occlusions, leading to insufficient robustness

in  real-world  acquisition  conditions  (Košinová  et  al.  2022).  These  limitations  are

particularly  consequential  for  squirrel skull  classification, in  which  subtle  interspecific

differences  coexist  with  considerable  intraspecific  variation.  As  a  result,  approaches

based on manual expertise or shallow feature representation cannot meet the demands

of high-precision automated recognition (Tam and Kay 2024).

Advances  in  deep  learning  have  reshaped  biological  morphology  analysis,  enabling

data-driven visual recognition beyond predefined morphometric descriptors (Pillay et al.

2024). Convolutional neural networks learn hierarchical feature representations directly

from images through end-to-end training and have shown strong performance in object

classification, fine-grained recognition, and medical image analysis. Vision Transformers

and related architectures further extend this capacity by modeling global dependencies

and long-range feature interactions, offering new perspectives for recognizing structurally

complex objects (Aamir  et al. 2025). In  biological  image  analysis, deep  learning  has

been  increasingly  applied  to  species  identification,  skeletal  recognition,  insect

classification, and plant phenotyping, often exceeding the performance of conventional

feature-engineering  pipelines  (Alinsaif 2024). Nevertheless, most existing  frameworks

rely  on  single-view  images or  highly  standardized  acquisition  protocols, limiting  their

applicability to squirrel skull classification, where three-dimensional morphology cannot

be  adequately  represented  from  one  perspective  (Khandia  et  al.  2026).  Each  view

captures  distinct  diagnostic  anatomy: for  instance, lateral  images  emphasize  rostrum

geometry and zygomatic arch  structure, dorsal  images reveal  cranial  proportions, and

ventral  images resolve  dental  and  palatal  features. Single-view  models therefore  risk

discarding  complementary  taxonomic  evidence  and  producing  incomplete

representations (Açar and Cicekcibasi 2025). This limitation becomes more pronounced

under real-world acquisition conditions, where partial occlusions, specimen orientations,

and viewpoint inconsistencies can further degrade model stability. Consequently, robust

squirrel  skull  classification  requires  an  architecture  that can  integrate  complementary

multi-view  information  while  enhancing  sensitivity  to  fine-grained  local  anatomical

variation. Recent studies support the value of deep learning for morphologically complex

skeletal  and  fossil  materials. Cao  et  al.  (2026) proposed  HISNET-FF,  a  hierarchical

species  recognition  framework  that  integrates  global  cranial  morphology  with  local

features  such  as  teeth  and  auditory  bullae,  achieving  genus-level  and  species-level

classification  accuracies  of  99.6%±0.4% and  96.5%±1.3%,  respectively,  across  18

genera and 51 species. Sun et al. (2022) developed a deep learning-based approach for

ethnicity classification  that transformed three-dimensional  cranial  models into  auxiliary

two-dimensional images encoding depth, curvature, and elevation information, enabling

VGGNet16-based classification with  accuracy. Weeks et al. (2022) developed

Skelevision,  a  deep  neural  network  framework  for  automated

segmentation, identification,  and  functional  trait  measurement  of  skeletal  specimens,

enabling  high-throughput extraction  of 11 bones and 11 traits from 12,450 specimens,

with an average repeated-measurement standard deviation of 0.86mm and an average

root-mean-square  error  (RMSE) of 0.89mm. Liu  et al. (2022) further  demonstrated  the

utility of deep convolutional neural networks for fossil image classification using a large-
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scale fossil image dataset, achieving an average test accuracy of 0.90, including 0.95 for

microfossils and 0.90 for vertebrate fossils.

On this basis, this study developed a multi-view deep learning framework for fine-grained

squirrel skull classification. The main contributions are as follows:

1. A multi-view classification paradigm was established for squirrel  skull  analysis,

reframing  morphology-based  identification  as  a  joint learning  problem  that

integrates multi-view visual perception with deep representation learning, thereby

addressing the dependence of skull  classification on local anatomical cues and

the intrinsically three-dimensional organization of cranial morphology.

2. A  multi-view  collaborative  feature  extraction  mechanism  was  designed  to

overcome  the  information  loss  inherent  to  single-view  recognition,  enabling

independent encoding and comprehensive representation  of structural  features

from  different  viewpoints,  thereby  enhancing  the  modeling  of  global

morphological differences.

3. A cross-view dynamic fusion strategy was developed to combine complementary

visual  evidence  while  reducing  redundancy  and  noise  across  views, allowing

adaptive  integration  of the  most discriminative  view-specific  features based  on

sample characteristics.

4. A  fine-grained  anatomical  region  enhancement  module  was  introduced  to

improve sensitivity to subtle interspecific differences, emphasizing diagnostically

informative  regions such  as the  rostrum, dentition, orbital  margins, and  cranial

contours,  thereby  strengthening  discrimination  among  morphologically  similar

categories.

5. Comprehensive  experiments  demonstrated  that  the  proposed  framework

improved  classification  accuracy, robustness, and  generalization, supproting its

potential  application in digital  specimen management and automated biological

classification.

The proposed framework combines multi-view acquisition, collaborative representation

learning, adaptive  feature  fusion, and  local  anatomical  enhancement within  a  unified

recognition pipeline. From the data perspective, paired inputs are obtained for each skull

specimen  from  multiple  anatomical  views,  including  frontal,  lateral,  and  dorsal

perspectives,  thereby  enhancing  representational  completeness.  From  a  modeling

perspective,  shared  or  partially  shared  visual  encoders  extract  view-specific  features

while preserving structural  information unique to each viewpoint. Cross-view relational

modeling then enables interaction among features and dynamic fusion of complementary

anatomical evidence, avoiding the limitations of simple feature concatenation. Finally, the

fine-grained  local  enhancement  module  strengthens  responses  in  key  anatomical

regions  while  reducing  interference  from background  or  irrelevant image  content. By

integrating multi-view collaborative representation, cross-view dynamic fusion, and fine-

grained  local  structure  enhancement,  this  comprehensive  deep  learning  framework

improves  the  modeling  of  complex  three-dimensional  morphological  differences  and

strengthens squirrel skull classification under non-ideal acquisition conditions.
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Related work

Computer  vision-based  biological  morphology  and  specimen
classification (Sciurida, Callosciurus) 

Computer  vision-based  biological  morphology  and  specimen  classification  aim  to

transform external  or internal  anatomical  structures into visual  representations that can

be quantified, compared, and learned for category discrimination (Guan et al. 2023). For

animal specimens, skeletal elements, teeth, and skulls, classification criteria are typically

derived from stable and biologically informative morphological  traits, including contour

proportions,  local  protrusions,  structural  margins,  surface  texture,  and  spatial

organization (Quesada et al. 2025). In this context, visual recognition extends traditional

morphological  practice  by  translating  observation,  comparison,  and  abstraction  into

representation  learning  and  pattern  recognition  (Liu  et  al.  2025).  Early  studies

predominantly  relied  on  expert-guided  feature  extraction,  in  which  anatomically

meaningful  measurements  or  descriptors  were  selected  manually  and  subsequently

incorporated  into  statistical  learning  models  for  classification  (Xie  et al. 2023). These

approaches  remain  valuable  as  the  selected  features  often  correspond  directly  to

interpretable  biological  structures,  and  can  provide  reliable  classification  under

controlled acquisition conditions with small-scale datasets (Pillay 2024).

Despite these advantages, handcrafted representations have limited capacity to encode

complex biological morphology (Xiaokai Yang et al. 2025). This constraint is especially

evident in skull classification, in which pronounced three-dimensional architecture, subtle

regional  variation,  and  strong  viewpoint  dependence  make  contour  descriptors,

geometric measurements, and texture statistics insufficient for capturing stable inter-class

differences (Li  et al. 2025). Species-level  discrimination often depends on coordinated

variation  across  multiple  anatomical  regions  and  on  the  spatial  relationships  among

those  regions, rather than  on  any single  isolated  parameter. Consequently, traditional

handcrafted  feature-based  methods  are  vulnerable  to  information  loss,  incomplete

anatomical  representation,  and  weak  generalization  in  fine-grained  morphological

classification tasks (Guo et al. 2026).

The expansion of deep learning has shifted biological image classification from manually

engineered  feature  extraction  to  automatic  feature  learning  paradigms  (Wölfer  and

Hautier  2024). Deep  neural  networks  extract hierarchical  semantic  features  from raw

images  through  successive  nonlinear  transformations,  allowing  visual  patterns  to  be

learned directly from data rather than being predefined by expert selection (Cao et al.

2026). Convolutional neural networks use local receptive fields, parameter sharing, and

hierarchical  convolutional  structures  to  capture  progressively  higher-order  features,

ranging from edges and textures to  regional  anatomy and whole-object shape. These

properties have  enabled  strong performance  in  species recognition, medical  imaging,

skeletal  classification,  and  specimen  digitization  (Zhang  et  al.  2025).  For  biological
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morphology, such  models  reduce  reliance  on  expert-designed  variables  and  allow

discriminative  representations  to  be  learned  under  complex  backgrounds,  pose

variations, and subtle structural differences (Navale and Gupta 2025).

Vision  Transformer-based  architectures further extend  biological  image  recognition  by

using  self-attention  to  model  dependencies  across  distant  image  regions,  thereby

capturing long-range anatomical relationships and global spatial configurations (Liang et

al.  2024).  This  capacity  is  particularly  relevant  for  fine-grained  classification  tasks

involving  multiple  interacting  anatomical  components.  In  squirrel  skull  classification,

interspecific differences are not only reflected in individual local regions but also in the

spatial  relationships among structures, such as the rostrum, orbit, zygomatic arch, and

cranial  vault.  Deep  learning  models  that  jointly  encode  local  anatomical  details  and

global structural dependencies therefore provide a promising technical foundation for this

task.  At  present,  however,  most  studies  still  rely  on  single-image  inputs  or  highly

standardized acquisition protocols, and the integration of multi-view features for three-

dimensional  anatomical  objects  such as  skulls  remains  insufficient,  underscoring  the

need for models that can learn complementary structural information across viewpoints (

Moliner 2025).

Multi-view image recognition and feature fusion

Multi-view  image  recognition  is  based  on  the  premise  that  different  observation

viewpoints  contain  complementary  visual  information  (Berahmand  et al.  2025). For  a

given  object, each  view exposes different surfaces, anatomical  structures, and  spatial

relationships;  integrating  these  perspectives  therefore  generates more  complete  and

stable  representations  than  single-view  approaches  (Boyle  2025).  In  visual  learning,

multi-view  recognition  does not merely increase  the  number of images but enhances

reconstruction of intrinsic object structures and improves discriminative capability through

cross-view feature fusion (Luo et al. 2024).

A two-dimensional image captures only one projected appearance of an object from a

specific  viewpoint.  For  objects  such  as  skulls,  teeth,  and  skeletons  with  pronounced

three-dimensional  architecture, such  projections  provide  an  incomplete  description  of

morphology (Correia and Brito 2023). Structures clearly resolved in lateral views may be

obscured  in  dorsal  or ventral  views, whereas certain  diagnostic proportions or spatial

relationships can only be identified from specific orientations (Olopade et al. 2024). In

contrast,  multi-view  learning  treats  images  acquired  from  multiple  perspectives  as

complementary representations of the same object, enabling joint feature extraction and

fusion to construct a more comprehensive morphological representation (Jeon et al. 2025

).

Existing  multi-view  recognition  methods  address  two  key  challenges:  preserving

discriminative information within each view and fusing cross-view features in a manner

that captures complementarity without amplifying redundancy or noise (Gao et al. 2026).

Multi-branch  convolutional  networks, feature  concatenation  strategies, attention-based

weighting  mechanisms,  and  Transformer-based  cross-view  interaction  models  have
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been  extensively  explored  in  industrial  inspection,  medical  imaging,  and  three-

dimensional  object  recognition,  with  substantial  gains  over  single-view  pipelines.  In

squirrel  skull  classification, multi-view modeling is particularly important because skulls

are three-dimensional anatomical specimens rather than planar texture objects (Yu et al.

2025). A single-view image provides only partial access to diagnostic structure and can

obscure  the  spatial  relationships required  for  stable  fine-grained  discrimination. Multi-

view recognition therefore improves classification accuracy not by simply adding images,

but by integrating complementary anatomical perspectives in a manner that more closely

reflects real morphological examination (Kuang et al. 2024).

The  benefit  of  multi-view  learning  depends  on  how  effectively  the  model  resolves

heterogeneity across views. Complementary information, distributional  mismatch, scale

variation, occlusion, and acquisition noise often coexist within the same specimen set (

Zhang et al. 2024). Certain perspectives may contain highly discriminative features for

particular  taxa, whereas  others  may  contribute  weak, redundant,  or  even  misleading

signals due to orientation differences or inconsistent imaging quality. Although all views

describe the same biological object, their visual distributions can differ markedly, making

direct alignment and fusion difficult. As a result, recent studies have moved beyond static

concatenation  toward  dynamic  view  weighting,  cross-view  relational  modeling,  and

contextual  interaction  mechanisms  that  estimate  view  importance  adaptively  and

integrate  informative  features more  selectively (Poorboy et al. 2023). In  the  context of

squirrel  skull  classification,  different  views  emphasize  distinct  anatomical  structures:

lateral views highlight rostrum elongation and zygomatic arch morphology, dorsal views

capture  cranial  width  and  proportional  structure, and  ventral  views reveal  dental  and

palatal anatomy (Sun et al. 2024). Without anatomically informed fusion, multi-view inputs

can  introduce  redundancy  and  reduce  model  stability.  Effective  cross-view  fusion  is

therefore  essential  for  converting  complementary  anatomical  perspectives  into  a

coherent and discriminative representation.

Fine-grained visual classification and local structure modeling

Fine-grained visual classification aims to achieve reliable category discrimination when

differences between classes are  subtle  and  variation  within  each  class is substantial,

relying on high-resolution feature learning and precise local structure modeling (Fisal et

al. 2025). Unlike general classification tasks, which often depend on broad differences in

overall appearance, fine-grained recognition requires models to resolve subtle yet stable

local features, such as beak shape and wing patterning in birds, leaf venation and margin

morphology in plants, and antenna structure and body proportions in insects (Zia et al.

2026). A central  difficulty is that subtle  discriminative  differences are  often  masked by

broad  morphological  similarity,  limiting  the  ability  of  global  representation  models  to

capture essential local features.

To address this challenge, fine-grained classification research has increasingly adopted

explicit local modeling strategies, including part detection, region-based attention, multi-

scale  feature  fusion, and  local  feature  enhancement (Williams Lekuona  2025). These
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strategies  direct  computational  emphasis  toward  highly  discriminative  regions  and

increase the influence of local diagnostic structures during prediction. Essentially, such

approaches provide a structure-aware feature allocation mechanism, enabling models to

mimic  expert  behavior  in  prioritizing  key  anatomical  regions  during  analysis.  This

principle is especially relevant to squirrel skull classification (Zhang et al. 2023). Species-

level differences are often expressed not through gross cranial shape, but through subtle

variation in orbital curvature, rostrum length-to-width ratio, dental organization, zygomatic

arch  configuration, and  cranial  vault morphology (Anonymous 2026). Models that rely

only  on  global  features  may  therefore  be  confounded  by  background  noise,  scale

variation,  and  overall  morphological  similarity,  resulting  in  misclassification  among

closely related categories (Sinitsa et al. 2021). In contrast, combining multi-view feature

fusion  with  enhanced responses in  key anatomical  regions can  improve  classification

accuracy and strengthen fine-grained discrimination (Steiner and Huettmann 2023).

Together,  computer  vision-based  biological  morphology  analysis,  multi-view  image

recognition,  feature  fusion,  and  local  structure  modeling  provide  the  conceptual  and

methodological  basis  for  multi-view  fine-grained  squirrel  skull  classification. These

research  directions  support  automatic  visual  representation  learning,  complementary

modeling of three-dimensional structures, and targeted extraction of discriminative local

features. The present study integrates these principles within a unified framework. Multi-

view  acquisition  addresses  the  incomplete  representation  of  three-dimensional  skull

morphology  from  a  single  projection,  deep  learning  enables  data-driven  feature

extraction,  and  fine-grained  local  enhancement  improves  both  cross-view  structural

integration and sensitivity to key anatomical  differences. This strategy extends existing

single-view biological specimen recognition toward fine-grained automated classification

of complex anatomical structures such as skulls.

Materials and methods

Data collection

The multi-view squirrel skull image dataset used in this study was derived from specimen

collections  at  the  Kunming  Institute  of  Zoology,  Chinese  Academy  of  Sciences.  All

specimens were systematically preserved, cataloged with unique identification numbers,

and assigned species-level taxonomic records. To ensure image and morphological data

quality,  specimens  were  manually  inspected  before  inclusion,  and  only  skulls  with

complete  anatomical  structures  and  good  preservation  status  were  retained,  thereby

minimizing  potential  interference  from structural  damage. The  final  dataset comprised

538 independent skull specimens from five species in the family Sciuridae: Callosciurus

erythraeus, Dremomys pernyi, Callosciurus caniceps, Tamiops swinhoei, and Dremomys

rufigenis (Table 1). 

A standardized imaging protocol was implemented to ensure acquisition consistency and

reproducibility.  Images  were  captured  using  a  Canon  EOS-series  digital  single-lens
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reflex camera  equipped  with  a  standard  fixed-focus lens. Two  soft light sources were

used to provide uniform illumination, and all  specimens were photographed against a

black, texture-free background. A standard scale and color card were included in each

image for subsequent size calibration and color correction. All images were acquired at a

resolution of pixels. 

To capture the three-dimensional morphology of each skull, six-view image acquisition

was performed for every specimen. The imaging scheme included anterior, left lateral,

right  lateral,  dorsal,  ventral,  and  auxiliary  oblique  views  (Fig.  1).  The  anterior  view

captured  incisors and  facial  structural  features; lateral  views described  the  zygomatic

arch and dental contour; dorsal and ventral views represented key anatomical structures

of  the  cranial  roof  and  skull  base,  respectively;  and  the  oblique  view  provided  an

additional perspective for resolving complex spatial structures. 

Data  annotation  followed  a  strict  specimen-level  correspondence  strategy.  Species

labels were obtained from museum collection records and verified by domain experts to

ensure annotation accuracy and reliability. Each skull specimen was assigned a unique

identifier  and  linked  one-to-one  with  the  corresponding  six-view  image  set.  A

standardized  naming  convention  was  used  to  maintain  consistency  and  traceability

during data management. To prevent data leakage, dataset partitioning was performed at

the specimen level, ensuring that all views from the same skull were assigned exclusively

to one subset. Stratified sampling was used during partitioning to maintain comparable

species distributions across subsets and reduce the influence of class imbalance.

Data preprocessing and augmentation strategy

In  deep  learning-based  image  recognition, data  preprocessing  and  augmentation  are

designed  to  normalize  input  distributions, expand  training  data  through  controlled

perturbations,  and  introduce  semantic-preserving  transformations.  These  procedures

enable  the  model  to  learn  intrinsic  discriminative  features  more  robustly,  without

overfitting  to  background  noise,  acquisition  randomness,  or  non-diagnostic  local

variations. In multi-view fine-grained squirrel skull classification, data processing serves

not merely as an auxiliary step, but as a critical interface between raw specimen images

and subsequent multi-view feature learning. Because species discrimination depends on

subtle anatomical differences in the rostrum, orbit, zygomatic arch, dentition, and cranial

vault,  inconsistencies  in  scale,  background  complexity,  illumination,  or  specimen

orientation  can  encourage  the  model  to  learn  spurious  correlations  unrelated  to

taxonomic identity. Such artifacts can reduce training stability and impair generalization.

Accordingly, the preprocessing and augmentation pipeline was designed based on four

principles: input normalization, foreground emphasis, controlled  distribution  expansion,

and cross-view semantic consistency.

From a theoretical perspective, preprocessing maps raw images acquired from different

sources, viewpoints, and imaging conditions into a unified input space suitable for model

training. Let the raw input image be denoted as , where 
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 represent  the  image  height  and  width,  respectively,  and   denotes  the  number  of

channels. Data preprocessing can then be formulated as a transformation function 

that maps   to a standardized image  :

During preprocessing, image cropping is performed to  retain  the skull  foreground and

remove  irrelevant  background  information,  thereby  reducing  interference  from

background textures, acquisition platforms, supporting devices, and shadowed regions.

Let the target bounding box be defined as . The cropped image can

be expressed as

To  prevent  excessive  cropping  and  avoid  truncation  of  diagnostically  important

anatomical  structures, an  additional  margin   is  typically  introduced  around  the  target

region, yielding  an  expanded  bounding  box  . This

operation  increases the  relative  proportion  of skull  foreground within  each image and

reduces model dependence on background artifacts.

After foreground extraction, scale normalization is applied to resize all cropped images to

a fixed resolution, ensuring consistent input dimensions and reducing variation caused

by  acquisition  distance  or  specimen  size.  Let   denote  the  cropped  image  and

 denote the target resolution, with the resizing operation defined as

where  denotes the interpolation-based resampling function.In addition to satisfying

network  input  requirements,  scale  normalization  improves  spatial  consistency  across

specimens and views, facilitating subsequent cross-view feature alignment and fusion.

Background  suppression  is  further  introduced  to  reduce  the  contribution  of  non-

informative image regions. Let the foreground mask be denoted as , then

the background-suppressed image can be formulated as

where  denotes element-wise multiplication and  represents the background filling

value, which may be a constant value, mean background intensity, or blurred background

representation. This operation reduces background saliency and mitigates overfitting to

acquisition-specific background distributions.

To  reduce  variability  arising  from  illumination  and  imaging  conditions,  brightness

adjustment,  contrast  enhancement,  and  color  normalization  are  applied.  Let  

denote the pixel value at position , then brightness transformation is defined as

where  denotes the brightness offset. Contrast adjustment is given by

where   is  the  contrast  scaling  factor  and   is  the  mean  intensity.  Channel-wise

normalization is then performed as
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where  and  denote the mean and standard deviation of channel , respectively.

These  transformations  reduce  model  sensitivity  to  illumination, color  distribution, and

acquisition-device variation, allowing the model to focus more consistently on stable skull

morphology.

After preprocessing, data augmentation is applied during training to expand the empirical

data  distribution, simulate  acquisition-related  perturbations, and  reduce  overfitting. Let

the augmentation transformation be denoted as , where  represents stochastic

transformation parameters. The augmented sample is defined as

Rotation augmentation is used to simulate variation in specimen orientation. For a point

 rotated  around  the  image  center   by  angle  ,  the  transformed

coordinate  is given by

Random flipping is introduced to enhance robustness to mirror variation. For horizontal

flipping, the coordinate transformation is defined as

Random scaling and translation are used to simulate differences in acquisition distance

and  specimen  positioning.  Let   denote  the  scaling  factor  and  denote  the

translation vector. The affine transformation is then expressed as

Local occlusion augmentation is introduced to simulate missing, damaged, or obscured

anatomical  regions. Let the  occlusion  mask  be  denoted  as   then  the

occluded image is defined as

where  represents the occlusion filling value. This operation encourages the model to

extract discriminative features from the remaining visible structures rather than relying on

a single local region.

For multi-view samples, augmentation is constrained to preserve semantic consistency

across  views.  Let   denote  the   views  of  a  specimen,  then  the

augmented views are defined as

subject to

where  measures transformation discrepancy and  is a predefined threshold. This

ensures semantic consistency across views.

To  mitigate  class imbalance, class-balanced  sampling  is adopted. Let  denote  the

number of samples in  class  and  the  total  number of classes, then the sampling

weight is defined as
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Hard-sample augmentation is further introduced to improve discriminative learning. Let

the loss for sample  be defined as

where  

denotes the predicted probability assigned to the true class. Samples with larger  are

considered harder examples and are subjected to stronger augmentation, encouraging

the model to better distinguish subtle inter-class differences.

Proposed method

Overall

After  preprocessing,  the  multi-view  skull  images  are  introduced  into  an  end-to-end

framework  designed  for  fine-grained  classification.  For  each  specimen,  images  from

multiple anatomical perspectives are first processed in parallel by visual encoders with

shared  or  partially  shared  parameters,  allowing  each  view  to  generate  high-level

semantic features while  retaining viewpoint-specific structural  information. These view-

specific features are then forwarded to a cross-view relationship modeling module, which

estimates the relative contribution of each perspective through dynamic weighting and

integrates complementary features into a unified representation. This design enables the

model  to automatically select more discriminative view information at the sample level

while  suppressing  redundant  or  noisy  visual  signals.  The  fused  representation  is

subsequently  refined  through  a  fine-grained  anatomical  region  enhancement module.

Spatial attention and multi-scale feature modeling are employed to strengthen responses

from  key  structural  regions,  including  the  rostrum, dentition,  orbital  boundaries,  and

cranial  vault  contours.  This  process  improves  sensitivity  to  subtle  morphological

differences  and  suppresses  interference  from background  regions  or  non-informative

image content. Finally, the enhanced local features are integrated with the fused global

representation  and  passed  to  the  classification  head  to  generate  the  final  species

prediction, completing  the  full  inference  pipeline  from multi-view  input to  fine-grained

classification  output.  The  framework  therefore  follows  a  progressive  hierarchical

architecture  in  which multi-view collaborative  encoding captures structured anatomical

information, dynamic cross-view fusion integrates complementary perspectives, and local

enhancement sharpens discriminative  signals  from taxonomically  informative  regions.

Together, these  components  provide  a  robust and  expressive  multi-view  fine-grained

classification framework.

Multi-view collaborative feature extraction module

The multi-view collaborative feature extraction module aims to encode each anatomical

view independently while  enabling  structured information  exchange across views. For

multi-view  inputs  of  the  same  skull  specimen,  denoted  as  ,  initial

encoding is first performed using a unified image feature extractor, such as a ResNet or

Vision  Transformer  backbone,  yielding  low-  to  mid-level  feature  representations
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,  where   denotes  a  shared-parameter  encoder.  To  balance  view

consistency and diversity, a lightweight view-specific adaptation layer  is appended

after  the  backbone,  producing  view-specific  features  .  This  design

introduces a  small  number of additional  parameters, such  as  convolutions or

multilayer  perceptron  layers,  ensuring  alignment  in  feature  space  while  preserving

structural differences.

As shown in Fig. 2, spatial self-attention is first applied to each view-specific feature map

to  model  dependencies  among  anatomical  regions  within  the  same  perspective,

computed  as  ,  where  .

Subsequently, cross-view attention is introduced to enable collaborative modeling, where

the feature from one view is used as the query , and features from other views serve as

keys and values . The enhanced representation is obtained as , where

 is  normalized  from  similarity  scores.This  process  establishes  explicit  structural

correspondence  across views in  feature  space, allowing  missing  or  weak anatomical

information in one view to be complemented by others.

Each  attention  block  is  followed  by  a  residual  connection  and  normalization,  i.e., 

. The  normalized  representation  is then  passed  through  a  feed-

forward network(FFN) composed of two fully connected layers and a nonlinear activation

function, such as ReLU or GELU, expressed as  . The

encoding  module  is  stacked  across   layers,  such  as  the  six-layer  structure,  to

progressively  refine  semantic  abstraction  and  cross-view  consistency.  The  feature

dimension  is typically set to 256 or 512, with 4 or 8 attention heads and an FFN hidden

dimension  of  4d,  providing  a  balance  between  representation  capacity  and

computational efficiency.

Mathematically, this  module  learns  a  mapping   from multi-view  skull

images to a unified semantic feature space. Shared encoding constrains different views

to  a  common  representation  space,  while  cross-view  attention  models  conditional

dependencies  among  anatomical  perspectives such  that . This

formulation  reduces  uncertainty  caused  by  incomplete  single-view  information  and

lowers the upper bound of classification error.

This design is well suited to squirrel skull classification because diagnostic information is

distributed  across  multiple  complementary  views.  Cross-view  attention  explicitly

integrates  these  complementary  signals,  improving  the  completeness  of  structural

representation.  View-specific  adaptation  layers  prevent  excessive  feature

homogenization caused by full parameter sharing and preserve anatomically meaningful

differences  among  perspectives.  Multi-layer  attention  stacking  further  enables

progressive  modeling  of  local  structures  and  global  spatial  relationships,  which  is

essential  for fine-grained classification in which subtle anatomical variation determines

species  identity.  Consequently,  this  module  provides  high-quality  structured  and

discriminative multi-view features for subsequent fusion and anatomical enhancement.
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Cross-view dynamic fusion module

The  cross-view  dynamic  fusion  module  aims  to  integrate  multi-view  features  through

adaptive, sample-specific information exchange. Rather than treating all views as equally

informative,  this  module  estimates  the  contribution  of  each  anatomical  perspective

according  to  input  content  and  feature  level,  allowing  the  model  to  emphasize

discriminative views while reducing the influence of redundant or noisy signals. Fusion is

performed across multi-level feature spaces, where multi-scale features  from different

views are interactively integrated, with  denoting the view index and  the feature level.

Each feature satisfies .

As shown in Fig. 3, features from each view are first projected into a shared semantic

space using a linear embedding function:

where  is implemented using  convolution or linear layers. Query, key, and

value representations are then constructed as

The adaptive fusion weights are computed via similarity-based attention:

leading to the fused feature:

Residual fusion and normalization are applied:

followed by a feed-forward transformation:

From  a  theoretical  perspective,  this  module  approximates  the  optimal  fusion

representation:

where  are unknown optimal weights. The learned attention weights  approximate

, and under sufficient training, satisfy

This  module  enables  hierarchical  integration  of  complementary  anatomical  evidence

across views and improves robustness to  occlusion, acquisition  noise, and viewpoint-

dependent  information  loss.  By  dynamically  estimating  view  importance  at  multiple

feature levels, the model can combine local structural details with global morphological

context, thereby strengthening fine-grained discrimination in squirrel skull classification.
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Fine-grained anatomical region enhancement module

The fine-grained anatomical region enhancement module is designed to refine the fused

multi-view representation by increasing sensitivity to local structures with high taxonomic

relevance. Let the fused feature representation be denoted as . As shown

in Fig. 4, stacked residual blocks are used to generate multi-scale feature representations

, with  progressively reduced spatial  resolution and increased channel

depth. This hierarchical design enables the model to integrate fine anatomical boundary

information  with  broader cranial  configuration  features. The  residual  transformation  at

level  is defined as

where   denotes  convolutional  transformations  and   represents  identity  or

downsampled mapping.

A frequency-domain recalibration mechanism is introduced by decomposing features into

amplitude and phase:

enhancing sensitivity to structural boundaries.

A prototype-based distribution alignment is further applied:

which enforces discriminative feature distributions.

Spatial attention is constructed via directional aggregation:

and the enhanced feature is

This  module  jointly  leverages  frequency  modeling,  distribution  alignment,  and

spatial attention  to  enhance  discriminative  local  structures,  improving  sensitivity  to

subtle anatomical differences and robustness in fine-grained skull classification tasks. 

Results and discussion

Experimental configuration

Hardware and software platform

All  experiments  were  performed  on  a  high-performance  deep  learning  workstation

configured for multi-view image analysis. The hardware platform included a multi-core,

Intel Xeon processor, for large-scale image loading, preprocessing, and multi-threaded

parallel  training. Model  training was accelerated using an NVIDIA GeForce RTX 4090
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graphics  processing  unit  with 24  GB  memory,  which  provided  sufficient  capacity  for

batch-based training and feature fusion with  multi-view image inputs. The system was

equipped with 128GB of random-access memory to support data caching, augmentation,

and  cross-validation  procedures.  A  high-speed  solid-state  drive  was  used  for  image

storage and data access, reducing I/O latency during iterative training. This configuration

provided  stable  computational  support  for  multi-view  feature  extraction,  cross-view

dynamic  fusion, and  fine-grained  anatomical  region  enhancement  in  the  proposed

squirrel skull classification framework.

The experiments were implemented on Ubuntu 22.04 LTS. The deep learning framework

was developed using  PyTorch  v2.2, with  Python  v3.10  as the  programming language.

GPU  acceleration  was  supported  by  CUDA  v12.1,  with  a  compatible  cuDNN

configuration  used  to  enable  parallel  computation.  Torchvision  was  used  for  image

loading,  normalization,  and  standard  augmentation  operations,  whereas  NumPy  and

OpenCV  supported  data  preprocessing  and  image  transformation.  Scikit-learn  was

employed  for  cross-validation  partitioning,  metric  computation,  and  confusion  matrix

analysis.  Matplotlib  and  Seaborn  were  used  to  visualize  training  loss,  accuracy

trajectories,  and  class-level  recognition  performance.  This  software  environment

supported the full experimental workflow, including model training, validation, testing, and

quantitative result analysis, while maintaining reproducibility and extensibility.

Hyperparameters  and  data  partitioning  were  configured  to  ensure  specimen-level

independence, reproducible training, and unbiased performance evaluation. The dataset

was split at the specimen level to prevent data leakage, ensuring that different views from

the same skull were never assigned to both training and testing subsets. The full dataset

was divided into training, validation, and testing subsets at a ratio of 8:1:1. The training

set was used  for  parameter learning, the  validation  set was used  for  hyperparameter

tuning and early stopping, and the testing set was used for final performance evaluation.

To improve the stability and reliability of performance estimates, five-fold cross-validation

was applied within the training and validation data. In each fold, the available data were

divided into five mutually exclusive partitions, with one partition used for validation and

the remaining four partitions used for training. This process was repeated across all five

folds, and the resulting metrics were averaged to reduce sensitivity to a single random

split.

Model optimization was performed using AdamW, with an initial learning rate of 1×10

and a weight decay coefficient of λ=1×10 . The batch size was set to 16, and training

was conducted for a maximum of 100 epochs. A cosine annealing learning rate schedule

was  adopted  to  gradually  reduce  the  learning  rate  during  training,  improving

convergence  stability  in  later  stages.  Early  stopping  was  also  applied  to  terminate

training  when  validation  performance  ceased  to  improve  over  consecutive  epochs,

thereby  reducing  the  risk  of  overfitting.  Input  images  were  uniformly  resized  to

224×224 pixels, and data augmentation strategies such as random rotation, horizontal

flipping, random scaling, and translation perturbations were applied during training. The

random seed was fixed at 42 to ensure reproducibility. For the multi-view fusion module,

the feature embedding dimension was set to d=512, and dropout with a probability of 0.5

-4 

-4 
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was  applied  before  the  classification  head  to  reduce  overfitting  while  preserving

representation  capacity.  These  settings  provided  a  consistent  experimental  basis  for

evaluating  training  stability,  convergence  efficiency,  and  classification  performance

across comparative experiments.

Baseline models and evaluation metrics

ResNet (He et al. 2015), ViT (Dosovitskiy et al. 2020), Swin-Transformer (Liu et al. 2021),

GoogLeNet (Szegedy et al. 2014), and MultiFormer (Gong et al. 2024) were selected as

baseline  models to  benchmark  classification  performance.  ResNet  is  a  deep

convolutional neural network based on residual learning, in which residual connections

alleviate network degradation and vanishing gradient issues, enabling stable extraction

of  multi-level  visual  features.  This  architecture  provides  a  mature  and  robust

convolutional baseline with strong representation capability. ViT,  or Vision Transformer,

partitions each image into patch tokens and processes them as a sequence using self-

attention to model global dependencies and capture long-range structural relationships.

Swin  Transformer extends this framework through hierarchical  representation  learning

and  shifted-window  attention,  enabling  cross-window  interaction  while  controlling

computational complexity and achieving a balance between global modeling and local

detail  representation. GoogLeNet is  a  convolutional  network  built  upon  the  Inception

module, which  uses parallel  convolutional  kernels to  capture  multi-scale  features with

relatively low parameter complexity. MultiFormer is a Transformer-based architecture for

multi-feature  or  multi-branch  interaction  modeling  that  strengthens  representation  by

fusing  features  from different levels  or  sources, making  it  well  suited  to  fine-grained

recognition tasks involving complex structural relationships.

In this study, model performance was evaluated using Accuracy, Precision, Recall, F1-

score, and  macro-averaged  metrics to  provide a  comprehensive  assessment of multi-

class  fine-grained  classification.  Accuracy  quantifies  overall  prediction  correctness,

Precision measures the reliability of class-specific positive predictions, Recall reflects the

ability  to  identify  true  positive  samples  within  each  class,  and  F1-score  provides  a

balanced  estimate  of  Precision  and  Recall.  Macro-averaged  metrics  assign  equal

importance  to  all  classes,  thereby  reducing  the  influence  of  class  imbalance  and

preventing majority classes from dominating the evaluation.

The mathematical definitions are given as follows:

where  denotes the total  number of classes,  represents the total  number of test

samples,   denotes  the  number  of correctly  predicted  samples  for  class  ,  

denotes the number of samples incorrectly predicted as class , and  denotes the

number of samples belonging to class  but misclassified into other classes. The macro-

averaged metrics were computed by taking the arithmetic mean of each metric across all

classes.
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Baseline model performance comparison

This  experiment  evaluated  the  performance  of  the  proposed  multi-view  fine-grained

classification framework in a complex morphological recognition task. Comparisons with

representative convolutional and Transformer-based architectures were used to assess

whether multi-view collaborative representation and cross-view dynamic fusion improved

species-level  classification.  Representative  baseline  models  included  convolutional

models, such  as ResNet and  GoogLeNet, and  Transformer-based models with  global

modeling  capability,  such  as  ViT,  Swin  Transformer,  and  MultiFormer.  This  design

enabled performance comparison across distinct feature-learning paradigms, from local

convolutional encoding to long-range self-attention and multi-branch feature interaction.

As shown in Table 2 and Fig. 5, conventional convolutional architectures showed lower

overall performance than Transformer-based and multi-view models. GoogLeNet showed

the  weakest performance  across all  metrics, suggesting  that multi-scale  convolutional

filtering, without explicit long-range dependency modeling, was insufficient to resolve the

subtle  anatomical  variation  required  for  fine-grained  skull  classification.  ResNet

alleviated  training  degradation  through  residual  connections  and  improved  feature

stability; however, reliance  on  local  receptive  fields limited  its  ability  to  capture  long-

range anatomical relationships and complementary information across views. In contrast,

ViT  achieved  higher  performance  than  conventional  convolutional  models  by

establishing  global  relationships  through  self-attention, although  its  sensitivity  to  data

scale  and  inter-view  structural  variation  constrained  classification  stability.  Swin

Transformer  further  improved  performance  by combining  hierarchical  feature  learning

with  shifted-window  attention,  enabling  stronger  interaction  between  local  detail  and

broader spatial context while maintaining computational efficiency. MultiFormer achieved

the  strongest  performance  among  baseline  models  through  multi-branch  feature

integration, although cross-view complementarity remained incompletely exploited.

These  performance  differences reflect fundamental  contrasts in  feature  representation

and  information  integration  among  models. Convolutional  neural  networks  aggregate

local  spatial  neighborhoods  and  depend  on  progressive  receptive-field  expansion  to

capture broader structures, which limits explicit modeling of anatomical correspondences

across views. Transformer-based models utilize self-attention to establish dependencies

among arbitrary positions in feature space and therefore provide stronger representation

for  structurally  complex  specimens.  However,  standard  Transformer  architectures

generally operate within a single feature space and do not explicitly model relationships

among different anatomical perspectives. The proposed method addresses this limitation

through multi-view collaborative encoding and cross-view dynamic fusion, mapping view-

specific  features  into  a  unified  semantic  space  and  adaptively  reweighting  them

according  to  sample-level  discriminative  value.  This  design  reduces  uncertainty

introduced  by  incomplete,  weak,  or  noisy  views  and  strengthens  the  integration  of

complementary  cranial  information.  Furthermore,  the  fine-grained  anatomical  region
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enhancement module amplifies discriminative regions through spatial selection, resulting

in improved class separability and significant gains in macro-level evaluation metrics.

Ablation study of different modules

Ablation  analysis  was  conducted  to  evaluate  the  individual  contributions  and

collaborative  effects  of  the  key  components  in  the  proposed  framework.  Multi-view

encoding,  cross-view  fusion,  and  fine-grained  local  enhancement  were  introduced

sequentially  to  determine  how  each  module  contributed  to  performance  improvement

and to clarify the mechanisms underlying the observed gains.

As shown in Table  3 and Fig. 6, the  single-view baseline  produced the lowest values

across  all  evaluation  metrics,  indicating  that  a  single  anatomical  perspective  cannot

adequately  characterize  the  three-dimensional  structure  of  squirrel  skulls. Introducing

multi-view encoding markedly improved performance, demonstrating that complementary

perspectives  provide  additional  structural  information  and  reduce  the  incompleteness

inherent to  single-view  representations. Further  incorporation  of the  cross-view  fusion

module  yielded  additional  gains,  suggesting  that  parallel  extraction  of  view-specific

features  alone  is  insufficient,  and  that  explicit  modeling  of  inter-view  relationships  is

required to integrate complementary anatomical evidence effectively. Addition of the fine-

grained  local  enhancement  module  further  improved  performance, particularly  in  the

Macro-F1-score  metric,  indicating  better  recognition  balance  across  species.  The

complete framework achieves the highest performance across all metrics, confirming that

the three modules act synergistically rather than as isolated improvements.

These  performance  improvements  reflect  distinct  modeling  capabilities  introduced  by

each module in feature space. The single-view model  operates under restricted visual

information and is therefore more vulnerable to occlusion, missing anatomical cues, and

unstable decision boundaries. Multi-view encoding expands the observed morphological

space  by  mapping  different  anatomical  perspectives  into  a  shared  semantic

representation, enabling more complete characterization of skull structure and reducing

classification  uncertainty. Cross-view dynamic fusion  then reorganizes this information

through adaptive weighting, enhancing informative signals while suppressing redundant

or  noisy components. Fine-grained  local  enhancement further amplifies discriminative

regions,  leading  to  more  concentrated  feature  distributions  along  decision-relevant

dimensions  and  improved  class  separation.  Collectively,  these  modules  optimize

information  completeness, feature  utilization, and  discriminative  precision, resulting  in

stronger robustness and generalization for fine-grained squirrel skull classification.

Impact of number of input views

This analysis examined how the number of input views affected multi-view fine-grained

classification, with the goal of determining the contribution of increasing visual coverage

to  three-dimensional  morphological  recognition.  The  number  of  input  views  was
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progressively increased from one to  five, enabling performance to be assessed under

different levels of anatomical information completeness.

As shown in Table 4 and Fig. 7, all  evaluation metrics improved progressively with an

increasing number of input views. The most significant performance gains occurred when

the input increased from one to three views, whereas the improvements from four to five

views remained positive but became smaller. The weakest performance under the single-

view  setting  indicates  that a  single  observation  cannot sufficiently  capture  the  three-

dimensional  morphology  of  squirrel  skulls.  As  additional  views  are  introduced,

complementary structural information is integrated, leading to substantial improvements

in  classification  capability.  When  four  or  five  views  are  included,  performance

approaches  a  plateau,  suggesting  that  the  most  diagnostically  relevant  structural

information has been sufficiently captured.

These  findings  reflect  the  relationship  between  view  number  and  morphological

coverage in feature space. A single-view input provides only a partial  projection of the

skull, resulting in high uncertainty in feature representation and susceptibility to occlusion

and  pose  variations.  As  more  views  are  incorporated,  complementary  structural

information  produces  a  more complete  feature  representation  that  more  closely

approximates the true three-dimensional morphology. This process expands the support

of the input distribution in high-dimensional space and reduces decision variance. Multi-

view input also  enhances robustness against noise  and degraded views, as adaptive

fusion  mechanisms  down-weight  less  informative  inputs.  However, once  sufficient

anatomical  coverage is achieved, additional  views introduce greater redundancy, and

the  marginal  contribution  of  each  new  view  decreases.  Overall, multi-view  input

significantly enhances classification performance by improving information completeness

and stability, whereas an appropriate view number provides a practical balance between

performance and computational cost.

Discussion

The  proposed  method  demonstrated  strong  translational  potential,  particularly  for

museum  specimen  management, wildlife  conservation  monitoring,  paleontological

research,  and  zoological  taxonomy.  Museums  and  research  institutions  maintain

extensive skull collections that require systematic identification, organization, and digital

archiving. Conventional workflows depend heavily on expert-based manual examination,

which  is labor-intensive, difficult to  scale, and  vulnerable  to  observer-dependent bias,

especially  when  species  are  distinguished  by  subtle  morphological  differences.  The

multi-view fine-grained classification framework proposed here integrates standardized

lateral,  dorsal,  ventral,  and  additional  anatomical  perspectives, enabling  coordinated

assessment of whole-skull  morphology and  diagnostically  informative  local  structures.

This design supports more objective, reproducible, and stable automated classification.

In museum curation, such a framework could significantly improve specimen cataloging

efficiency,  strengthen  digital  collection  management,  and  provide  standardized
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morphological  data  for  virtual  exhibitions, interactive  visualization, and  public  science

education.

The  proposed  model  also  has  practical  value  for  field  investigation  and  ecological

monitoring. In  wildlife  reserves, ecological  restoration  areas, and  biodiversity surveys,

species  distribution  may  need  to  be  inferred  from  skeletal  remains,  fragmented

specimens, or skulls collected under non-standard conditions. Damage, abrasion, partial

preservation, and inconsistent imaging can limit the reliability of single-view identification.

In  contrast, multi-view  input, combined  with  local  structural  enhancement, enables the

model to extract discriminative information from complementary perspectives even when

individual  views  are  incomplete  or  partially  degraded.  This  capacity  may  improve

recognition reliability for specimens collected in complex field settings. Furthermore, in

teaching  and  research  training  contexts,  the  framework  can  serve  as  an  auxiliary

analytical  tool  by  converting  subtle  morphological  distinctions,  including  rostrum

proportions,  dental  arrangement,  zygomatic  arch  configuration,  and  cranial  contour

variation,  into  visual  and  quantifiable  evidence.  Overall,  the  proposed  approach

advances automated  fine-grained  classification  from simple  image  recognition  toward

anatomically  informed  morphological  analysis,  providing  an  efficient  and  reliable

technical  foundation  for  specimen  digitization, biodiversity  assessment, and  biological

resource management.

Limitations and future work

Although  the  proposed  framework  achieved  strong  performance  in  multi-view  fine-

grained  classification, several  limitations  remain. First,  the  approach  depends on  the

availability of complete multi-view image sets, and missing, degraded, or poorly aligned

views may reduce classification reliability in practical applications. Second, while multi-

view  encoding  and  cross-view  fusion  improve  discriminative  performance,  they  also

increase  computational  cost and  inference  complexity, which  may limit application  in

resource-constrained  settings. Third, the  current approach  is  primarily  based  on  two-

dimensional  image representations. For skulls, which are inherently three-dimensional

structures, spatial information has not yet been fully and explicitly modeled, which may

limit  the  ability  to  capture  complex  morphological  variations.  Future  work  should

incorporate  three-dimensional  reconstruction  or  point  cloud  representations  to  unify

multi-view  information  within  a  more  comprehensive  spatial  framework.  Lightweight

model architectures and efficient fusion strategies should also be explored to improve the

balance between accuracy and efficiency.

Further  validation  across  larger  datasets,  broader  taxonomic  groups,  and  more

heterogeneous imaging conditions is also needed. Expanding the evaluation to  multi-

species  specimen  collections  and  field-obtained  samples  would  provide  a  stronger

assessment  of  generalization  under  complex  and  real-world  conditions.  Such

developments will  support broader application of multi-view fine-grained recognition in

biological  classification,  ecological  monitoring,  digital  specimen  management,  and

comparative morphology.
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Conclusions

This study developed a multi-view fine-grained classification framework to address two

major  challenges  in  complex  biological  morphology  recognition:  subtle  interspecific

variation and incomplete structural information from single-view imaging. The proposed

method integrates multi-view collaborative feature extraction, cross-view dynamic fusion,

and fine-grained anatomical region enhancement within an end-to-end learning pipeline,

enabling  complementary  anatomical  perspectives  to  be  converted  into  discriminative

feature  representations.  By  modeling  skull  morphology  across  multiple  standardized

views  and  strengthening  responses  from  diagnostically  informative  regions,  the

framework reduces the limitations of single-view observation and improves sensitivity to

subtle differences in structures such as the rostrum, dentition, orbital margins, zygomatic

arch, and cranial  vault. This design translates expert-based morphological  assessment

into  a  reproducible  and  quantifiable  visual  recognition  process,  providing  a

computational basis for intelligent rodent identification and digital taxonomy.

Experimental evaluation confirmed the effectiveness of the proposed approach for multi-

view  squirrel  skull  classification. Notably,  the  model  achieved  an  overall  Accuracy  of

92.37%, Precision of 92.05%, Recall  of 91.62%, F1-score of 91.83%, and Macro-F1 of

91.24%, consistently  outperforming  representative  models  such  as  ResNet,  ViT,  and

Swin Transformer. Ablation experiments further showed that multi-view encoding, cross-

view  fusion,  and  local  anatomical  enhancement  each  contributed  progressive

performance  gains,  indicating  that  information  completeness,  adaptive  feature

integration, and local  discriminative refinement are all  essential  to model performance.

Experiments  varying  the  number  of  input  views  further  demonstrated  that  additional

anatomical  perspectives  improved  classification  accuracy  and  robustness,  with

performance  approaching  saturation  as  structural  coverage  became  more  complete.

Overall, this  study establishes a  scalable  multi-view  learning  strategy for  fine-grained

biological classification and provides a practical framework for intelligent sensing-driven

specimen  digitization, ecological  monitoring,  museum  collection  management,  and

morphology-based taxonomic research.

Data available

Specimen  image  data  were  uploaded  in  ScienceDB  (Yang.  Multi-view  squirrel  skull

(Sciurida, Callosciurus)[DS/OL]. V1. Science  Data  Bank, 1[2026-07-13]. https://doi.org/

10.57760/sciencedb.42449).

Algorithm  code  is available  on  GitHub  (https://github.com/Aurelius-04/

squirrel_skull_mvcls.git).
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Figure 1. 

Representative examples from the multi-view squirrel skull dataset.
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Figure 2. 

Schematic illustration of the multi-view collaborative feature extraction module.
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Figure 3. 

Schematic illustration of the cross-view dynamic fusion module.
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Figure 4. 

Schematic illustration of the fine-grained anatomical region enhancement module.
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Figure 5. 

Comparative  performance of  baseline  models and the  proposed framework on  the  multi-

view squirrel skull classification task. The proposed method achieved the highest values for

Accuracy, Precision, Recall, and F1-score metrics.
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Figure 6. 

Effect of different module combinations on model performance, evaluated by F1-score.
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Figure 7. 

Effect  of  input-view  number  on  model  performance,  showing  consistent  improvements

in Accuracy, Precision, Recall, and F1-score as view number increased.
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Species  Number of Specimens  Number of Images

Callosciurus erythraeus  392  2352

Dremomys pernyi  10 60

Callosciurus caniceps 4 24

Tamiops swinhoei 51 306

Dremomys rufigenis  81 486

Total  538 322

Table 1. 

Overview  of  the  multi-view  squirrel  skull  dataset  (Yang.  Multi-view  squirrel  skull  (Sciurida,

Callosciurus)[DS/OL]. V1. Science Data Bank, 1[2026-07-13]. https://doi.org/10.57760/sciencedb.

42449).
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Model  Accuracy (%)  Precision (%)  Recall (%)  F1-score (%) Macro-F1 (%)

ResNet [51] 84.32  83.95 83.41 83.68 82.97

GoogLeNet [54]  82.76 82.10 81.88 81.99 81.35

ViT [52]  86.15 85.74 85.33 85.53 84.96

Swin-Transformer [53] 87.68  87.21 86.94 87.07 86.52

MultiFormer [55]  88.94 88.56 88.02 88.29 87.71

Proposed Method  92.37 92.05 91.62 91.83 91.24

Table 2. 

Performance comparison with baseline models on the multi-view squirrel skull classification dataset.

36



Method Variant Accuracy (%)  Precision (%) Recall (%) F1-score (%) Macro-F1 (%)

Single-view baseline 83.91 83.42 82.97 83.19 82.45

+ Multi-view encoding 87.26 86.88 86.35 86.61 85.94

+ Cross-view fusion 90.14 89.76 89.21 89.48 88.87

+ Local enhancement 91.52 91.10 90.73 90.91 90.26

Full model  92.37 92.05 91.62 91.83 91.24

Table 3. 

Ablation analysis of key modules in the proposed framework.
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Number of Views Accuracy (%) Precision (%) Recall (%) F1-score (%) Macro-F1 (%)

1 View 83.91 83.42 82.97 83.19 82.45

2 Views 86.78 86.31 85.94 86.12 85.46

3 Views 89.65 89.18 88.73 88.95 88.32

4 Views 91.48 91.02 90.55 90.78 90.11

5 Views 92.37 92.05 91.62 91.83 91.24 

Table 4. 

Effect of input-view number on classification performance.
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