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Abstract
Fabricated references, citations to nonexistent sources, appeared at a rate of 56.9 per 

10 000 biomedical papers indexed in early 2026, a more than 12-fold increase since 

2023. Manuscript volume is rising faster than editorial capacity, and conventional 

peer review does not routinely verify references. This viewpoint argues that auto-

mated reference verification, integrated into submission workflows, is a practical and 

proportionate response. The technical readiness of current tools, the evidence gaps 

and economic barriers to adoption, and the structured editorial response triggered 

by fabricated references are examined. The core principle is ‘artificial intelligence 

should handle the verifiable; humans should judge the evaluable’.
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Introduction

Scientific literature depends on the integrity 

of its references. Each citation asserts that 

a verifiable source exists and supports the 

claim being made. When the cited paper does 

not exist, readers, reviewers, and guideline 

committees cannot evaluate the evidence on 

which conclusions rest. Fabricated references 

are not a new category of error, but they are 

now a new category of threat.1

The recent audit of 2.47 million papers in 

PubMed Central’s open access subset, span-

ning January 2023 to February 2026, identi-

fied 4046 fabricated references across 2 810 

papers.2 The fabrication rate rose more than 

12-fold in 3 years, reaching 56.9 per 10,000 

papers in early 2026.2 These references were 

topically specific, correctly formatted, and 

attributed to real researchers; peer review, 

which does not routinely verify references, 

cannot reliably catch them. The timing is not 

coincidental: large language models (LLMs) 

became widely available in late 2022, and 

analysis of more than 15 million PubMed 

abstracts found that at least 13.5% of those 

published in 2024 show detectable traces of 

LLM assistance.3

Paper mills compound the problem. Unlike 

citation hallucinations, which may arise from 

negligent use of generative artificial intel-

ligence (AI), paper mills involve organized, 

often intentional misconduct.4 Up to one in 

seven submissions to some journals show 

signs of paper mill origin,5 and paper mill 

articles have been incorporated into system-

atic reviews,6 which in turn inform clinical 

decision-making and guidelines. The result 

is a submission queue that is larger, harder to 

authenticate, and arriving faster than editorial 

systems were designed to process.

Within this broader picture, two citation 

failure modes deserve distinction. Fabricated 

references cite sources that do not exist; 

distorted references cite real sources but 

misrepresent what they report. They differ 

sharply in detectability: fabrication can be 

established against bibliographic databases, 

whereas distortion requires reading the 

source against the claim it is said to support. 

Citation inaccuracy predates generative AI, as 

roughly one in six references in the medi-

cal literature misquotes its source, about half 

of them seriously.7 As LLM-assisted writing 

spreads, distorted references may prove the 

more pernicious and longer-lived because 

they are harder to identify. This viewpoint 

concentrates on fabricated references as the 

most quantifiable and tractable instance, 

returning to distorted references at the limits 

of automated screening.

Responsible integration of AI into editorial 

workflows offers a practical and proportion-

ate response, beginning with automated 

reference verification. For this specific use 

case, the core principle is straightforward: AI 

should handle the verifiable; humans should 

judge the evaluable. That boundary, between 

tasks resolvable by pattern matching against 

structured data and tasks requiring scientific 

expertise and contextual judgement, is the 

line that editorial AI policy must not cross.

The editorial bottleneck

The strain on peer review is structural and 

well-documented. Indexed article output 

grew about 47% between 2016 and 2022, far 

outstripping growth in the practising scien-

tist population,8 and recruiting reviewers has 

become harder: in one multi-journal study, 

the proportion of review invitations resulting 
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in a completed review fell from 56% to 37% 

over 13 years at several journals.9 LLMs are 

accelerating submission rates without grow-

ing the reviewer pool, with adopters estimated 

to increase manuscript output by 24% to 89%, 

although a methodological comment, currently 

available only as a preprint, questions whether 

these estimates are causal.10,11 More than half of 

researchers now report using AI in peer review, 

often in violation of journal guidance.12

Reference verification sits awkwardly in this 

stretched system. Reviewers are not consist-

ently asked to verify references, and most 

submission workflows offer no automated 

assistance, so fabricated references pass 

through review nearly invisibly. Editors are 

the last institutional safeguard between a 

submitted manuscript and the published 

record; yet, they are now expected to iden-

tify citation problems, reporting inconsist-

encies, paper mill indicators, and statistical 

anomalies within workflows never designed 

for such screening. What is needed is not 

more pressure on overstretched editors, but 

tools that handle the verifiable checks while 

leaving scientific judgement to editors and 

reviewers.

Automated reference 
verification: readiness, 
evidence, and barriers

The verification task itself is computation-

ally simple. Cross-checking every citation 

bearing a PubMed identifier or digital object 

identifier against major bibliographic data-

bases takes seconds per paper and requires 

no scientific judgement. Springer Nature 

deployed a reference checker across nearly 

all of its journals and books in April 2025, 

showing that deployment at publisher scale 

is operationally achievable.13 The announce-

ment describes deployment rather than 

performance: no peer-reviewed evaluation of 

the tool’s accuracy has been published, and it 

targets ‘irrelevant’ references, a category only 

partially overlapping with fabricated ones.

This points to a wider evidence gap. No 

published studies have yet quantified the 

time saved, fabrications intercepted, or 

quality improvements from deployed refer-

ence checkers; such evaluations are urgently 

needed. Publishers are meanwhile building 

in-house tools in parallel, and different tools 

applied to the same manuscript will produce 

different results. The STM (International 

Association of Scientific, Technical and 

Medical Publishers) Integrity Hub already 

provides shared screening infrastructure for 

around 40 publishers, screening more than 

125,000 manuscripts each month,14 operational 

figures rather than independent evaluations, 

but proof that collaborative infrastructure 

works at scale. Extending such infrastructure to 

reference verification, with common bench-

marks for evaluating competing checkers, 

would unify scattered efforts and generate the 

performance evidence the field lacks.

Adoption also has an economic dimension. 

For most journals, implementing automated 

checks is not a simple purchasing decision: 

tools must be integrated into submission 

platforms that individual journals do not con-

trol, and editorial offices often must wait for 

vendors to add such features or for budgets to 

be found. Smaller, society, and non-English-

language journals face the steepest barriers, 

and current models perform less well on non-

Anglophone manuscripts. Equitable access 

arrangements, including shared infrastructure 

and consortium licensing, therefore belong in 

any serious implementation plan.
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Two further cautions apply. Pattern matching 

inherits the limitations of the data it matches 

against: bibliographic databases under-rep-

resent non-English and regional literatures, 

so legitimate citations to such sources are 

more likely to be falsely flagged; thresholds, 

therefore, require regular bias auditing, and 

affected authors need a clear right of appeal. 

And automated checks will not simply release 

editorial time: wider deployment will surface 

many more cases requiring difficult con-

versations with authors and institutions, so 

investigative workload may rise in the near 

term even as verification workload falls. The 

case for screening rests on the integrity of the 

record, not on editorial convenience.

AI is here, both the source of the problem 

and part of its solution, a tension sharpened 

where publishers police authors’ AI use while 

marketing AI products of their own. The dis-

tinction that resolves it is between generation 

and verification: the risk arises when genera-

tive systems produce citations; the remedy 

lies in retrieval-based systems that check 

citations against bibliographic records. The 

same distinction defines responsible use by 

authors. Tools that retrieve verified records 

from curated databases are legitimate aids; 

asking a generative model to produce a 

reference list is not. In all cases, authors 

remain responsible for verifying that every 

cited source exists and supports the claim 

Table 1.  A framework for AI support across the editorial workflow, from point of submission to 
editorial decision

Stage Example tasks AI role Editorial role
Current 

readiness

Point-of-submission 
screening

Reference 
verification against 
bibliographic 
databases; 
plagiarism and 
paper mill 
screening; reporting 
checklist audits 
where platforms 
collect the required 
documents (e.g. 
clinical trials)

Automated 
cross-checking 
and flagging at 
scale

Review flags, 
decide on 
desk action, 
contact 
authors where 
warranted

Technically 
feasible and 
deployed at 
publisher scale; 
published 
performance 
evidence 
limited

Editor assignment Matching 
manuscripts to 
editors by specialty 
and workload

Suggest 
assignments 
using semantic 
matching

Editorial 
office 
confirms 
assignment

Feasible with 
existing 
methods

Peer review support Identifying 
candidate 
reviewers; screening 
conflicts of interest

Rank candidates 
and flag potential 
conflicts

Editors select 
and invite 
reviewers

In use in several 
editorial 
systems; 
accuracy varies

Technical review Reporting guideline 
compliance for 
other manuscript 
types; statistical 
consistency; 
citation-claim 
consistency; 
language quality

Generate 
structured flags 
and summaries 
for editors and 
reviewers

Reviewers 
and editors 
interpret 
flags; 
scientific 
evaluation 
remains 
human

Emerging; 
citation-claim 
checking 
(distorted 
references) 
remains 
unreliable

Editorial decision Accept or reject 
decisions; 
assessment of 
novelty and 
significance

None Editors 
decide, 
informed by 
peer review

Not appropriate 
for AI

AI, artificial intelligence.
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attributed to it, and for disclosing AI use in 

line with journal policy.15

Situating verification in the 
editorial workflow

Reference verification is one stage in a longer 

path from submission to decision, and the 

feasibility of AI support varies along that path. 

Table 1 maps the workflow into five stages: 

point-of-submission screening, editor assign-

ment, peer review support, technical review, 

and editorial decision, with editorial oversight 

increasing as evaluative demands rise. The 

mapping also varies by manuscript type. For 

clinical trials, reporting checklist audits can 

run at the point of submission, where plat-

forms collect the necessary documents and 

results can inform desk decisions; for other 

manuscript types, the same checks belong to 

technical review.

The stage requiring the greatest caution is 

support for assessment itself. Overlap between 

feedback generated by a large language model 

(GPT-4) and human reviewer comments 

has been shown to be comparable to that 

between two human reviewers, suggesting a 

useful first pass,16 but current models can-

not reliably judge novelty or methodologi-

cal soundness in specialist domains. Hidden 

instructions embedded in manuscripts have 

already been used in attempts to manipu-

late LLM-generated reviews,17 underscoring 

that AI involvement in assessment requires 

robust safeguards and disclosed govern-

ance. The boundary itself, that AI should not 

make accept or reject decisions or substitute 

for expert judgement, is the one point on 

which publishers and editors already broadly 

concur; the practical contribution of a stage-

based framework is to specify what AI can 

legitimately do at every step short of that 

boundary.

When fabricated references 
are detected

Detection is only useful if it triggers a defined 

response, currently the weakest link. Most 

editorial systems have no classification for 

fabricated references, no defined workflow 

for correction or retraction, and no system-

atic tracking, which is consistent with the 

audit finding that 98.4% of affected papers 

had received no publisher action.2 A struc-

tured editorial assessment should establish 

four things at minimum: that the citation is 

genuinely nonexistent when checked against 

PubMed, Crossref, and publisher records, 

rather than merely garbled; how many 

references are affected; where the fabricated 

citations sit and what work they do, since a 

citation supporting a methods or results claim 

carries different consequences from one 

padding the background;18 and what explana-

tion the authors offer. Number and location 

inform proportionality, but not whether to 

respond: even a single fabricated reference 

shows that the authors did not verify their 

own citation list, which reasonably reduces 

confidence in whatever else cannot be inde-

pendently checked.

The response itself should follow existing 

ethics infrastructure rather than reinvent it. 

For published articles, the 2025 revision of 

the Committee on Publication Ethics (COPE) 

retraction guidelines provides the anchor, 

recommending retraction where any form of 

misrepresentation compromises the reli-

ability of the findings, with corrections and 

expressions of concern available for lesser 

cases.19 Responsibility rests with the authors 
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who sign the work, and enforcement of 

misconduct findings is an institutional rather 

than an editorial function: where explanations 

are unsatisfactory, or patterns suggest intent, 

editors should refer the matter to the authors’ 

institutions following the relevant COPE flow-

charts. Precedent for author-level account-

ability exists: arXiv imposes a one-year 

submission ban for incontrovertible evidence 

of unchecked AI-generated content, halluci-

nated references among the named exam-

ples.20 Distorted references warrant a separate 

track: where a real source is misrepresented, 

a correction is usually the proportionate rem-

edy, and disagreement over interpretation 

should be treated as a scholarly dispute rather 

than misconduct unless the misrepresenta-

tion is systematic.

Two residual concerns remain. Editors 

reasonably worry that notifying authors of 

concerns simply allows quiet withdrawal 

and resubmission elsewhere; documented 

assessments and cross-publisher informa-

tion sharing within legal and privacy con-

straints, of the kind the STM Integrity Hub 

was created to support,14 are the available 

mitigations. And detection alone educates no 

one. Responsibility for educating authors is 

shared: institutions through research integ-

rity training, journals and publishers through 

author guidelines and submission attestations 

that references have been verified, and bodies 

such as COPE and the European Association 

of Science Editors (EASE) through published 

guidance.

Recommendations for editors 
and publishers

Four practical actions follow. First, integrate 

automated reference verification into sub-

mission workflows before manuscripts reach 

peer review, catching fabricated citations at 

the point of entry; treating verification as an 

optional quality check is no longer justifi-

able given the scale and trajectory of the 

problem.2 Second, evaluate and share rather 

than fragment: publishers deploying check-

ers should publish performance evaluations, 

and the community should extend shared 

infrastructure and common benchmarks to 

reference verification rather than multiplying 

incompatible in-house tools.14 Third, jour-

nals deploying AI at any workflow stage need 

clear, published governance policies cover-

ing disclosure, editorial oversight standards, 

override mechanisms, regular audits and a 

right of appeal; the EASE Recommendations 

on the use of AI in Scholarly Communication 

provide a useful foundation.15 Fourth, treat 

fabricated references as a defined category 

with a defined response: a structured assess-

ment upon detection, documentation and 

tracking, and outcomes consistent with the 

2025 COPE retraction guidelines.19

Conclusion

Fabricated references are the clearest current 

example of a broader verification challenge 

confronting scholarly publishing as genera-

tive AI and paper mills increase the volume 

and complexity of submissions. The appro-

priate response is not to exclude AI from edi-

torial processes, but to integrate it selectively 

and transparently where it is demonstrably 

reliable, to evaluate it rigorously where evi-

dence is lacking, and to keep scientific inter-

pretation and publication decisions under 

editorial authority. Performance must still be 

assessed across journal sizes, disciplines, and 

languages, but the principle is clear: AI should 

handle the verifiable; humans should judge 

the evaluable.
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