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Abstract
Scholarly publishing is undergoing a significant structural transition: progressive del-

egation of editorial judgement to algorithmic systems. While the debate has focused 

on authors’ use of generative artificial intelligence (AI), the undisclosed use of AI by 

editorial intermediaries – specifically in the copyediting and peer review triage stages 

– has received less attention. This Viewpoint presents that opaque editorial AI use 

risks ‘semantic drift,’ a condition in which algorithmic processing compromises the 

epistemic integrity of the scientific record. In response, the integrated transparency 

protocol is proposed, a risk-based disclosure framework that operationalizes mean-

ingful human oversight to ensure editorial responsibility remains with humans.
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Introduction

Scholarly publishing rests on a foundation of 

trust, which is both essential and difficult to 

restore once compromised. For much of its 

modern history, that trust was sustained by a 

clear chain of custody, a traceable sequence 

of accountable human decisions, in which 

authors produced findings, peer reviewers 

examined and challenged the methodol-

ogy, and human copyeditors refined the 

language to meet the exacting standards of 

the discipline. Each stage involved a human 

agent who was identifiable and, crucially, 

accountable. When errors occurred, whether 

a statistical inconsistency or a mislabelled 

patient, responsibility could be located and 

questioned.

Artificial intelligence (AI) broadly denotes 

machines performing tasks that would other-

wise require human intelligence. Generative 

AI is a subset producing new content from 

prompts, while Large Language Models 

(LLMs) such as GPT-4 are the class of systems 

now entering publishing workflows. Artificial 

intelligence operates across multiple editorial 

stages: iThenticate and Penelope.ai handle 

intake screening; Grammarly, Paperpal, and 

Writefull assist with copyediting1; and LLM-

based systems generate reviewer suggestions 

and manuscript summaries. Adoption is rapid 

– a 2025 survey found 53% of peer reviewers 

now use AI tools2 – yet guidance has focused 

on authors, leaving editorial AI use largely 

undisclosed and ungoverned.

The rapid and often insufficiently examined 

integration of LLMs into publishing work-

flows has begun to disrupt this chain. Under 

pressure to shorten turnaround times and 

control costs, publishers increasingly present 

AI-driven tools as a solution. What began as 

routine assistance, such as spellchecking, has 

expanded into functions with greater poten-

tial to affect editorial outcomes, including 

manuscript editing, reference verification, 

and summary generation for editorial deci-

sions. Unlike a human editor, an LLM has no 

understanding of fiduciary duty; it cannot 

evaluate the ethical stakes of a clinical case, 

the legal exposure of a journal, or the contex-

tual subtleties embedded in data. It generates 

outputs from statistical patterns in training 

data, without evaluative judgement.

This Viewpoint addresses a straightforward  

but pressing question: when editorial judge

ment is delegated to an algorithm, who is 

responsible for oversight? Without a clearly 

defined and enforceable framework for 

meaningful human oversight (MHO),3,4 

scholarly publishing risks a broader crisis of 

accountability in which errors are no longer 

exceptional lapses but predictable, system-

level outcomes.

The regulatory vacuum

Current ethical guidance is strikingly asym-

metrical. Committee on Publication Ethics 

(COPE) and the World Association of Medical 

Editors (WAME) have issued increasingly 

detailed recommendations on authors’ use of 

AI tools, and in many venues, nondisclosure 

of LLM use in manuscript preparation is 

treated as a breach of research integrity.4,5 Yet 

comparatively few journals state, with similar 

clarity, whether they use such tools to screen, 

edit, triage, or evaluate the same submissions.

The result is a practical ‘black box’ – an 

opaque system whose internal processes are 

not visible to authors or readers. Authors 

submit manuscripts through a portal, and 

decisions return as edits, reviewer-style 

comments, or rejection summaries that may 

be partially machine-generated. This opac-

ity raises concerns about transparency and 

fairness and strains the implied understand-

ing between authors and publishers: scholars 
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expect assessment through accountable 

human judgement, not processing through 

undisclosed automated systems handling text 

in ways they did not consent to.

Checco et al3 caution that automating peer 

review tasks can foster a ‘synthetic echo 

chamber’: if AI-generated text is evaluated by 

AI-mediated review, human oversight risks 

reducing to procedural approval without sub-

stantive review. For experienced editors, this 

is no longer speculative. It is increasingly vis-

ible in routine practice, including the growing 

prevalence of ‘tortured phrases’ and fabri-

cated citations noted in retracted articles – a 

concern that has grown as AI tools proliferate 

across research workflows.6,7

The core conflict: syntactic 
compliance vs semantic 
integrity

Two decades of editorial practice demon-

strate that a style guide is not simply a cata-

logue of formatting preferences but an ethical 

framework encoding disciplinary norms 

about precision, responsibility, and respect 

for research subjects. By contrast, AI systems 

tend to treat guides such as the AMA Manual 

of Style or the Chicago Manual of Style as rule 

sets executable at the level of surface form,8,9 

achieving syntactic compliance while miss-

ing, or actively undermining, the underlying 

intent.

A clear example comes from the AMA Manual 

of Style (11th ed.), which emphasizes patient-

first language to reduce stigmatization.8 

Revising ‘a diabetic’ to ‘a patient with diabetes’ 

is not merely grammatical; it is an ethical 

choice that centres the person rather than 

the condition. Many AI tools, optimized for 

concision or readability, treat the longer con-

struction as inefficient and may drift towards 

compressed labels such as ‘diabetics’ or ‘obese 

participants’ – wording that appears more 

concise but conflicts with the ethical rationale 

behind the guideline.

I describe this pattern as ‘semantic drift’: the 

edit preserves grammatical well-formedness 

while shifting meaning, tone, or scientific 

force. Such shifts are rarely trivial. A change 

from ‘the data suggest’ to ‘the data prove’ 

is syntactically acceptable yet materially 

overstates the claim, and the pattern extends 

beyond a single pair. Artificial intelligence 

tools routinely collapse distinctions that carry 

evidentiary weight: ‘associated with’ versus 

‘caused by’; ‘statistically significant’ versus 

‘important’; ‘may’ versus ‘will’; ‘preliminary’ 

versus ‘definitive’; and ‘critical’ versus ‘nota-

ble.’ Each substitution is syntactically invisible 

yet semantically consequential. Corpus analy-

sis of over 15 million biomedical abstracts has 

documented vocabulary patterns consistent 

with LLM-assisted processing, confirming this 

drift at scale.10 Table 1 illustrates this gap; its 

examples are illustrative constructions from 

the author’s editorial practice, not verbatim 

outputs from any single tool.

Case studies: the cost of 
automated negligence

The following documented cases show how 

the absence of accountable human judgement 

produces ethical failure. These are not hypo-

thetical risks but problems already appearing 

across peer review and editorial workflows.

Case study 1: confidentiality
Committee on Publication Ethics has pub-

lished a case in which a peer reviewer, 

suspecting AI involvement in a submitted 

manuscript, uploaded the content into a 

third-party AI detection tool without the 

author’s knowledge or consent, raising ques-

tions about whether this breached confiden-

tiality regardless of intention.12 Although the 
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motivation was efficiency, the act potentially 

violated the author’s intellectual property 

rights; COPE noted that reviewers should not 

upload manuscripts to AI tools, as this can 

infringe the author’s exclusive rights. This 

is not isolated: analysis of peer reviews at 

four major AI conferences found that 6.5% to 

16.9% of review text had likely been substan-

tially modified by LLMs.13 A human editor 

treats confidentiality as a default obliga-

tion; an automated system processes text as 

instructed, without professional duty. Without 

a human enforcing privacy boundaries, an 

efficiency-driven shortcut can compromise 

the review process.

Case study 2a: fabricated references
COPE has also published a case in which 

editors noted review reports that appeared 

detailed but, on closer inspection, cited 

issues absent from the manuscript. AI detec-

tion tools returned rates above 80% for 

AI-generated content, in breach of journal 

policy. This is syntactic plausibility masking 

epistemic failure: the reviews were well-struc-

tured and specific-sounding, yet the substance 

was fabricated. A reviewer trained in the 

discipline would recognize the discrepancy 

immediately; an automated triage workflow 

cannot. Identifiably LLM-edited papers are 

retracted at twice the average rate, indicating 

Table 1.  The semantic gap – human vs AI editorial decisions (illustrative examples)

Context
Original 

text

AI-suggested edit 
(efficiency/

standardization)

Human 
editor 

decision 
(ethical 

oversight)
Ethical and semantic analysis 

of the gap
AMA (patient 
language)8

‘The 
diabetic 
failed to 
respond to 
the 
treatment.’

‘The diabetic did not 
respond to the 
treatment.’ 
(grammar fix only).

‘Treatment 
was not 
effective for 
the patient 
with diabetes.’

Non-stigmatizing language: 
AI fails to recognize the 
‘blame’ inherent in ‘failed to.’ 
AMA requires removing the 
patient as the agent of failure.

Statistics 
(precision)3

‘The data 
proves that 
the drug is 
effective.’

Stet (accepts 
‘proves’ as a 
synonym for 
‘shows’).

‘The data 
suggests that 
the drug is 
effective.’ (or 
‘demonstrates 
efficacy’).

Epistemic overreach: in 
scientific publishing, ‘proves’ 
is a dangerously absolute 
term. AI lacks the scientific 
literacy to downgrade the 
claim to avoid liability.

CMS (cultural 
sensitivity)9

‘The study 
focused on 
blacks living 
in Chicago.’

‘The study focused on 
Blacks living in 
Chicago.’ 
(capitalization fix 
only).

‘The study 
focused on 
Black 
participants 
living in 
Chicago.’

Dehumanization: while AI 
catches the capitalization 
(CMS 17), it misses the noun/
adjective distinction. Using 
‘Blacks’ as a noun is often 
considered reductive.

Citations 
(hallucination)7

[References 
Section] 
‘Smith J. 
(2020). AI 
Ethics.’

Formats perfectly in 
APA Style. (checks 
syntax).

Flags query: 
‘DOI not 
found / 
Reference does 
not exist.’

Verification failure: AI checks 
if the reference looks right 
(commas, italics). The human 
editor checks if the reference 
is real.

Legal/liability11 ‘The 
software 
caused the 
system 
failure.’

Stet (active voice is 
preferred).

‘The system 
failure 
occurred 
following the 
software 
update.’

Causality vs correlation: AI 
prefers active voice (‘caused’). 
A human editor protects the 
publisher from libel/liability 
by ensuring causality is 
actually proven before 
stating it.

The examples in this table are constructed from the author’s two decades of editorial experience to illustrate 
the types of semantic errors that AI editing tools are liable to produce. They are not the outputs of any specific 
tool but are representative of patterns documented in the literature on AI-assisted editing and algorithmic 
language processing.
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the same failure mode in published articles 

as in the review process meant to catch them. 

The point is not that editors are infallible, but 

that accountability and verification are active 

practices: when MHO is not operationalized, 

the workflow defaults to surface-level com-

pliance, the precise condition under which 

fabricated content passes undetected.7,14,15

Case study 2b: tortured phrases
The fabricated reference problem is distinct 

from, though related to, tortured phrases – 

systematic paraphrasing distortions arising 

when AI-based tools restructure text to dis-

guise provenance. Cabanac et al. documented 

this at scale across established journals7; the 

Arabian Journal of Geosciences case illustrates 

the consequences, with expressions of con-

cern on hundreds of papers and dozens of 

retractions.16 The two modes differ in origin 

– fabricated references from LLM confabula-

tion, tortured phrases from paraphrasing dis-

tortion – but share a common feature: both 

pass automated checks yet fail under substan-

tive human review. A copyeditor trained in 

scholarly verification checks anomalies, tests 

references, and flags phrasing that is gram-

matically correct yet semantically incoher-

ent – precisely the judgement that cannot be 

automated, and that is at risk when MHO is 

reduced to a nominal approval step.

Proposed framework: the 
integrated transparency 
protocol

A prohibition on AI tools is neither work-

able nor sufficient given current economic 

pressures. A more defensible approach is 

to classify AI use by risk, aligning oversight 

and disclosure with potential harm. I there-

fore propose a tiered model, the integrated 

transparency protocol (ITP), operationalizing 

MHO according to the depth and conse-

quences of AI intervention.

BaHammam recently examined why 

researchers hesitate to disclose AI use in 

manuscript preparation, offering a transpar-

ency framework for authors at submission.17 

The ITP targets a different side of the desk – 

editors, publishers, and copyediting services 

– and is designed to complement rather than 

duplicate that work. Resnik and Hosseini 

similarly argue for a risk-graduated approach 

distinguishing mandatory from optional AI 

use by intentionality and substantiveness, 

a distinction the ITP operationalizes at the 

editorial level.18

A comparable gap exists in industry guid-

ance: EASE recommends that journals 

declare AI use and establish clear policies,19 

but such blanket declarations lack a gradu-

ated mechanism for determining how much 

oversight different interventions require. 

The ITP bridges this gap, giving publishers a 

structured, risk-based tool that scales with the 

depth and nature of the AI’s involvement.

Table 2 differentiates mechanical edits, which 

require limited oversight, from substan-

tive interventions, which demand careful 

human review. Level 1 and Level 2 uses carry 

minimal risk when appropriately governed. 

Level 3 is the point at which human review 

becomes essential: when an AI tool rephrases 

an author’s text for flow or style, the risk of 

semantic drift increases sharply, particularly 

in clinically sensitive contexts. Under the 

ITP, any AI-generated rephrasing should be 

presented to the author as a distinct category 

of change, so the author can assess, accept, 

or reject suggestions that affect meaning, 

emphasis, or voice.

Level 4 interventions are more consequential 

because they affect the editorial decision-

making function. If a manuscript is triaged or 
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rejected on the basis of an AI-generated sum-

mary that misrepresents novelty, significance, 

or methodological adequacy, the author 

should be informed that an automated system 

contributed to the decision. Here, transpar-

ency is not a courtesy but a due-process 

safeguard, identifying where judgement was 

delegated and where it must remain human.

Discussion

For oversight to be genuinely meaningful, it 

cannot be reduced to a routine approval step. 

Meaningful human oversight rests on three 

conditions: cognisance, competence, and 

reversibility. First, the human agent must be 

explicitly aware that an AI system is active, 

rather than allowing automated changes 

to operate unnoticed. Secondly, the over-

seer must possess sufficient subject-matter 

expertise to evaluate the output; oversight is 

ineffective if delegated to those lacking the 

disciplinary knowledge to assess technical 

or clinical nuance. Thirdly, the editor must 

retain the practical ability to reject, modify, or 

fully reverse AI-generated changes at scale.

This requires a corresponding shift in how 

editorial labour is understood. The copyeditor 

is no longer merely a corrector of errors; in 

an AI-mediated workflow, the editor functions 

as an auditor of automated output, interrogat-

ing black-box decisions to verify alignment 

with disciplinary standards, ethical norms, 

and factual accuracy – a role that aligns with 

calls for editorial AI use to be accompanied by 

human accountability at every stage.20 Rather 

than diminishing the expertise required, it 

demands deeper knowledge and sharper 

judgement where AI systems lack contextual 

or ethical awareness.

In conclusion, efficiency is a measurable 

metric, but integrity is a professional value. 

As scholarly publishing automates, the chal-

lenge is to ensure that gains in speed and cost 

do not come at the expense of accountability 

and trust. The automation of certain tasks 

may be inevitable; the transfer of editorial 

responsibility to automated systems is not. 

Editors and publishers act as custodians of the 

scientific record, with a fiduciary obligation to 

ensure that published work is accurate, fair, 

and responsibly evaluated.

Table 2.  Risk-based disclosure matrix for editorial AI

Level AI intervention type Examples Risk profile
Disclosure 

requirement
Level 1 Passive/mechanical Spellcheck, basic grammar 

(Grammarly), XML tagging.
Negligible None (considered 

standard tool 
usage).

Level 2 Assistive/formative Formatting references 
(EndNote/Zotero), 
converting British to 
American English.

Low Internal logging 
(audit trail kept by 
publisher).

Level 3 Substantive/Stylistic Rephrasing for clarity, 
‘smoothing’ non-native 
English, summarizing for 
social media.

Medium Author approval 
(track changes must 
explicitly label AI 
suggestions).

Level 4 Decision-support Screening for scope, 
reviewer selection, 
plagiarism detection 
summaries.

High Public disclosure 
(statement in the 
final paper: ‘AI was 
used to screen...’).

Level 5 Generative/content Writing abstracts, generating 
figures, synthesizing peer 
review reports.

Critical Prohibited (or 
requires full COPE-
level disclosure).

AI, artificial intelligence; COPE, Committee on Publication Ethics.
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By adopting the ITP, the industry can move 

from algorithmic opacity towards informed, 

trusted collaboration – deploying AI for 

routine formatting while human expertise 

remains centred on what cannot be auto-

mated: interpretive judgement, ethical 

reasoning, and the stewardship of meaning. 

In this balance lies the future credibility of 

scholarly publishing.
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